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SDN ORCHESTRATION LAYER
IMPLEMENTATION CONSIDERATIONS
Part III of series discusses how providing the orchestration layer more information about node platform capabilities can
lead to increased virtual machine (VM) performance.

Introduction
Parts I and II of this four paper series detailed how software-defined networking (SDN)
and a complementary initiative, network functions virtualization (NFV), are enabling
a more flexible networking architecture compared to traditional approaches that use
fixed-function network elements. They also described the high-level hardware and
software requirements for the SDN four architectural layers,1 and the available Intel
reference designs and tools that can help reduce development time. This paper, Part III,
focuses on the orchestration layer and its need for enhanced awareness of platform
capabilities, including devices such as acceleration engines, attached to node platforms
via PCI Express* interfaces. After reading the paper, one will be able to describe ways
OpenStack* is evolving to more fully utilize node platform capabilities, leading to increased
NFV performance.

Orchestration Layer

OpenStack* increases its
awareness of PCI Express*
devices on node platforms.

In an NFV context, the orchestration layer provides an abstraction layer between the
physical infrastructure and operator network applications, such as policy and location
services. The result is an application’s transport requests are communicated as functional
requirements instead of hardware-specific commands. This abstraction enables network
operators and administrators to programmatically configure this simplified network
abstraction rather than having to hand-code tens of thousands of lines of configuration
scattered among thousands of devices.2 It’s possible to simplify development further
with toolset and technology consolidation supported by industry-standard, data center
solutions that also facilitate the rapid scale-out of services and on-demand provisioning of
infrastructure to meet business demands.
Essentially, open-source and commercial orchestration software products provide greater
flexibility in the use of physical resources in data centers and the Telco central offices,
thus facilitating usage models such as Infrastructure as a Service (IaaS) or Platform as
a Service (PaaS). For instance, virtual machines (VMs) can be provisioned on demand
without requiring the network applications to figure out which physical resources are
available. With the aid of Intel® Virtualization Technology (Intel® VT),3 the orchestration
layer can efficiently run numerous VMs on the same server. Moreover, it should recognize
when infrastructural resources (e.g., memory, processor cores, etc.) are unused and
subsequently provision the server to run another VM. The orchestration also does many
other things, like managing the IP address space, disks and software images, in addition to
provisioning, de-provisioning, rebooting and migrating VMs.4
There may be different levels of orchestration, as illustrated in telecom, where operations
and business support systems (OSS/BSS) typically operate at a level higher than the
cloud operating system layer, which is the focus of the discussion above. Moving forward,
a challenge for network operators is ensuring the various orchestration products they
employ interface together and are interoperable.
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NFV Challenges
NFV is a new trend in the telecom industry that is shifting
where network functions (e.g., L3 forwarding, management
plane and security) are deployed – from vertically-integrated,
discrete devices to software applications running in a
virtualized environment on standard high volume servers. Using
virtualization, network operators can drive higher resource
utilization by sharing hardware resources across multiple
network functions.
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e.g., OpenStack*

Network Applications

A major challenge for vendors developing NFV-based solutions
is achieving near-native performance (i.e., similar to nonvirtualized) in a virtualized environment. One critical aspect is
minimizing the inherent overhead associated with virtualization,
and there has been significant progress thanks to key
innovations. An example is hardware-assisted virtualization in
CPUs, such as the Intel® Xeon® processors with Intel VT (see
sidebar), which reduces VM context switching time, among
other things.
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Open vSwitch*

Another challenge is ensuring the orchestration layer fully
exploits the capabilities of the servers it manages. Typical
orchestration layer products can identify infrastructural
features (e.g., CPU type, RAM size and host operating system);
however, some orchestrators are unaware of attached devices,
like acceleration cards or network interface cards (NICs). In such
cases, they are unable to proactively load an application onto a
platform capable of accelerating its performance, as in assigning
an IPsec VPN appliance to a server with cryptographic algorithm
acceleration capability. Other features of the platform may be of
interest, such as the type of CPU.
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Figure 1. Four Layer Model for SDN/VFN Deployments
					 Sample Use Case

The lack of platform and infrastructural awareness is a major
drawback since many virtual appliances have intense I/O
requirements and could benefit from access to high-performance
instructions, accelerators and NICs for workloads such as
compression, cryptography and transcoding. Undoubtedly,
making the orchestration layer aware of the innate capabilities
of the devices attached to server platforms (i.e., node layer in
Figure 1) can help maximize network performance.

Use Case: Virtualized Evolved Packet Data Gateway
There is growing demand for the cloud operating system (aka,
orchestrator) to have a greater awareness of the capabilities of
the platforms it controls. The importance can be seen in the use
case of an evolved Packet Data Gateway (ePDG) being deployed
in a private cloud, as shown in Figure 2. The ePDG performs a
critical security network function in the 4G/LTE mobile core
networks, also called the evolved packet core (EPC).
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Figure 2. Evolved Packet Core (EPC) with an Evolved Packet Data Gateway (ePDG)
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The virtual ePDG uses IPsec tunnels to secure the connections
between the EPC and User Equipment over untrusted non3GPP access infrastructure, such as Wi-Fi and femtocell
access networks. If the ePDG is assigned to a platform with
a crypto hardware/software accelerator, its performance
could be increased significantly, assuming its IPsec stack has a
virtualized function driver that can exploit this capability. When
an accelerator is present, the ePDG would be expected to run
optimized code; otherwise, it executes a standard version that
lacks performance uplift potential.

Optimizing Virtualized I/O
As previously mentioned, solution vendors in the computing and
networking industries have been working diligently on ways to
increase virtualization capabilities and performance. This is an
important consideration when discussing the orchestration layer
because it must be able to discover and provision these features
in order to take full advantage of them. The following describes
two features that improve virtualized I/O performance and could
enable an orchestrator to increase the performance of timecritical applications.
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PCI-SIG Single Root I/O Virtualization (SR-IOV) allows the
partitioning of a single NIC into multiple virtual functions. IT
administrators can use these virtual ports to create multiple
isolated connections to virtual machines. Previously, it was
necessary to give every VM a dedicated NIC, which increases
cost and the risk of underutilized resources. With SR-IOV, one NIC
can service multiple VMs, as shown in Figure 3 (left side).
Virtual Machine Device Queues (VMDQ) improve traffic
management within the server by offloading traffic sorting
and routing from the hypervisor’s virtual switch to an Intel®
Ethernet Controller. Working in conjunction with virtualization
software, VMDQ uses multiple hardware queues (right side of
Figure 3) to steer traffic and balance bandwidth, thus providing
an alternative to virtual machine monitor (VMM) based packet
sorting and lowering latency.
For additional information, please visit http://www.intel.com/
content/www/us/en/network-adapters/virtualization.html.
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Figure 3. Technologies for Improving Virtualized I/O
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Enhanced Platform Awareness
For the ePDG use case discussed earlier, there are various
orchestration layer capabilities that could improve the
deployment of this application in a VM in a private,
heterogeneous cloud, including:
•

User Interface
(Horizon)

Assign the application to a platform capable of improving
its performance though specific features, such as specialpurpose instructions or accelerators.

•

Allocate an SR-IOV virtual function to the VM running the
ePDG application.

•

Enable live-migration.

With this in mind, several updates are being made to
OpenStack, the free, open source software used by cloudbased service providers today that is also suitable for SDN/
NFV implementations. The software is available through the
OpenStack Foundation,5 which promotes the development,
distribution and adoption of the software. The updates are
shown in the Nova box in Figure 4 and include:
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Figure 4. Enhanced Platform Awareness Updates to OpenStack*

1. Detect platform capabilities through the discovery , tracking
and reporting of features such as PCI Express devices.
2. Extend the scheduler to handle PCI Express devices.
3. Configure VMs with provisions for PCI Express devices,
using SR-IOV when available (see virtualization sidebar).

HARDWARE-ASSISTED VIRTUALIZATION TECHNOLOGIES:
Intel has developed three different, yet complementary, hardware-based virtualization technologies that span multiple platform
components, including the processor, chipset and NICs.
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•

Intel® Virtualization Technology (Intel® VT) for IA-32, Intel® 64 and Intel® Architecture (Intel® VT-x) adds extensions
to enable high-performance virtualization solutions that help increase server utilization and reduce costs. The extensions,
called Virtual Machine Extensions (VMX), are ten special-purpose instructions developed for virtualization. These additions
to the instruction enable further innovation in virtualization.

•

Intel® Virtualization Technology (Intel® VT) for Directed I/O (Intel® VT-d) is a hardware implementation that performs
address translation for direct memory access (DMA) transactions in virtual environments. Essentially, the technology
translates physical addresses of guests and the host, and ensures a DMA transaction targets the correct physical page with
protection mechanisms to prevent memory pages related to other VMs from being affected.

•

Intel® Virtualization Technology (Intel® VT) for Connectivity (Intel® VT-c) performs PCI-SIG Single Root I/O Virtualization
(SR-IOV) functions that allow the partitioning of a single Intel® Ethernet Server Adapter port into multiple virtual functions.
These virtual functions may be allocated to VMs, each with their own bandwidth allocation. They offer a high-performance,
low-latency path for data packets to get into the VM. Intel VT-c enables improved networking throughput with lower CPU
utilization and reduced system latency. This technology exists in Intel Ethernet NICs such as the Intel® 82599 10 Gigabit
Ethernet Controller.
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Simplified example

Paving the Way for NFV and SDN

OpenStack will collect more information about the special
hardware capabilities of individual nodes, enabling network
operators to more easily take advantage of these capabilities.
For instance, the IPsec tunneling performance of an ePDG will
improve when it runs on a node with hardware-accelerated
encryption, as accomplished using the following steps:

The adoption of NFV and SDN depends on the ability of
virtualized cloud infrastructure to deliver sufficient performance
comparable to today’s proprietary appliances. Today, some
orchestration products are unable to identify and provision a
variety of node platform features capable of increasing the
performance of applications and functions. This paper described
how OpenStack developments are overcoming such limitations,
thus helping to scale up the performance potential of virtualized
networking function while also taking advantage of the scaleout benefits that virtualized cloud infrastructure can offer.

•

Step 1: Two alternatives options available. An administrator
could tag a VM loaded into OpenStack via Glance with
meta-data (key-value pair) or add extra_spec definitions
to a flavor. This extra information could be used to
indicate additional infrastructural demands for the VM
(i.e., in addition to items such as number of virtual cores,
disk space, memory) such as the availability of a crypto
acceleration engine.

•

Step 2: The scheduling functionality
(ComputeCapabilitiesFilter and/or the ImagePropertiesFilter)
in Nova then performs the necessary matching to select a
platform on which the VM can be loaded, respective of its
requirements.

•

Step 3: Upon deploying the VM to the selected platform,
the platform is configured to allocate the specified
capability to the VM.

For more information about Intel solutions for networking and communications,
visit www.intel.com/go/commsinfrastructure.
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There may be many more layers in a deployment scenario that integrates with existing systems.
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Source: “Software-Defined Networking: The New Norm for Networks,” ONF White Paper, April 13, 2012, pg. 7, 11, 8, https://www.opennetworking.org/images/stories/downloads/white-papers/wpsdn-newnorm.pdf.
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Intel® Virtualization Technology (Intel® VT) requires a computer system with an enabled Intel® processor, BIOS, virtual machine monitor (VMM), and for some uses, certain platform software enabled for it. Functionality, performance, or other benefits will vary depending on hardware and software configurations and may require a BIOS update. Software applications may not be compatible
with all operating systems. Please check with your application vendor.
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Source for the paragraph, Alan Shimel Interviewing Dave Jilk, CEO of Standing Cloud, on April 20, 2012, http://www.networkworld.com/community/blog/cloud-orchestration-layer-dave-jilk-standingcloud.
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Source: http://www.openstack.org.
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