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As operators strive to build an intelligent network, they can explore these considerations 
and learn how Intel can power artificial intelligence (AI) with processors, hardware 
accelerators, acceleration libraries and optimized AI frameworks.

AI in the 5G Network:  
Six Questions You Weren’t 
Supposed to Ask

Communications Service Providers 
AI-based Network Optimization

Executive Overview 
Opportunities abound to apply artificial intelligence (AI) and machine learning to 
the 5G network. Use cases like network automation and resource optimization can 
help network operators reduce cumbersome manual processes (thereby increasing 
efficiency) and potentially provide more and better services to their customers.

But AI is a new field of endeavor for many operators, and there are plenty of design 
decisions to be made about inputs and outputs, hardware and software, machine-
learning models, model training and deployment. 

This white paper begins to answer some of these questions and describes how 
standards bodies are working to integrate AI and machine learning into the 5G 
network architecture. It also explains some of the technology offerings from Intel 
that can help maximize AI performance for a given use case.

Using the information provided here, operators can begin—or accelerate—their  
5G and AI journey.

Figure 1. Artificial intelligence (AI) is the foundation of an intelligent 5G network. 
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Introduction
There is great excitement about having a machine-learning 
system continuously monitoring and controlling the network. 
Tractica reports that the telecom industry is expected to 
invest USD 36.7 billion annually in AI software, hardware, and 
services by 2025.1 Another survey revealed that 63.5 percent 
of operators are investing in AI systems to improve their 
infrastructure.2 

Standards bodies are steadily working to improve the 
integration of AI and machine learning into network 
architecture. For example, 3GPP has introduced the 5G 
Network Data Analytics Function (NWDAF). This function 
collects network data from other network functions and 
performs data analysis that can help improve 5G network 
management automation. The O-RAN Alliance introduced 
the RAN intelligent controller (RIC), which is a cloud-native, 
microservices-based function that collects data and 
customizes radio access network (RAN) functionality using  
AI and machine-learning algorithms.

In theory, AI for network operations (AIOps) should be able 
to maximize service assurance and infrastructure utilization, 
flattering just about every key performance indicator (KPI) 
for the network operator. Figure 1 provides an end-to-end 
pipeline view of an AIOps system.

AIOps can be applied to network automation, resource 
optimization and many other areas. For example, self-
optimizing networks (SONs) are a tantalizing goal for network 
operators. However, to achieve AIOps, operators must answer 
some important questions. This white paper describes some 
of the considerations network architects should explore as 
they begin their AIOps journey.

What Should the Inputs Be?
Any AI system works by receiving input data, analyzing that 
data using one or more models, and producing outputs. 
For telecommunications network architects, identifying the 
appropriate inputs is crucial to developing an AI system that 
can deliver on the promise of AI for 5G network operation 
and optimization. Once those inputs are identified, if some of 
them are not currently available, steps must be taken to make 
them available. For example, new data collection tools might 
be needed, or access to data external to the network. 

In contrast to 4G networks, 5G networks make extensive use 
of network slicing. This approach virtualizes the network to 
create virtual connections that provide different amounts 
of resources to different types of traffic, which in turn have 
different quality of service (QoS) requirements. This poses 
a challenge for AIOps because the AI system must merge all 
relevant KPIs and forecast them into a single service-level 
objective (SLO) that is appropriate for each network slice.

The following list provides ideas about possible inputs from 
the network itself:

•   Network measurements. 5G networks contain many 
network performance metrics across different network 
elements. Examples include physical layer signal quality 
measurements, layer 2 data transmission statistics, layer 3 
radio link connection and mobility metrics . 

•   Resource usage. Gathering performance metrics from 
network functions and microservices can help monitor and 
predict overall network performance. This information can 
be related to compute, storage and networking resources. 
For example: Intel® Resource Director Technology (Intel® 

Figure 1. From data collection to taking action, an artificial intelligence for operations (AIOps) system has many stages; Intel® 
technology and collaboration can help operators fine-tune their AIOps at every stage.
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RDT) brings new levels of visibility and control over how 
shared resources such as last-level cache (LLC) and 
memory bandwidth are used by applications, virtual 
machines (VMs), and containers. This level of detail can 
help to ensure the accuracy of the AIOps system.

•   Traffic loads and types. The AIOps system requires 
visibility into which functions and microservices are moving 
data—and how much data. Given a particular SLO, the 
system can use this type of metric to use machine learning 
inference to increase network efficiency.

•   Trouble indicators. Another source of information for 
AIOps includes network alarms and fault metrics. This 
information can be used to predict failures or bottlenecks.

Data can be current (such as in the last 15 minutes) or 
historical (such as the last seven days’ worth of a certain 
metric). Adding historical data to the time-series prediction 
model is called a “memory augmented” model, and can help 
improve a model’s accuracy, especially when attempting 
to predict things like sudden changes in network quality or 
spikes in the number of users.

Beyond data that is inherent to the network, the AIOps 
system can be enriched by external sources of data. This 
could include the date, time of day, weather, geographical 
region, specific location of user, buffering ratio and so on. By 
combining network data, service and application data and 
customer data, network operators have a good starting point 
to create a powerful AIOps system.

Another aspect of gathering inputs relates to how often 
the inputs are collected. The answer depends on which 
part of the network architecture is being automated or 
optimized. For the core network, interference decisions and 
enforcement might be based on measurements taken every 
15 minutes. In contrast, the RAN might take measurements 
through a management user interface every few seconds, 
with a goal of less than 1-second latency for predictions 
and inference decisions. 5G RAN Central Units (CUs) and 
Distributed Units (DUs) might need even faster control, down 
to less than 10 ms.

What Are the Outputs?
The output of an AIOps system depends on the use case. The 
following subsections discuss potential outputs for network 
automation and resource optimization .3  

Network Automation 
Certain outputs from the AIOps system can be injected back 
into the network functions. It is important to identify which 
outputs these are, and into which network functions they 
should be injected. The general usage model is for network 
operators to use KPIs to predict what is going on, and take 
appropriate action based on comparing the present value to 
the predicted value. For example, if the utilization of a cell is 
decreasing, the operator can shut down some antennas to 
save energy. The AIOps system uses critical analysis and/or 
reinforcement learning to choose the right action based on 
the use case. 

Exactly what the outputs are depends on which aspect of 
the network is in question. For example, the outputs for the 
Operations Support Systems (OSS) and Business Support 
Systems (BSS) differ from those for the RIC and the NWDAF. 
As AIOps evolves, automated policies are increasingly 

applied to these control points. Operators and solution 
providers around the world are conducting trials and proof of 
concepts to further evolve network automation.

Resource Optimization  
Another use case is resource optimization. This can be done 
for quality of experience (QoE) and/or QoS. For resource-
intensive, latency-sensitive applications like cloud-based 
virtual reality (VR), AI can replace traditional QoS policies 
to provide a better experience to users. The right AI model 
can help predict dynamic traffic volume and fluctuating 
radio transmission capabilities and can inform closed-loop 
network optimization (configuration changes and application 
of various policies) in near real time. In other usages, traffic 
congestion could lead to degradation of service for all users. 
AI can be used to enforce QoS policies for certain prioritized 
users, giving them a satisfactory level of service even if other 
users’ QoS is less. 

How Can Artificial Intelligence for Network 
Operations Performance Be Assured?
The telecom industry requires five-nines reliability, high 
model accuracy and excellent fault management. In addition, 
every single use case has a critical KPI. This could be latency, 
time to training, or something else. To meet the SLO for the 
KPI, the system must provide carrier-grade reliability and 
have sufficient resources to meet its SLO. AIOps system 
design should include the right AI optimization technologies, 
such as powerful processors, hardware accelerators, 
acceleration libraries and optimized AI frameworks.

Intel offers many technologies, libraries and toolkits to 
maximize AI performance for a given use case:

•   Network-optimized Intel® Xeon® Scalable processors. 
These processors are specialized for networking and 
network functions virtualization (NFV). 2nd Generation 
Intel® Xeon® Scalable processors can provide up to 1.25X to 
1.58X NFV workload performance improvement, compared 
to a previous-generation, non-optimized processor.4 All 
2nd Generation and later Intel Xeon Scalable processors 
feature Intel® Advanced Vector Extensions (Intel® AVX-512) 
and Intel® Deep Learning Boost (Intel® DL Boost), which can 
help accelerate machine-learning training and inference. 

3rd Generation Intel® Xeon® Scalable processors feature 
enhanced Intel DL Boost with the industry’s first x86 support 
of Brain Floating Point 16-bit (bfloat16) and Vector Neural 
Network Instructions (VNNI) brings enhanced AI inference 
and training performance. Depending on the AI workload, for 
example, these technologies can deliver up to 1.93 percent 
more AI training performance5 and 1.87X more AI inference 
performance6 compared to the previous generation.

•   Intel® oneAPI. This initiative provides a set of 
complementary toolkits—a base kit and specialty add-
ons—that simplify programming and help improve 
efficiency and innovation. Examples of domain-specific 
toolkits include the following:

   -   Optimized libraries, such as the Intel® Math Kernel 
Library, Intel® Integrated Performance Primitives 
and Intel® Data Analytics Acceleration Library. Other 
optimized libraries are available, such as the Intel® 
Machine Learning Scaling Library and the oneAPI Deep 
Neural Network Library (oneDNN).

White Paper | AI in the 5G Network: Six Questions You Weren’t Supposed to Ask

https://software.intel.com/content/www/us/en/develop/tools/frameworks.html
https://software.intel.com/content/www/us/en/develop/tools/frameworks.html
https://www.oneapi.com/
https://github.com/oneapi-src/oneDNN
https://github.com/oneapi-src/oneDNN


4

   -   Intel® AI Analytics Toolkit (Beta) for accelerating end-
to-end machine-learning and data science pipelines. 
This toolkit includes several deep learning frameworks 
(such as TensorFlow and PyTorch) optimized for 
Intel® architecture, as well as the Model Zoo for Intel® 
Architecture and Intel® AI Quantization Tools for 
TensorFlow.

   -   Intel® Distribution of OpenVINO™ Toolkit for deploying 
high-performance inference applications from device to 
cloud. This toolkit includes optimized computer vision 
functions for Intel® accelerators, the Intel® Deep Learning 
Deployment Toolkit and the Deep Learning Workbench.

   -   Intel® oneAPI DL Framework Developer Toolkit (Beta) 
for building deep learning frameworks or customizing 
existing ones. This toolkit includes Intel® oneAPI 
Collective Communications Library and Intel® oneAPI 
Deep Neural Network Library.

•   Analytics Zoo. This open-source unified data analytics and 
AI platform was developed by Intel. It simplifies scaling a 
range of AI models for distributed training or inference on 
a big data cluster (such as Apache Spark). It also provides 
optimized implementation libraries for most popular deep-
learning frameworks (such as TensorFlow and PyTorch) 
for optimized runtime performance. Analytics Zoo also 
enables porting AI pipelines to Apache YARN or Kubernetes 
containerized servers without the need to modify the 
clusters . 

•   Accelerators. Operators can use Intel® Movidius™ Vision 
Processing Units (VPUs), Intel® FPGA products or eASIC 
solutions when domain-specific acceleration is necessary .

•   Intel® Optane™ persistent memory (PMem). Data-
intensive workloads like AI perform best when hot data is 
stored in memory, but DRAM is expensive and limited in 
capacity. Intel Optane PMem can affordably expand system 
memory—up to 3 TB of PMem per socket7—to enable more 
data to be kept in memory. This helps avoid input/output 
(I/O) bottlenecks and eliminates the necessity for AI and in-
memory applications to pull data from disk, enabling faster 
data processing. 

Beyond these hardware and software resources for AIOps, 
Intel offers programs, such as Intel® Network Builders 
University, ideal for network evolution in the 5G era. With 
solution guidance and training from these programs, network 
operators can drive their network transformation initiatives 
forward with increased confidence.

Which Machine-Learning Model Is Best?
There are a lot of choices for machine-learning models. 
Choices include convolutional neural networks (CNNs), 
recurrent neural networks (RNNs)—which include Long 
Short-Term Memory (LSTM) networks—and neuromorphic 
networks. They all work differently and do different things; 
how does a network operator make the right decision?

For 5G RAN, models based on time series prediction can 
be applied to the majority of RAN functions. But other 
models for prediction are emerging. These new models can 
be a combination of CNN and RNN layers and are useful in 

certain use cases such as beamforming optimization and 
the network scheduler. Another model, called a multilayer 
perceptron (MLP), is a class of feedforward artificial 
neural network (ANN) and could be a good choice for 
classification prediction and regression prediction use 
cases. Reinforcement learning is often used for network 
configuration optimization. 

One guiding rule for choosing a model for a use case is 
the required model accuracy. For example, in the case of 
choosing to shut down base station antennas to save energy 
during low-utilization periods (such as at nighttime), the 
forecast accuracy needs to be high—otherwise, customer 
experience will suffer. But other use cases may not have such 
strict accuracy requirements.

Beyond the probability that an inference will be correct, 
an equally important—and rarely mentioned—aspect of 
model accuracy is how far off the erroneous inferences are. 
If there is an error, it could be a minor mistake, or it could be 
catastrophic. This point becomes more critical as AI control 
moves from advisory to unsupervised.

Typically, an operator starts with predictive analysis (using 
time series forecasting), then as the AIOps system matures, 
prescriptive analysis is employed. That is, if a problem 
is found, the AIOps system can automatically root cause 
it and choose an action. The end goal is fully automated 
configuration and network policies enabled by reinforcement 
learning, which does not depend on having a training 
dataset. Rather, “learning” is accomplished by trying different 
behaviors/decisions and choosing which ones produce the 
most positive effect.8 

The field of AIOps is growing and changing quickly. New 
use cases and new models are constantly being developed. 
Investing in a highly skilled data scientist can help operators 
keep up with advancements and avoid making costly (time or 
money) mistakes as they build out their AIOps systems.

One important note about AIOps system design is that to 
ensure dynamic network control—whether it’s the core 
network, the RIC or the NWDAF—deployment of AI should 
be flexible and use a service-based architecture using 
microservices (which differs from traditional data center AI 
workloads). Supervised learning, unsupervised learning and 
(deep) reinforcement learning modules should be deployed 
independent of each other, increasing the utility and 
flexibility of the AIOps system.

How Will the Artificial Intelligence System  
Be Trained?
All AI models must be trained before they can be of use. In 
some industries, the training data might come from a publicly 
available source, such as airline flight data or world-wide 
disease infection rates. However, the network data necessary 
to train an AIOps system typically comes from the operator 
itself. In some cases, operators can collaborate to “raise all 
boats” and share certain types of network data with which  
to train models. Data can also be anonymized and shared 
with the model vendor, so that the model can be trained  
off-premises.
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Model training is compute-intensive, and it is imperative that 
operators invest in the hardware (and optimized software) 
that can provide the performance necessary for a particular 
use case. 2nd Generation and 3rd Generation Intel Xeon 
Scalable processors, featuring Intel DL Boost with VNNI can 
help to accelerate training.

And because an AIOps system spans from the RIC to the core 
NWDAF to the OSS/BSS in the data center, training also must 
incorporate data from all these network aspects.

What About Implementation?
Implementation of an AIOps system involves model 
evaluation, hardware and software procurement, integration 
with the necessary inputs and outputs, integration into the 
change-management system—and, of course, integration 
with the operator’s physical compute, storage and network 
infrastructure.

The O-RAN Alliance is creating new paths of entrance by 
defining standard open interfaces and disaggregating 
RAN components. This enables operators to work with a 
system integrator (SI) to create an AIOps system that uses 
solutions from multiple vendors. The SI can also help embed 
AI capabilities into existing functions to provide more 
intelligence. Using the Intel oneAPI toolkits, operators can 
build an AI infrastructure that is hardware agnostic. 

Intel has strong relationships throughout the telecom 
industry. As described in the sidebar, “Case Study: SK 
Telecom, Intel Build Artificial Intelligence Pipeline to Improve 
Network Quality,” Intel works with operators and solution 
vendors to enable AIOps implementations. AIOps has a 
steep learning curve and may not fit comfortably into any of 
the traditional communication service provider integration 
models. Operators can take advantage of Intel’s relationships 
across a wide range of Internet service providers (ISPs), 
telecommunication equipment manufacturers (TEMs) and 
platform vendors—thereby creating a hybrid approach that 
minimizes risk and time to market .

Conclusion
Network operators can take advantage of recent innovations 
in 5G network architecture from 3GPP and the O-RAN 
Alliance, combined with AI and machine learning powered 
by hardware and software from Intel, to explore new 
services and improve existing services. A smarter network, 
based on data from the network itself enriched by external 
data sources (depending on the use case), can improve 
operational efficiency for the operator and QoS and QoE for 
its customers . 

Designing an AIOps system with the appropriate inputs 
and outputs, hardware and software and machine-learning 
models is key to success. From data collection to taking 
action, Intel® technology and collaboration can help 
operators fine-tune their AIOps at every stage.

For more information, contact your Intel representative.

The Pros and Cons of Continuous Learning
Continuous learning (sometimes referred to as continual 
learning or online learning) brings the DevOps concept 
of continuous integration/continuous delivery (CI/CD) 
to the machine-learning arena. While CI/CD is broadly 
adopted in the cloud computing world of application 
development, the jury is still out as to its value in the 
telecommunications environment. In theory, a machine-
learning model that constantly readjusted its training 
results and predictions based on a steady stream of 
data would be more accurate than a model that was 
trained only once. However, there is also the risk that a 
continuous learning model will ignore or gradually forget 
about important but infrequent occurrences, making 
the system less robust to, for example, rare surges in 
upstream traffic. Operators must balance the potential 
efficiency and accuracy benefits of continuous learning 
against risks and their operational and capital expense 
goals. Whether to implement continuous learning, 
therefore, is a decision that is specific to each operator’s 
return on investment calculations.

Case Study: SK Telecom and Intel Build 
Artificial Intelligence Pipeline to Improve 
Network Quality
SK Telecom and Intel collaborated to build an 
accelerated end-to-end network artificial intelligence 
(AI) pipeline that is up to six times faster than its GPU-
based predecessor .9 The solution uses Analytics Zoo, 
TensorFlow, and Apache Spark running on an Intel® 
architecture server. The new AI pipeline demonstrates 
fast predictive analysis of network quality from SK 
Telecom’s huge volume of live datasets, using a 
distributed AI application running on a Spark cluster 
powered by 2nd Generation Intel® Xeon® Scalable 
processors. The solution enables improved network 
quality prediction for SK Telecom’s real-world use cases. 

To learn more, read the case study .
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1  https://tractica.omdia.com/newsroom/press-releases/telecommunications-industry-investment-in-artificial-intelligence-software-hardware-and-services-will-reach-36-7-
billion-annually-by-2025/ 

2  https://techsee.me/blog/artificial-intelligence-in-telecommunications-industry/ 

3  For more information, read the O-RAN white paper, “O-RAN Use Cases and Deployment Scenarios.” https://static1.squarespace.com/static/5ad774cce74940d7115044b0/t/5e95
a0a306c6ab2d1cbca4d3/1586864301196/O-RAN+Use+Cases+and+Deployment+Scenarios+Whitepaper+February+2020.pdf 

Performance varies by use, configuration and other factors. Learn more at www.Intel.com/PerformanceIndex.  

4  Up to 1.25 to 1.58X NVF Workload Performance Improvement comparing Intel® Xeon® Gold 6230N processor to Intel® Xeon® Gold 6130 processor.

VPP IP Security: Tested by Intel on 1/17/2019 1-Node, 2x Intel® Xeon® Gold 6130 processor on Neon City platform with 12x 16GB DDR4 2666MHz (384GB total memory), Storage: 
1x Intel® 240GB SSD, Network: 6x Intel XXV710-DA2, Bios: PLYDCRB1.86B.0155.R08.1806130538, ucode: 0x200004d (HT= ON, Turbo= OFF), OS: Ubuntu* 18.04 with kernel: 
4.15.0-42-generic, Benchmark: VPP IPSec w/AESNI (AES-GCM-128) (Max Gbits/s (1420B)), Workload version: VPP v17.10, Compiler: gcc7.3.0, Results: 179. Tested by Intel on 
1/17/2019 1-Node, 2x Intel® Xeon® Gold 6230N processor on Neon City platform with 12x 16GB DDR4 2999MHz (384GB total memory), Storage: 1x Intel® 240GB SSD, Network: 
6x Intel XXV710-DA2, Bios: PLYXCRB1.PFT.0569.D08.1901141837, ucode: 0x4000019 (HT= ON, Turbo= OFF), OS: Ubuntu* 18.04 with kernel: 4.20.0-042000rc6-generic, 
Benchmark: VPP IPSec w/AESNI (AES-GCM-128) (Max Gbits/s (1420B)), Workload version: VPP v17.10, Compiler: gcc7.3.0, Results: 225.

VPP FIB: Tested by Intel on 1/17/2019 1-Node, 2x Intel® Xeon® Gold 6130 processor on Neon City platform with 12x 16GB DDR4 2666MHz (384GB total memory), Storage: 1x 
Intel® 240GB SSD, Network: 6x Intel XXV710-DA2, Bios: PLYDCRB1.86B.0155.R08.1806130538, ucode: 0x200004d (HT= ON, Turbo= OFF), OS: Ubuntu* 18.04 with kernel: 
4.15.0-42-generic, Benchmark: VPP FIB (Max Mpackets/s (64B)), Workload version: VPP v17.10 in ipv4fib configuration, Compiler: gcc7.3.0, Results: 160. Tested by Intel on 
1/17/2019 1-Node, 2x Intel® Xeon® Gold 6230N processor on Neon City platform with 12x 16GB DDR4 2999MHz (384GB total memory), Storage: 1x Intel® 240GB SSD, Network: 
6x Intel XXV710-DA2, Bios: PLYXCRB1.PFT.0569.D08.1901141837, ucode: 0x4000019 (HT= ON, Turbo= OFF), OS: Ubuntu* 18.04 with kernel: 4.20.0-042000rc6-generic, 
Benchmark: VPP FIB (Max Mpackets/s (64B)), Workload version: VPP v17.10 in ipv4fib configura tion, Compiler: gcc7.3.0, Results: 212.9.

Virtual Firewall: Tested by Intel on 10/26/2018 1-Node, 2x Intel® Xeon® Gold 6130 processor on Neon City platform with 12x 16GB DDR4 2666MHz (384GB total memory), 
Storage: 1x Intel® 240GB SSD, Network: 4x Intel X710-DA4, Bios: PLYDCRB1.86B.0155.R08.1806130538, ucode: 0x200004d (HT= ON, Turbo= OFF), OS: Ubuntu* 18.04 with 
kernel: 4.15.0-42-generic, Bench mark: Virtual Firewall (64B Mpps), Workload version: Opnfv 6.2.0, Compiler: gcc7.3.0, Results: 38.9. Tested by Intel on 2/04/2019 1-Node, 2x 
Intel® Xeon® Gold 6230N processor on Neon City platform with 12x 16GB DDR4 2999MHz (384GB total memory), Storage: 1x Intel® 240GB SSD, Network: 6x Intel XXV710-DA2, 
Bios: PLYXCRB1.PFT.0569.D08.1901141837, ucode: 0x4000019 (HT= ON, Turbo= OFF), OS: Ubuntu* 18.04 with kernel: 4.20.0-042000rc6-generic, Benchmark: Virtual Firewall 
(64B Mpps), Workload version: Opnfv 6.2.0, Compiler: gcc7.3.0, Results: 52.3.

Virtual Broadband Network Gateway: Tested by Intel on 11/06/2018 1-Node, 2x Intel® Xeon® Gold 6130 processor on Neon City platform with 12x 16GB DDR4 2666MHz (384GB 
total memory), Storage: 1x Intel® 240GB SSD, Network: 6x Intel XXV710-DA2, Bios: PLYDCRB1.86B.0155.R08.1806130538, ucode: 0x200004d (HT= ON, Turbo= OFF), OS: Ubuntu* 
18.04 with kernel: 4.15.0-42-generic, Benchmark: Virtual Broadband Network Gateway (88B Mpps), Workload version: DPDK v18.08 ip_pipeline application, Compiler: gcc7.3.0, 
Results: 56.5. Tested by Intel on 1/2/2019 1-Node, 2x Intel® Xeon® Gold 6230N processor on Neon City platform with 12x 16GB DDR4 2999MHz (384GB total memory), Storage: 
1x Intel® 240GB SSD, Network: 6x Intel XXV710-DA2, Bios: PLYXCRB1.PFT.0569.D08.1901141837, ucode: 0x4000019 (HT= ON, Turbo= OFF), OS: Ubuntu* 18.04 with kernel: 
4.20.0-042000rc6-generic, Benchmark: Virtual Broadband Network Gateway (88B Mpps), Workload version: DPDK v18.08 ip_pipeline application, Compiler: gcc7.3.0, Results: 
78.7. VCMTS: Tested by Intel on 1/22/2019 1-Node, 2x Intel® Xeon® Gold 6130 processor on Supermicro*-X11DPH-Tq platform with 12x 16GB DDR4 2666MHz (384GB total 
memory), Storage: 1x Intel® 240GB SSD, Network: 4x Intel XXV710-DA2, Bios: American Megatrends Inc.* version: ‘2.1’, ucode: 0x200004d (HT= ON, Turbo= OFF), OS: Ubuntu* 
18.04 with kernel: 4.20.0-042000rc6-generic, Benchmark: Virtual Converged Cable Access Platform (iMIX Gbps), Workload version: vcmts 18.10, Compiler: gcc7.3.0 , Other 
software: Kubernetes* 1.11, Docker* 18.06, DPDK 18.11, Results: 54.8. Tested by Intel on 1/22/2019 1-Node, 2x Intel® Xeon® Gold 6230N processor on Neon City platform with 12x 
16GB DDR4 2999MHz (384GB total memory), Storage: 1x Intel® 240GB SSD, Network: 6x Intel XXV710-DA2, Bios: PLYXCRB1.PFT.0569.D08.1901141837, ucode: 0x4000019 (HT= 
ON, Turbo= OFF), OS: Ubuntu* 18.04 with kernel: 4.20.0-042000rc6-generic, Benchmark: Virtual Converged Cable Access Platform (iMIX Gbps), Workload version: vcmts 18.10 , 
Compiler: gcc7.3.0, Other software: Kubernetes* 1.11, Docker* 18.06, DPDK 18.11, Results: 83.7.

OVS DPDK: Tested by Intel on 1/21/2019 1-Node, 2x Intel® Xeon® Gold 6130 processor on Neon City platform with 12x 16GB DDR4 2666MHz (384GB total memory), Storage: 
1x Intel® 240GB SSD, Network: 4x Intel XXV710-DA2, Bios: PLYXCRB1.86B.0568.D10.1901032132, ucode: 0x200004d (HT= ON, Turbo= OFF), OS: Ubuntu* 18.04 with kernel: 
4.15.0-42-generic, Benchmark: Open Virtual Switch (on 4C/4P/8T 64B Mpacket/s), Workload version: OVS 2.10.1, DPDK-17.11.4, Compiler: gcc7.3.0, Other software: QEMU-
2.12.1, VPP v18.10, Results: 9.6. Tested by Intel on 1/18/2019 1-Node, 2x Intel® Xeon® Gold 6230N processor on Neon City platform with 12x 16GB DDR4 2999MHz (384GB 
total memory), Storage: 1x Intel® 240GB SSD, Network: 6x Intel XXV710-DA2, Bios: PLYXCRB1.86B.0568.D10.1901032132, ucode: 0x4000019 (HT= ON, Turbo= OFF), OS: 
Ubuntu* 18.04 with kernel: 4.20.0-042000rc6-generic, Benchmark: Open Virtual Switch (on 6P/6C/12T 64B Mpacket/s), Workload version: OVS 2.10.1, DPDK-17.11.4, Compiler: 
gcc7.3.0, Other software: QEMU-2.12.1, VPP v18.10, Results: 15.2. Tested by Intel on 1/18/2019 1-Node, 2x Intel® Xeon® Gold 6230N processor with SST-BF enabled on Neon 
City platform with 12x 16GB DDR4 2999MHz (384GB total memory), Storage: 1x Intel® 240GB SSD, Network: 6x Intel XXV710-DA2, Bios: PLYXCRB1.86B.0568.D10.1901032132, 
ucode: 0x4000019 (HT= ON, Turbo= ON (SST-BF)), OS: Ubuntu* 18.04 with kernel: 4.20.0-042000rc6-generic, Benchmark: Open Virtual Switch (on 6P/6C/12T 64B Mpacket/s), 
Workload version: OVS 2.10.1, DPDK-17.11.4, Compiler: gcc7.3.0, Other software: QEMU-2.12.1, VPP v18.10, Results: 16.9. 
https://www.intel.com/content/www/us/en/communications/network-transformation/network-cloud-optimization-brief.html

5  Up to 1.93x higher AI training performance with 3rd Gen Intel® Xeon® Scalable processor supporting Intel® Deep Learning Boost (Intel® DL Boost) with BF16 vs. prior generation on 
ResNet50 throughput for image classification – New: 1-node, 4x 3rd Gen Intel® Xeon® Platinum 8380H processor (pre-production 28C, 250W) on Intel Reference Platform (Cooper 
City) with 384 GB (24 slots / 16GB / 3200) total memory, ucode 0x700001b, HT on, Turbo on, with Ubuntu* 20.04 LTS, Linux* 5.4.0-26,28,29-generic, Intel 800GB SSD OS Drive, 
ResNet-50 v 1.5 Throughput, https://github.com/Intel-tensorflow/tensorflow -b bf16/base, commit #828738642760358b388d8f615ded0c213f10c9 9a, Modelzoo: https://
github.com/IntelAI/models/ -b v1.6.1, Imagenet dataset, oneAPI Deep Neural Network Library (oneDNN) 1.4, BF16, BS=512, test by Intel on 5/18/2020. Baseline: 1-node, 4x 
Intel® Xeon® Platinum 8280 processor on Intel Reference Platform (Lightning Ridge) with 768 GB (24 slots / 32GB / 2933) total memory, ucode 0x4002f00, HT on, Turbo on, with 
Ubuntu* 20.04 LTS, Linux* 5.4.0-26,28,29-generic, Intel 800GB SSD OS Drive, ResNet-50 v 1.5 Throughput, https://github.com/Intel-tensorflow/tensorflow -b bf16/base, commit 
#828738642760358b388d8f615ded0c213f10c99a, Modelzoo: https://github.com/IntelAI/models/ -b v1.6.1, Imagenet dataset, oneAPI Deep Neural Network Library (oneDNN) 
1.4, FP32, BS=512, test by Intel on 5/18/2020. 
https://www.intel.com/content/www/us/en/products/docs/processors/xeon/3rd-gen-xeon-scalable-processors-brief.html

6  Up to 1.87x higher AI Inference performance with 3rd Gen Intel® Xeon® Scalable processor supporting Intel® Deep Learning Boost (Intel® DL Boost) with BF16 vs. prior generation 
using FP32 on ResNet50 throughput for image classification – New: 1-node, 4x 3rd Gen Intel® Xeon® Platinum 8380H processor (pre-production 28C, 250W) on Intel Reference 
Platform (Cooper City) with 384 GB (24 slots / 16GB / 3200) total memory, ucode 0x700001b, HT on, Turbo on, with Ubuntu* 20.04 LTS, Linux* 5.4.0-26,28,29-generic, Intel 
800GB SSD OS Drive, ResNet-50 v 1.5 Throughput, https://github.com/Intel-tensorflow/tensorflow -b bf16/base, commit #828738642760358b388d8f615ded 0c213f10c99a, 
Modelzoo: https://github.com/IntelAI/models/ -b v1.6.1, Imagenet dataset, oneAPI Deep Neural Network Library (oneDNN) 1.4, BF16, BS=56, 4 instances, 28-cores/instance, 
test by Intel on 5/18/2020. Baseline: 1-node, 4x Intel® Xeon® Platinum 8280 processor on Intel Reference Platform (Lightning Ridge) with 768 GB (24 slots / 32 GB / 2933) total 
memory, ucode 0x4002f00, HT on, Turbo on, with Ubuntu* 20.04 LTS, Linux 5.4.0-26,28,29-generic, Intel 800GB SSD OS Drive, ResNet-50 v 1.5 Throughput, https://github. 
com/Intel-tensorflow/tensorflow -b bf16/base, commit #828738642760358b388d8f615ded0c213f10c99a, Modelzoo: https://github.com/IntelAI/models/ -b v1.6.1, Imagenet 
dataset, oneDNN 1.4, FP32, BS=56, 4 instances, 28-cores/instance, test by Intel on 5/18/2020. 
https://www.intel.com/content/www/us/en/products/docs/processors/xeon/3rd-gen-xeon-scalable-processors-brief.html

7  https://www.intel.com/content/www/us/en/products/docs/memory-storage/optane-persistent-memory/optane-persistent-memory-200-series-brief.html

8  For more information about reinforcement learning, refer to the GeeksForGeeks article at https://www.geeksforgeeks.org/what-is-reinforcement-learning/ . 

9  See full configuration details at sk-telecom-intel-build-ai-pipeline-to-improve-network-quality.pdf .
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