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ABSTRACT 
Intel has been continuously striving to provide 
environmentally green micro-electronic packaging 
solutions for high-density interconnect (HDI) product 
applications. The environmentally green initiative 
consisted of providing lead-free (Pb-free) packaging 
materials solutions as well the enabling of halogen-free 
(HF) substrates technology to eliminate the use of 
brominated flame retardants. This paper discusses the 
challenges overcome by Intel to deliver on both aspects of 
environmentally green packaging. Although Intel’s efforts 
to enable Pb-free and HF-compliant packaging solutions 
have been wide-ranging, the scope of this paper is limited 
to discussing the key technology development challenges 
faced in transitioning to Pb-free materials in first-level 
interconnects (FLI), second-level interconnects (2LI), 
solder thermal interface materials (STIM) applications, 
and halogen-free (HF) substrate materials. The transition 
to Pb-free micro-electronic packaging materials and HF 
substrate technology required a paradigm shift in the 
industry, needing extensive benchmarking initiatives and 
sharing cross-technology learnings across the industry and 
academia. The delivery of Pb-free packaging solutions 
across FLI, 2LI, and STIM applications as well as HF 
substrate technology has strongly reinforced Intel’s One  

Generation Ahead (OGA) philosophy in micro-electronic 
packaging.

INTRODUCTION 
Intel’s drive to “get the lead out of the package” began 
over five years ago when we produced a Pb-free tin-silver-
copper (SAC) solder for 2LI applications that complied 
with European Union Restriction of Hazardous 
Substances (EU RoHS) requirements. Continuing on this 
path to deliver “Pb-free” packaging, Intel recently reached 
a critical milestone by eliminating Lead (Pb) from the FLI 
solders in its next-generation 45nm Silicon technology 
roadmap products. Intel is among the first semiconductor 
companies to deliver Pb-free FLI solutions in high-volume 
manufacturing. In order to meet the stringent integration 
challenges of transitioning to Pb-free-compliant packages, 
Intel has also successfully developed substrate, FLI flux, 
and underfill (UF) materials technologies that are 
compliant with higher Pb-free processing temperatures. 
Intel has been working with suppliers, customers, and 
several industry consortia to develop and provide EU 
RoHS-compliant products. Intel has completed 
certification of EU RoHS-compliant materials and 
processes and is manufacturing and shipping many EU 
RoHS-compliant products today. Additionally, in 
anticipation of the RoHS regulations, Intel pro-actively 
worked to develop pioneering Pb-free STIM materials to 
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meet the challenging needs of heat dissipation from the 
silicon die.  

Intel’s drive to enable halogen-free (HF) substrate 
technology entailed a careful evaluation of HF material 
properties to identify robust materials sets in order to meet 
manufacturing, assembly, performance, and use condition-
based reliability criteria. The selected HF substrate 
materials sets were fungible with existing manufacturing 
and assembly processes used previously with nHF (not 
halogen-free) cores. Several technical challenges were 
overcome in enabling the HF substrate technology. 
Mechanical drilling of HF cores, as well as substrate 
warpage, was evaluated to verify that their performance 
was on a par with nHF cores, from a manufacturing and 
assembly perspective. The electrical properties of the HF 
core material were also evaluated and it was determined 
that the impact on performance compared to that of nHF 
cores was negligible. From a reliability perspective, the 
key concern with HF substrates was delamination, which 
can occur due to moisture release at Pb-free reflow 
temperatures from the HF core material. To verify that 
adequate reflow delamination margins exist for HF 
substrates, relative to use condition requirements, a 
component reflow accelerated test was developed by Intel 
and used to assess Intel’s HF product lineup. The drive to 
enable HF materials has continued with the development 
and successful introduction of HF-compliant packaging 
materials such as molding compounds, underfill materials, 
and Polymer TIMs.   

In the first half of this paper, we discuss Intel’s 
qualification of Pb-free packaging solutions in the first-
level interconnect (FLI), second-level interconnect (2LI) 
and solder thermal interface materials (STIM) 
applications. In the second half, we address the enabling 
of halogen-free (HF) substrates and accompanying 
reliability challenges.  

A schematic of a lidded ball grid array (BGA) Intel 
package is shown in Figure 1 which depicts the FLI, 2LI, 
TIM, and substrate materials technologies that are 
undergoing the environmentally green transition in Intel’s 
micro-electronic packaging. 

PB-FREE INITIATIVE: FIRST LEVEL 
INTERCONNECT MATERIALS (FLI) 
Intel recently announced the achievement of a significant 
milestone in the quest to deliver RoHS-compliant Pb-free 
FLI solutions in micro-electronic packaging. The 
transition to Pb-free FLI interconnects that connect the 
silicon die to the substrate eliminated the last 5% of Pb 
remaining in the package. Traditionally, tin-lead solder 
alloy has been used for FLI chip-to-substrate and 2LI 
substrate-to-board attachment interconnect materials. The 
presence of lead in tin-based solder alloys, mostly with the 
composition of eutectic 63Sn-37Pb, lends the solder 
superior thermal and mechanical characteristics for 
microelectronic assembly and reliability. However, the 
inherent toxicity of lead has raised serious environmental 
and public health concerns. Developing lead-free 
alternative solder alloys for micro-electronic substrates is 
of paramount importance. Intel selected tin-silver-copper 
(SAC) solder metallurgy as the lead-free chip attachment 
material for its 45nm CPU products. Compared to their 
tin-lead counterpart, high tin content, lead-free C4 solders 
possess physical properties less desirable for assembly 
and reliability: higher surface tension, increased 
mechanical stiffness, and a higher melting point. A 
number of technical challenges have been encountered 
and solved during Intel’s lead-free C4 interconnect 
development. For example, reduced wettability of lead-
free solder with die copper bumps can pose challenges to 
the downstream underfill process. Moreover, optimization 
of substrate solder metallurgy has also shown to be very 
effective in improving the mechanical robustness of the 
C4 interconnect, and in minimizing the occurrence of C4 
brittle solder joints. The change to Pb-free SAC solder 
alloy necessitated the development of alternate flux 
materials to clean off the more tenacious tin oxides from 
the solder surface and form a robust FLI solder joint. The 
new flux material needed to be stable at high process 
temperatures as well as be cleanable following the chip 
attach process to allow strong adhesion between the 
underfill, the bump metallurgy, and the die passivation. 
The formation of a robust FLI, Pb-free joint significantly 
increased the current carrying capability of the joints. The 
transition to Pb-free FLI solder materials also necessitated 
the development of underfill materials technology 
designed to mitigate additional thermo-mechanical 
stresses imposed on the die due to stiffer FLI joints. 

Changing from a Pb-based C4 substrate solder to a Pb-
free metallurgy drove an increase in the peak reflow 
temperature during die attach in assembly requiring Pb-
free-reflow-compliant substrate materials technology. The 
selection of the dielectric materials set (core material, 
buildup layer, and solder resist) in the Pb-free substrate 
was therefore critical to ensure robust reliability 
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performance of the package at higher reflow temperatures. 
In particular, the glass transition temperature (Tg) and the 
coefficient of thermal expansion (CTE) values of the 
dielectric materials set were carefully selected to minimize 
the risk of substrate warpage, substrate dielectric material 
cracking, and die damage.  

Thus, along with changing the solder alloy material to one 
that is Pb-free, a judicious choice of the associated 
materials sets allowed Intel to solve the challenge of 
removing the remaining 5% of lead, thereby achieving EU 
RoHS-compliant FLI packaging technology.  

PB-FREE INITIATIVE: SECOND LEVEL 
INTERCONNECT MATERIALS (2LI) 
Another critical challenge to meet EU RoHS requirements 
in Intel’s packaging technology was the transition to Pb-
free solder technology for 2LI applications. 2LI refers to 
the interconnect between the substrate and the printed 
wiring board (PWB). 2LI is accomplished with solder 
sphere, flux and/or paste, and it involves two reflow 
processes: ball attachment (BA) and surface-mount 
reflows for board attach. In the BA process, paste is 
printed onto the metal pad on the BGA side of the 
substrate, typically by using screen printing. Then solder 
spheres are picked and placed onto the paste printed pads. 
Finally, substrates with solder balls undergo a reflow 
process, typically in a multizone convective oven. In the 
surface process, solder paste is applied onto the metal pad 
on the PWB, typically by using stencil printing. Solder 
ball-attached packages are then picked and placed onto 
the fluxed PWB. Finally, the entire package and PWB 
undergo a reflow process typically in a multizone 
convective oven. Traditionally, eutectic tin-lead alloy was 
used for 2LI solder metallurgy applications. Relatively 
low melting temperatures (Tm = 183oC) and excellent 
shock resistance of the eutectic Sn-Pb alloy made this 
alloy highly suitable for Pb-ed BGA applications. Several 
Pb-free solder alloys for BGA applications were evaluated 
for this purpose, and SAC405 (tin-4% Ag- 0.5% Cu) was 
downselected based upon extensive materials 
characterization and reliability evaluations. The SAC405 
solder alloy has a higher melting temperature (217-221oC) 
than eutectic SnPb solders, as well as a higher elastic 
stiffness and yield strength. These differences in the 
physical and mechanical properties of SAC405 solder 
alloy posed several challenges to packaging processes and 
reliability performance, especially due to the need to 
reflow the solder alloys at much higher temperatures (230-
260oC peak reflow temperatures) than those used for 
eutectic SnPb. Figure 2 shows a typical SAC solder alloy 
reflow profile (BA and SMT) used for SnAgCu solder.  

The transition to Pb-free solders also necessitated a 
change in the composition of the paste from eutectic SnPb 
to SAC405 metal powder paste for BA and surface-mount 
applications. This change in paste composition forced the 
need to optimize the fluxability of the flux in the paste to 
ensure robust solder joint formation in conjunction with 
the SAC405 solder BGA spheres. Higher processing 
temperatures necessitated the use of appropriate solder 
paste/flux formulations that could withstand the higher 
thermal exposure and facilitate excellent joint formation 
with a myriad of surface finishes such as Electroless 
Nickel Immersion Gold (ENIG), Cu OSP (Organic 
Surface Protection), and Immersion Silver (ImAg). The 
use of SAC solder alloy for BGA applications has the 
potential to impact both the package- and board-level 
manufacturing and reliability. Additionally, Intel’s 
packages also utilize paste for attaching BGA spheres to 
the packages. As mentioned earlier, the need to reflow 
SAC solders at higher temperatures impacts the package 
and board materials manufacturing to enable high 
temperature reflow. In addition to the metallurgical 
challenges involved in the high temperature reflow of 2LI 
solder joints, the impact of high temperature reflow on the 
viscoelastic behavior of the package and board-level 
materials and accompanying reliability concerns needed to 
be understood. In the next section, we discuss the 2LI 
solder joint reliability challenges and board-level surface-
mount challenges due to the transition to Pb-free 
materials.  

Pb-free Initiative: 2LI Reliability Challenges
A failure-mechanism-based approach was used for Lead-
free (LF) 2LI reliability assessment. An LF material 
property comparison was made with SnPb solder to 
understand the failure-mechanism-based reliability risks. 
The typical LF reliability concerns based on the failure 
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mechanism and stress testing approach are listed in Table 
1.

LF 2LI reliability challenges include delamination with 
increased reflow temperature (35o C higher than Sn/Pb), 
lower mechanical margin in high strain rate shock testing 
due to increased stiffness (1.5 times stiffer than SnPb 
solder), creep performance difference compared to SnPb, 
and Sn whiskers. The JEDEC specification for max reflow 
spec of 260o C was established as part of the solution, and 
Intel components were qualified to meet the JEDEC 
specification for peak reflow requirements. Use-condition-
based reliability performance was used for Pb-free alloy 
selection. The LF mechanical margin was lower than that 
for SnPb solder, but it passed intensive board-level shock 
and vibe testing. The mechanical margin testing showed 
lower mechanical performance compared to SnPb solder, 
and the results are shown in Figure 3. The NCTF design 
rule was implemented at corner joints for shock margins.  

The failure mode during shock is manifested in cracking 
along the solder joint (either on the package or board side) 
as shown in Figure 4 [1].   

A detailed failure analysis reveals that the shock crack in 
SAC is along the interface between the IMC and the 
solder (package side) and through the IMC bulk (board 
side). In either case, shock failure is characterized by a 
lack of solder deformation and an absence of solder bulk 
cracking. This is quite contrary to thermal fatigue failure 
where the solder joint exhibits extensive inelastic 
deformation that is often time-dependent. 

This difference is partly due to the strain-rate sensitivity of 
metallic materials. Metallic materials including solders 
typically become stronger with increasing strain rates. In 
other words, the flow stress increases with increasing 
strain rates. The strain rate sensitivity is a strong function 
of the homologous temperature (Thom), which is 
considerably higher for solders, due to their low melting 
temperatures.  

As a result of the high strain rate sensitivity, the yield 
strength of SAC solders increases rapidly with strain rate. 
This increased yield strength suppresses any plastic 
deformation and prevents the shock energy from 
dissipating through the solder joint, thereby transferring 
more stress to the interface which causes interfacial fails. 
The yield strength of eutectic SnPb solder is relatively low 
compared to the SAC405 solder alloy. This means SnPb 
solders can dissipate more high strain rate energy through 
deformation and hence can perform better in shock than a 
SAC405 solder alloy. The higher yield strength of the 
SAC405 solder alloy is derived primarily from the 
precipitation hardening of the tin matrix by the Ag3Sn
precipitates/platelets. In addition to the increased bulk 
strength of the SAC alloy, the higher reflow temperatures 
can also cause an increased thickness in the IMC layers 
and thereby degrade the shock performance of the 
SAC405 solder alloy. However, the increased strength of 
the SAC405 solder alloy is beneficial for thermal cycle 
fatigue resistance as it reduces creep damage in each 
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thermal cycle. Thus the transition from eutectic SnPb to 
SAC405 solder alloy poses more challenges in high strain 
rate shock applications, but provides more margin in 
thermal cycle reliability.  

The LF fatigue performance was about 20-30% higher 
than SnPb for Flip Chip Ball Grid Array 9FCBGA 
(FCBGAs). Temperature cycle results are compared with 
the SnPb solder as shown in Figure 5. LF (SAC405) 
showed improved fatigue performance in both 15-min. 
and 30-min. dwell time testing. 

LF creep performance concerns were addressed through 
long dwell time testing. Long dwell time temperature 
cycle testing (three cycles/day) were completed for 
SAC405, and the results showed better LF performance 
than SnPb solder as shown in Figure 6 [2].  

The industry concern over long dwell time was 
satisfactorily addressed based on these results, and the LF 
reliability model correlation showed a similar type of fit 
compared to that of Sn/Pb solder. The corrosion and 
diffusion concerns were addressed through temperature 

humidity testing (85/85 test) and bake test (125°C) for 
1000 hrs. Bake testing did not show interface-related 
failure mechanisms. The results are shown in Figure 7. 

The other LF reliability concern is the formation of tin 
(Sn) whiskers. Sn whisker formation is not an issue for 
Pb-free solders, but concerns the Sn surface finish on 
components. The Sn whisker failure mechanism is an 
electrical short caused due to the growth of the whisker. 
An example of Sn whiskers is shown in Figure 8 [3]. 

The concern about Sn whiskers for Sn-coated components 
is not related to LF issues, but it is the same as that for 
Sn/Pb solder. JSTD 201 was established for Sn whisker 
mitigation that includes the use of matte Sn and anneal at 
higher temperatures for stress relief prior to SMT.  

PCB surface finish quality characteristics have an impact 
on reliability: micro void associated with Im/Ag PCB SF 
quality characteristics negatively impacted the solder 
fatigue margin (40-50% reduction in temperature cycle 
performance). The impact of micro void on temperature 
cycle performance is shown in Figure 9. The other 
concern is a Kirkendall-type void in bake testing for OSP 
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SF. Kirkendall-type voids were attributed to Cu purity and 
OSP chemistry and are related to the coating process. 
Proper control of PCB plating quality mitigated the micro 
void risk for Im/Ag and Kirkendall-type void for OSP SF.  

Pb-free Initiative: Surface-Mount Challenges  
The transition to Pb-free solders for 2LI posed severe 
challenges to surface-mount technology, and an equivalent 
effort in adapting board manufacturing and SMT 
processes was required. The transition affected not just the 
SMT pastes used in board assembly, but also wave solders 
and board materials. Process steps significantly affected 
by the conversion are shown shaded in pink, with their 
impact described in Figure 10. 

Solder Paste Printing 
The same stencil printing equipment, stencil fabrication 
technology, and stencil thickness used for SnPb can be 
used for Pb-free solder pastes. If reduced stencil aperture 
openings (when compared to the land area) are being used 
for SnPb pastes, these apertures will need to be expanded 
to cover the entire land area, since Pb-free solders do not 
wet out to the same extent as Pb-ed. The most popular Pb-
free solder paste composition is SAC305.  

Component Placement 
Component placement is only marginally affected by the 
change to Pb-free solder. SAC solders are more grainy 
and less shiny than SnPb solders. There can also be a 
wider part-to-part variation in solder appearance. When 
front-side lighting is used for component lead or ball 
recognition, such as for BGAs, these differences may 
require adjustments to the vision system hardware and/or 
algorithms, to properly recognize Pb-free solder balls and 
surfaces.  

Reflow Soldering  
Since SAC305 has a higher initial melting point (217oC) 
than Sn-Pb (183oC), higher reflow soldering temperatures 
are required as shown in Figure 11. Wetting 
characteristics of SAC305 are not as superior as that of 
SnPb. This requires a slightly longer reflow soldering 
window, typically 230 to 250oC for Peak Reflow 
Temperature with 40 to 120 seconds above 217oC. Since 
this window is narrower than that used for eutectic SnPb, 
a greater level of control is required for Pb-free reflow 
soldering, and this necessitates better reflow soldering 
ovens. Ten zone ovens are typical for Pb-free reflow, 
instead of the seven zone ones sufficient for SnPb. Higher 
temperatures also lead to deleterious effects on the boards. 
Metallic surfaces not covered with solder paste during 
reflow soldering will get more oxidized than for SnPb, 
degrading the wetting of these surfaces during subsequent 
soldering processes, such as wave soldering. Using a 
nitrogen atmosphere in the reflow oven will mitigate this 
oxidation to a large extent. Higher reflow temperatures 
also increase PCB warpage, increase risk of delamination 
and blistering, and weaken the plated through-hole (PTH) 
copper. PCB laminates with higher glass transition 
temperatures, higher thermal degradation temperatures, 
longer time to delamination at temperatures at and above 
260oC, as well as lower z axis expansion coefficients, will 
all help alleviate these issues. 

Wave Soldering  
SAC305 and eutectic SnCu are two alloys used for Pb-free 
wave soldering. Both have higher melting points (217oC
and 227oC, respectively) than SnPb. Thus, an increased 
solder pot temperature is required, in the 260-275oC
range, rather than the 250-260oC range. Increased 
temperatures may require a different wave solder flux, one 
that reaches an optimum activity level at a higher 
temperature. A new wave solder pot and machine are 
required to avoid cross-contamination between Pb-free 
and SnPb solders. 
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Since the Pb-free solders have diminished wettability 
under the same flux activity levels, filling PTHs to achieve 
strong reliable through-hole solder joints and adequate 
coverage of test point pads becomes a challenge, 
especially when using surface finishes such as OSP, which 
is prone to oxidation at higher temperatures. Examples of 
acceptable and unacceptable wave solder filling are shown 
in Figure 12. Some ways to mitigate these challenges are 
increasing flux application density, achieving adequate 
penetration of the flux in the through holes, and using a 
turbulent chip wave option. The latter, however, increases 
the dissolution and erosion of the copper lands and traces, 
and it also increases copper content in the solder pot. 
Since the melting points of Pb-free alloys increase quite 
markedly with an increase in the copper content, an effect 
that also reduces the fluidity of the solder wave, the 
copper content needs constant monitoring to avoid certain 
defects.  

In-Circuit Test (ICT)  
Higher reflow and wave soldering temperatures cause two 
issues for In-Circuit Test (ICT). One, board test points 
collect extensive polymerized flux residue. This results in 
a larger build-up of this flux residue on test probe tips and 
barrels. Consequently, the test probes have to be cleaned 
more frequently in order to control retest rate increases 
caused by probe contamination. Two, there is increased 

oxidation of test points on the board. This results in higher 
contact resistance, which increases false failures, raising 
the retest rate and reducing the capacity of the test area. 
Probes with higher forces, sharper points, or rotating 
action can reduce the contact resistance issues with Pb-
free boards, but can also cause board damage due to board 
flex and damage at test points. Using a nitrogen 
atmosphere during reflow and/or wave soldering can 
significantly reduce surface oxidation of the test points, 
but this will increase process costs. Also, because Pb-free 
solders are harder than SnPb, probe tips wear out faster, 
requiring more frequent replacement. 

Solder Joint Inspection 
SAC solder joints are typically less shiny and more grainy 
than eutectic SnPb joints as shown in Figure 13. SAC 
solder joints also spread less on lands and pads than SnPb 
joints. For these reasons, both manual and automated 
visual inspection criteria need to be adjusted for Pb-free 
board assemblies. Due to the lack of Pb, a heavy element, 
SAC solder has lower stopping power for x-rays. This 
causes x-ray images to appear a lighter shade of gray in 
transmission X-ray images used for inspection of solder 
joints that are not visible, such as BGA and QFN joints. 
Hence, Automated X-ray Inspection (AXI) criteria may 
also require adjustment.  

Rework 
Repair and Rework become increasingly more difficult for 
Pb-free board assemblies, mainly due to the higher 
temperatures required for removing and replacing 
defective components. A greater amount of rework 
temperature control is required for Pb-free assemblies and 
this increases the total rework time in most cases. Due to 
the different solders, soldering irons and other equipment 
need to be changed from those used for SnPb rework. The 
risk of damage to the PCB lands, pads, and laminate is 
also increased, especially when there is direct contact 
between hotter soldering irons and the pads, such as 
during the Site Redressing process step for BGA 
component rework. Thinning of the copper thickness in 
the PTH barrel is significantly increased during the mini-
pot rework process for connectors and other through-hole 
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components as shown in Figure 14. The higher tin content 
of the SAC solders causes more copper dissolution and 
erosion, increasing barrel thinning. Use of newer Pb-free 
alloys can alleviate this copper dissolution/erosion to a 
large extent. 

Pb-free Initiative: Customer Manufacturing 
Enabling Challenges 
Given the significant challenges posed in the SMT 
materials and processes to enable Pb-free transition, an 
equivalent effort was needed to influence and enable the 
ODM and OEM customer base to adopt the Pb-free 
technologies and processes. The efforts undertaken by 
Intel to influence the industry are outlined in this section. 
Customer enabling for Pb-free board assembly consisted 
of multiple steps over four years prior to the July 2006 
RoHS date. 

1. A customer-ready document, informally called the 
Pb-free Manufacturing Advantage Service (MAS), 
was prepared to capture technical learnings from the 
Intel Lead Free Board Assembly Team (LFBAT). It 
included tutorial information on all Pb-free board 
assembly modules in a typical production line, and 
also the Intel Reference Process for each module, 
with detailed process parameters and process material 
selections. It served as a starting point for customer 
process development. The Pb-free MAS, containing a 
substantial wealth of information, was developed in 
order to meet customer’s requirements for more 
detailed information.   

2. Customer Manufacturing Enabling (CME), a new 
group at the time, engaged major ODM and OEM 
customers, delivered the Pb-free MAS in person 
(primarily in APAC), and invited certain customers to 
participate in further enabling activities.   

3. One challenge with developing a board-level process 
was the limited availability of Pb-free boards and 
components. The CME team developed Pb-free test 
boards, with Pb-free Bills of Material (BOMs), 
representing designs from desktop, mobile, and server 

market segments. Selected customers in each segment 
were provided with board designs, or physical boards, 
and BOMs, or physical parts, depending on their 
preference. 

4. Customers used the board kits (typically 75 boards) to 
develop a board assembly process on their own. Both 
Intel and customers then performed reliability tests on 
samples of the boards and shared results. 

5. After results from the development builds were 
incorporated into customer processes, customers 
completed another round of builds with Intel 
representatives present, using additional Pb-free 
board kits. These were called validation builds, 
intended to confirm that the customer process could 
consistently produce good boards over a larger 
quantity (up to 200) in a manufacturing environment 
(rather than a lab), without tweaking the process mid-
build. Again, Intel and customers separately 
performed reliability testing, Failure Analysis (FA), 
and Materials Analysis (MA) and again, shared 
results. 

6. Intel and customers held Manufacturing Readiness 
Assessment meetings to review all results and 
customer status regarding their own further 
development work and builds of prototypes. 

7. After the launch of Pb-free products, Intel monitored 
customer manufacturing performance during launch 
and ramp, providing assistance as needed. 

By this process, Intel ensured a smooth launch and ramp 
for the initial Pb-free platforms in each segment. In 
addition, it helped drive industry convergence on a narrow 
set of Pb-free materials that allowed Intel to produce Pb-
free components with only one ball alloy for all desktop, 
mobile, and server products. 

PB-FREE INITIATIVE: SOLDER 
THERMAL INTERFACE MATERIALS 
(STIM) 
Intel’s foray into Pb-free materials in electronic packaging 
began more than five years ago through the introduction 
of STIM in the 90nm technology node products. The 
relentless progress of Moore’s law, leading to a doubling 
of transistor density in silicon chips every generation, 
drove the need to develop thermal solutions to dissipate 
additional heat generated in the silicon die. Consequently, 
Intel’s packages have evolved from a bare die solution 
catering to mobile market segments to Integrated Heat 
Spreader (IHS) lidded products in desktop and server market 
segments as shown in Figure 15 [4]. 
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There are several technical and cost drivers to enable 
lidded thermal architecture such as minimizing the impact 
of local hot spots by improving heat spreading, increasing 
the power-dissipation capability of the thermal solutions, 
expanding the thermal envelopes of systems, developing 
thermal solutions that meet business-related cost 
constraints, as well as developing solutions that fit within 
form-factor considerations of the chassis. 

The primary role of the IHS is to spread the heat out 
evenly from the die and to provide a better bondline 
control of the interface material. This can be achieved by 
increasing the area of the IHS and by using a high thermal 
conductivity thermal interface material with low 
interfacial resistances. In order to meet thermal dissipation 
targets, Intel introduced polymer thermal interface 
materials (PTIM) initially with 3-4 W/moK bulk thermal 
conductivity and then successfully transitioned to Pb-free 
solder-based thermal interface material to meet the ever 
increasing demand for thermal cooling capability as 
shown in Figure 16 [5]. 

The introduction of Pb-free solder-based TIM materials 
posed significant integration challenges. The STIM 
needed to relieve the mechanical stress caused by CTE 

mismatch of the integrated heat spreader lid and the 
silicon die and to minimize stress transfer to the silicon 
die during thermal cycling [6]. The thermal conductivity 
and the mechanical compliance requirements resulted in 
the development and qualification of low melting 
temperatures (157oC Tm), low mechanical yield strength 
(4-6 MPa), and relatively high thermal conductivity (~87 
W/moK) pure Indium (In) metal for STIM applications. In 
order to use In for STIM applications, appropriate flux 
vehicles had to be developed to a) effectively reduce the 
thermodynamically stable native Indium oxide on In 
performs; b) to control solder joint voiding post joint 
formation; c) to control interfacial reactions with surface 
finishes on the IHS lid and the back side metallization 
(BSM) on the silicon die; and d) to deal with reliability 
issues faced in small and large die products, such as 
thermal fatigue cracking of the Indium during thermal 
cycling. The assembly process, including the reflow of the 
Indium STIM to form uniform intermetallic compounds 
(IMCs) post assembly, is a key challenge. A schematic of 
the STIM microstructural development as a function of 
packaging assembly steps is shown in Figure 17. The 
Indium oxide on the surface of the Indium needs to be 
effectively reduced in order to form uniform and defect-
free intermetallic layers at both the die/Indium and the 
IHS lid plating (Ni/Au) and the In. Indium oxide is an 
extremely tenacious and thermodynamically stable oxide 
as shown in Figure 18 [7]. The presence of voiding in the 
joint can potentially lead to an increase in local thermal 
resistance and consequently lead to the degradation of the 
thermal performance of the joint. Additionally, excessive 
spallation of the binary Au-In IMCs as well as the 
formation of excessive Kirkendall voiding due to 
relatively different diffusion coefficients of In-Au and Ni 
can result in an increase in the thermal resistance of the 
joint. 
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In reliability testing as in thermal cycling, tensile and 
shear stresses are imposed on the STIM joint due to the 
mechanical coupling of the die to the IHS lid and the 
package as shown in Figure 19.  

Typical failure modes encountered in STIM joints relate 
to thermal fatigue cracking of Indium close to the 
IHS/Indium interface which is manifested in the form of a 
white signature in CSAM imaging as shown in Figure 20 
[6].

The reliability performance of the STIM joints has been 
found to be modulated by the relative thickness and 
morphology of the binary and ternary IMCs as influenced 
by the fluxing ability of the flux used and the reflow 
profile used, as well as several mechanical design 
attributes of the IHS dimensions/die size, package 
stiffness, and preform dimensions. In addition to the 
technical challenges faced in enabling Indium, a 
significant effort was made to establish a strong supply 
chain for IHS lid manufacturing and plating, sealant 
materials technology for attaching the IHS lid to the 
substrate, as well as the development of appropriate back 
side metallization on the die to enable interfacial reactions 
with STIM to ensure robust joint formation. 

In summary, Intel’s transition to Pb-free packaging 
materials technology was attained through a judicious 
choice of materials across all functional areas such as FLI, 
2LI, and STIM. The Pb-free materials solutions met all 
the integration assembly and surface-mount challenges as 
well as component and board-level reliability 
requirements. Intel worked closely with industry partners 
including suppliers and the ODM and OEM customer base 
to achieve a smooth launch and ramp of the Pb-free 
packaging materials technologies. 

We now discuss Intel’s stewardship in enabling HF-
compliant packaging materials initiatives specifically the 
enabling of HF substrates technology.  

HALOGEN-FREE PACKAGING 
MATERIALS INITIATIVE 
As part of Intel’s broad strategy to support an 
environmentally sustainable future, Intel is introducing 
environmentally conscious HF and Pb-free packaging at 
the 45nm CPU and 65nm chipset technology nodes. HF 
packaging materials introduced by Intel include several 
materials such as molding compounds, underfill materials, 
and substrates. The scope of this section of this paper is 
limited to HF-compliant substrate technology. 
Historically, components and printed circuit boards 
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(PCBs) have used nHF flame retardants, which have been 
the subject of an environmental impact debate for a 
number of years. Primary concerns regarding nHF flame 
retardants include bioaccumulation and toxic dioxin 
formation during recycling. Intel’s drive to meet HF 

requirements in substrates is to substantially reduce the Br 
and Cl levels in the substrates to meet HF requirements, 
which are currently being established by industry 
consensus. 

A key component in Intel’s HDI package that requires 
conversion to HF is the substrate, which is the focus of HF 
enabling in this paper. Typically, nHF substrates contain 
Br and Cl-based compounds in the core material, the 
buildup dielectric layers, the solder resist, and the PTH 
plug material. To enable HF substrates, each of the above 
mentioned materials was changed over time. A schematic 
cross-section of a package is shown in Figure 21.

Intel has several years of HVM experience with HF 
dielectric, plug and solder resist materials, and hence the 
final push to enable HF substrates required a change to the 
core material, wherein the HF core does not contain 
brominated flame retardants. HF core material candidates, 
which meet Intel’s assembly and reliability criteria, have 
been identified, and these are presented in the next 
sections.  

HF Core Material Selection 

Challenges 
The ideal HF core material is one that can serve as a 
“drop-in” solution, with material and reliability properties 
that meet or exceed those for nHF core material. By close 
matching of material thermo-mechanical and electrical 
properties, the degree of change to substrate 
manufacturing, assembly, board-level reliability, and 
performance can be minimized. Table 2 shows a sample 
comparison of nHF vs. HF core material properties, where 

x1, x2 refers to CTE in the x direction below Tg (x1) and 
above Tg (x2). As indicated in Table 2, the thermo-
mechanical and electrical properties of selected nHF and 
HF cores were similar. This enabled a relatively smooth 
conversion from the standpoint of assembly, 2LI 
reliability, and electrical performance.   

The mechanism for flame retardency in nHF vs. HF core 
materials is different, due to differences in the flame 
retardant used in the core. nHF cores typically use a 
brominated flame retardant, wherein the Br reacts with 
combustion reactant species, suppressing reaction 
propagation and creating a layer of char, both of which 
help to stop the fire. In contrast, HF core materials 
typically use a metal hydrate as the flame retardant, 
wherein the metal hydrate releases water to cool the 
polymer and simultaneously creates a char passivation 
layer: 

Metal hydrate + heat  char + water 

In practice, use of HF core materials in Pb-free packages 
can be challenging, because the HF core tends to undergo 
more decomposition/water release at Pb-free reflow 
temperatures (~260°C). This is due to differences in the 
flame retardant type and content in HF vs. nHF cores. 
This poses a challenge specifically for BGA component 
reliability, as a significant amount of moisture release 
from the core during repeated Pb-free reflows (for BA, 
board mount, etc.) can facilitate delamination in the 
substrate as shown in Figure 22.  

Core 

Dielectric

Plug 
Material 

Solder Resist
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To address this concern, a reflow accelerated test best 
known method (BKM) was implemented and used in the 
HF core material downselection process. The reflow 
accelerated test BKM incorporated JEDEC Pb-free Level 
3 preconditioning (L3 precon) [8] with stepwise, 
additional Pb-free reflows (@ 260°C), to check for the 
delamination margin in the HF product substrates. Up to 
15x additional reflows (beyond L3 precon) were run to 
test the delamination margin. Through careful material 
selection and screening, robust core materials, that met 
Intel’s reliability requirements, were identified.   

HF Core Material Results 
HF core material selection required us to focus on 
substrate manufacturing, component and board-mount 
assembly, reliability testing, and performance. The results 
from these evaluations are presented in the following 
sections. 

Substrate Manufacturing 
From the substrate manufacturing perspective, the key 
challenges were selection of robust core materials, 
followed by mechanical drilling and flatness assessments 
of those materials. To select the most robust core 
materials, substrate suppliers were engaged and enabled 
with the reflow accelerated test BKM. Thorough 
evaluations were performed on various short and full loop 
test vehicles (TVs) with different designs, to understand 
the impact of core material and design on delamination 
reliability. Based on the number of reflows before the 
occurrence of delamination, the core materials with the 
most robust heat resistance were selected for further 
evaluation. These core materials were confirmed to be HF 
at Intel through ion chromatography testing, with the Br 
and Cl contents measuring <4 ppm. Core material 
drillability, as well as drill bit life parity between nHF and 
HF core, was established across the substrate supply base 
through drilling evaluations on the downselected 
materials. The parity in drill bit life ensures that there is 
no increase in drilling costs when an HF core is used. By 
measuring substrate flatness on incoming substrates, it was 
shown that HF core and nHF core units were equivalent 
across the substrate supply base. 

Intel Assembly 
The above trend carried forth through Intel assembly, 
wherein HF substrate flatness was the key assembly 
concern. Figure 23 shows comparative HF vs. nHF BGA 
ball coplanarity data for a 13x14mm TV. The data 
confirm that HF and nHF cores have similar flatness 
performance.   

Board mount of nHF vs. HF components was also studied, 
with results indicating similar board-mount yields for both 
nHF and HF units. 

HF Substrates Component Reliability 
Reliability testing at the component level involved use of 
Intel’s new Pb-free L3 preconditioning plus up to 15x 
additional reflows at 260°C, to check for delamination 
margins. A number of HF core materials were dropped 
from consideration because of delamination margins. The 
selected HF core materials were robust during reliability 
testing, and for the given form factors/designs in Table 3, 
passed more than 10x additional reflows beyond L3 
preconditioning before any delamination was observed. 
Reliability results were similar for substrates across Intel’s 
supply base, indicating sufficient reliability transparency.  

HF Substrates Enabled Reliability 
Enabled reliability testing (component mounted on the 
board) also showed performance parity between nHF and 
HF core TVs as shown in Table 4. In shock testing (a.k.a. 
dynamic bend testing), neither nHF nor HF substrates 
showed cracks in any critical to function (CTF) BGA 
solder joints. 

Flammability Rating 
Due to concern about flame retardant decomposition 
during multiple Pb-free reflows for BGA products, and the 
potential implications of this for flammability rating, a 
check of the UL-94 flammability rating before and after 
extended Pb-free reflows was done. Table 5 shows the 
results, which indicate that both nHF and HF core 
materials were able to maintain a V-0 flammability rating 
after 10x Pb-free reflows.   
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Substrate Form 
Factor Reliability Stress 

HF Core 
Related 
Fails

L3 Precon + TCB  
(-55°C / +125°C) 

0/149 post 
750 cycles 

L3 Precon + HAST 
(130°C/85% RH) 

0/59 post 
100 hrs 13x14 mm 

L3 Precon + add’l Pb-
free reflows 

0/39 post 
10x add’l 
reflows 

L3 Precon + TCB  
(-55°C / +125°C) 

0/95 post 
700 cycles 

L3 Precon + HAST 
(130°C/85% RH) 

0/56 post 
100 hrs 22x22 mm 

L3 Precon + add’l Pb-
free reflows 

0/21 post 
10x add’l 
reflows 

Substrate 
Form 
Factor

Reliability Stress HF Fails nHF Fails 

Shock Test  
(40 mil test board, 
5 drops, 295G 
input) 

0/9 CTF 
cracking  

0/9 CTF 
cracking 

13x14 mm 

Temp Cycle test (-
25 to +100oC) 

0/8 
through 
2500
cycles 

0/8 
through 
2500
cycles 

Electrical Performance 
Lastly, from a performance standpoint, nHF and HF 
components were tested side by side to determine the 
electrical impact of an HF core. Test results confirmed no 
impact on maximum operating frequency due to the use of 
an HF core, and electrical performance parity between 
nHF and HF was achieved.   

In summary, a careful choice of HF core materials enabled 
Intel to introduce and ramp HF-compliant substrates that 
met assembly processing requirements as well as use 
condition component and board-level reliability 
requirements while maintaining the electrical performance 
of the package. Additionally, the selection of HF core 
materials with similar properties to nHF core materials 
enabled Intel to use existing recipes for component and 
board-mount assembly. This reduces the impact on the 
factory, and it potentially minimizes the impact on board-
mount processes at customer sites due to the use of HF 
substrates. 

CONCLUSION 
The implementation of Pb-free and HF-compliant 
packaging materials is critical to Intel, and it is vital to 
Intel’s broader strategy to support an environmentally 
sustainable future for its industry. Enabling of Pb-free 
materials with robust resistance to Pb-free assembly 
processing was made possible through prudent 
downselection of solder TIM materials, FLI solder, and 
substrate materials, 2LI ball attach and surface-mount 
paste materials, and BGA solder metallurgy. The 
transition to HF-compliant substrate materials posed 
significant assembly and reliability challenges that were 
addressed and successfully met. The transition to Pb-free 
packaging and HF-compliant substrate materials was 
achieved through close collaboration with industry 
partners, suppliers, and our customer base, and we had to 
establish a robust materials supply infrastructure to sustain 
the environmentally green micro-electronic packaging 
ecosystem. The adoption of these initiatives has 
maintained Intel’s OGA philosophy in micro-electronic 
packaging. 
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ABSTRACT 
The ’64 Mustang is a classic: a car that people still talk 
and reminisce about 44 years on. Do you mess with 
success and change a winning formula? No, but you do 
update a design to fix weaknesses in the original (better 
audio, air-conditioning, reliability, etc.) and to address 
new consumer desires as the market changes (efficient 
engines to address fuel economy, catalytic converters to 
address the need for a cleaner environment, etc.).  

The Universal Serial Bus (USB) is a classic of the 
computer world. It was introduced in 1996 and is now a 
ubiquitous computer interface. When it was developed in 
the mid ‘90s it was targeted for mainstream computers of 
the time, optimized primarily for consumer ease of use 
and low device cost. Around 2002, USB 2.0 was 
introduced offering a performance bump to 480 Mbps; 
again optimized to meet similar criteria. 

Although many characteristics of the USB are top-notch, 
its impact on platform power consumption has been 
downright abysmal. While power consumption was not an 
important criterion of its original design, the USB has 
become a defacto feature for battery-powered platforms 
where low power is key. In addition, global concerns over 
energy consumption and carbon emissions have made 
energy efficiency an important market requirement even 
for desktop and server systems [1]. Therefore, like the 
classic Mustang, it’s time to overhaul the USB in a 
manner that preserves the goodness which has helped 
make it such a successful interconnect.  

In this paper we first outline the USB power issues and 
look at their impact on mobile platforms. We then discuss 
ways of resolving these issues. Although the focus here is 
clearly on notebook systems, most issues and solutions 
apply to other systems as well. 

INTRODUCTION 
To comprehend USB’s power problems you first need to 
have a basic understanding of how it works. We won’t try 
and make you an expert on USB architecture; rather, we 
will just provide enough detail so you can understand the 
fundamental problems and how the proposed fixes address 
these. 

The root of most of the power issues is the fact that the 
USB is based on an architecture that constantly polls 
devices. Although this creates a simple and low-cost 
device model, it is fundamentally inefficient—especially 
when the device is idle or has little data to transfer. 
Specifically, a USB device is incapable of transferring 
data or generating an interrupt without being polled by the 
host. The best it can do is indicate the rate at which it 
wants to be polled in the event that activity occurs. This 
rate is typically assigned statically when the device is first 
configured and tuned for highly active phases (e.g., to 
maximize throughput).  

We will go into a little more detail about how a USB 
device is designed to work in this polled environment and 
then discuss why polling creates power problems. 

Figure 1 illustrates the behavior of normal (non-polled) 
data transfers for PCI devices. In this bus model, devices 
are generally implemented as fully capable bus masters. 
When a PCI device needs to transfer data it simply 
requests control of the bus and initiates one or more cycles 
to main memory (green line #1), which also results in a 
snoop cycle to the CPU (green line #2) to ensure data 
consistency in case the memory contents reside in the 
CPU cache.  

Contrast this to the USB model where the device must 
wait until the next time it is polled by the host to transfer 
data, or more importantly, the host must continually poll a 
device just to see if it has data to transfer. The USB 
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provides two general models for data transfers: 
synchronous and asynchronous. Synchronous transfers are 
polled at a guaranteed periodic rate with a maximum 
frequency of once every microframe (125 microseconds). 
This corresponds to the Isochronous and Interrupt 
endpoint types. Conversely, asynchronous transfers are 
not polled at a guaranteed rate, but for most 
implementations this occurs quite frequently (many times 
per microframe) to achieve high data throughput when 
needed. Bulk and Control endpoints belong to this transfer 
type. 

CPU

I/O

1
2

In addition, many USB host controllers rely on main 
memory for their schedule information. Data structures 
within the USB schedules inform the host controller of the 
(active) synchronous and asynchronous endpoints that 
need to be serviced, the polling frequency for synchronous 
endpoints, memory locations for data transfers, etc. The 
host controller must access these structures frequently, 
both to understand when endpoints need to be serviced 
(polled) and to initiate each transfer request—regardless 
of whether data are actually transferred.  

Figure 2 illustrates the behavior for a typical USB Bulk IN 
transfer (read from device, write to main memory). The 
host controller first reads the transfer descriptor 
information from its schedule in main memory (red line 
#1), which in turn causes a snoop cycle to the CPU (red 
line #2) to maintain cache coherency. Once read, the host 
controller initiates the transfer to poll the targeted device 
(red line #3). If the device has no data to transfer it returns 
a NAK response (tan line #1). Otherwise, an ACK is 
returned along with whatever data the device needs to 
transfer (tan line #1), which the host controller then writes 
to main memory (tan line #2), and again causes a snoop 
cycle to the CPU (tan line #3). 

USB transfers are inherently less efficient than equivalent 
PCI transfers, requiring a total of six cycles (three being 
snoops) versus two cycles (one snoop) on PCI. But the 
bigger issue is that USB endpoints that have no data to 

move (constantly NAK) continue to be polled by the host 
resulting in a fairly active USB subsystem that generates 
frequent memory accesses, snoop cycles, and USB 
transfers. This behavior does not occur on PCI or other 
non-polled interconnects. Thus, USB works quite hard at 
doing nothing, which translates into poor energy 
efficiency. 

It is also important to notice the majority of power 
increases occurs upstream of the USB host controller. For 
example, a host controller polling a single Bulk IN 
endpoint can generate bursts of activity every 8-16 
microseconds (us), which prevents most of the core logic 
(CPU, memory, backbone busses, clocking, etc.) from 
entering a low power state. This in turn can have a huge 
impact on platform idle power and drastically decrease 
battery life.  

Background on USB 2.0 
The Universal Serial Bus 2.0 specification [2] is defined 
by the Universal Serial Bus Implementer’s Forum, Inc. 
(www.usb.org). It supersedes and is backwards-
compatible with the USB 1.1 specification. USB 2.0 
encompasses three distinct data rates: low-speed at 1.5 
Mbps, full-speed at 12 Mbps, and high-speed at 480 
Mbps. USB 2.0 uses a 4-pin bus with two differential 
signaling lines (D+/D-). Fundamentally, the USB 2.0 bus 
is a polled bus in that data and control transactions are 
initiated by the host, not the device. Because polling 
directly translates to increased power consumption across 
the platform, device design techniques are especially 
important. The USB 2.0 bus standard has a low power 
state known as Suspend, but today the latencies associated 
with entry and exit make it problematic to use as a 
dynamic flow control and link power management 
mechanism. 

The USB 2.0 specification defines four distinct traffic 
classes (control, bulk, periodic, isochronous) and three 
data rates (low, full, high). This is typically managed on 
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Intel® Architecture (IA) platforms using two different host 
controller types: Enhanced Host Controller Interface 
(EHCI) for high-speed devices and Universal Host 
Controller Interface (UHCI) for low- and full-speed 
devices. 

Figure 3 illustrates the various schedules, traffic classes, 
and data patterns for low and full-speed transactions 
associated with low-, full-, and high-speed devices. For 
low- and full-speed devices serviced by the UHCI 
controller, the host controller maintains a frame list 
pointer that references a physical address in main 
memory. The host controller parses this schedule every 
frame (1ms interval) to fetch memory structures 
(descriptors) that tell the host controller how to poll 
devices. The operating system (OS) software is 
responsible for populating the schedule. This specifies 
which transactions the host controller will attempt during 
each frame. In the Windows* OS, periodic transfers are 
layered first starting with isochronous endpoints that are 
allocated a fixed bandwidth. After this, the OS places 
interrupt endpoints that are generally polled at some 
derived periodicity, typically using a binary tree (poll 
rates of 1ms, 2ms, 4ms, 8ms, 16ms, 32ms, etc.). Bulk and 
control endpoints are added next and typically arranged as 
a linked list. The host controller typically parses the 
periodic elements once per frame, spending the rest of its 
time (until the next frame) processing bulk and control 
endpoints.  

UHCI (Low/Full-Speed) EHCI (High-Speed) 

Periodic Asynchronous Periodic Asynchronous

Bus Cycles Every 1ms Every ~16us Every 125us Every ~8us 

Power Impact Low Very high High Very high 

The EHCI controller services USB 2.0 high-speed devices 
and contains two distinct schedules. The asynchronous 
schedule consists of bulk and control endpoints that are 
typically arranged as a linked list. The periodic schedule 

contains isochronous and interrupt endpoints that are 
linked at a specific periodicity. The EHCI controller is 
capable of processing periodic transactions at an 
accelerated rate referred to as a microframe (125us)—
eight times more frequently than UHCI. Thus, periodic 
transfers may be scheduled at a maximum rate of once 
every microframe (125us). 

Table 1 summarizes the platform power implications when 
servicing low-, full-, and high-speed endpoints using 
traditional UHCI and EHCI host controller designs. 

Effect of USB Activity on System Power 
When bus master traffic is generated by a USB host 
controller on an otherwise idle system, the platform will 
immediately transition out of a low power state to process 
this traffic. This flow is represented in Figure 4 which 
loosely depicts an Intel® Core™ 2 Duo mobile processor-
based system. 
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Because this activity is a platform-wide event, the 
resulting power impact can be large. Figure 5 illustrates a 
bus master transfer from a WLAN device fielding a keep-
alive packet from an 802.11g access point. Although the 
actual transfer is short-lived, the component and platform 
power scales up dramatically to process this activity.  
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Thus, the general solution for addressing USB’s power 
issues requires that we significantly reduce the amount of 
activity the host controller generates, especially when 
USB devices are otherwise idle (no data to transfer). 

ARCHITECTURE 
Addressing the power issues associated with USB is a 
challenging one. Figure 6 depicts the high-level vision for 
a truly energy-efficient model for USB. The general idea 
is to keep the entire path from main memory through the 
host controller and down to the device completely 
quiescent until meaningful data needs to be transferred, 
thereby transforming today’s continuously polled 
architecture to one where devices are only polled when 
needed. 

But in order to maintain compatibility with mainstream 
OSs it was important to avoid changes to the upper levels 
of the USB software stack. This focused the scope of our 
solution on the lower levels (miniport driver and 
hardware), as illustrated in Figure 7. 

Making USB Power Friendly 
In the next few sections, we discuss various energy-
efficiency optimizations based upon the following criteria: 

1. If no devices are connected or no work is scheduled 
then USB hardware should remain in a low-power 
state. 

2. Suppress host-side activity (upstream of the host 
controller, e.g., to main memory) when there is no 
meaningful work to do. 

3. Suppress device-side activity (downstream of the host 
controller, on the USB bus) when there are no data to 
send to/receive from devices. 

Miniport Drivers 
Because of the polled architecture, the host controller’s 
interaction with devices is very important, and if it is not 
done properly it can adversely affect platform power. In 
the architecture overview we talked about host controller 
schedules and how these are used to poll devices and to 
perform data transfers. Proper management of these 
schedules is absolutely necessary for producing a power-
friendly USB subsystem. 

For example, suppose no devices are attached to the 
system. Obviously a power-friendly USB software stack 
should schedule no work when there are no devices, and it 
should immediately remove all associated work from the 
schedules when a device is removed. If this sort of basic 
“schedule” and “controller” management is not performed 
well, any additional power-efficient enhancements will 
have limited impact. Thus, it is critically important to 
ensure the miniport drivers do effective work scheduling, 
turn controllers off when not used, and remove all 
associated descriptors from host controller schedules 
when devices are unplugged, disabled, or the work has 
completed.  

Several critical changes were identified in Windows XP* 
SP2 that have resulted in tremendous power savings. Intel 
worked with Microsoft engineers to develop these changes 
and make them available for both Windows XP and 
Windows Vista*. This includes support for the UHCI 
run/stop bit, EHCI run/stop, and asynchronous/periodic 
schedule enable bits, as well as aggressive schedule idle 
detection. These software optimizations have in turn 
enabled other hardware optimizations, which we discuss 
in the next section.  

Host Controllers 
New features for Intel’s mobile USB host controllers were 
identified to allow for power management opportunities 
when one or more schedules are enabled (endpoints 
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present and active). The enhancements include the 
following key concepts. 

Caching 
The Caching technique allows the host controller to store 
schedule information (descriptors) in controller-local 
memory in order to significantly reduce accesses to main 
memory, particularly in the case where devices are 
relatively idle. These data are typically stored in an 
abbreviated format where just enough information is 
provided to generate a transfer request (poll). Figure 8 
illustrates this technique. 

If the device NAKs the transaction, the host controller 
remains completely idle (since the information needed to 
generate the transaction was stored locally). If the device 
ACKs the transaction, the host controller typically must 
open the path to memory to move the actual data (to/from 
the device). 

The caching feature is especially helpful for endpoints that 
observe a high NAK rate (for example, streaming or 
networking devices with bulk asynchronous endpoints 
open all of the time).  

Deferring and Link Power Management 
Although caching is fairly good at quiescing host-side 
activity it does nothing to address downstream (device-
side) activity. The USB 2.0 Suspend state was originally 
intended for this purpose, but it is very difficult to use 
because of entry and exit latencies and other limitations. It 
takes considerable time to enter and exit this state (3ms + 
OS overhead for entry, 30ms + OS overhead for exit), and 
devices are severely limited in the amount of power they 
can consume while residing in this state. Additionally, 
Suspend is coupled with the device D3 state where the OS 
assumes hardware context is lost (and thus the device 
needs to be re-initialized and context restored upon exit), 
which adds significant latency and often interrupts device 
functionality. 

The L1 state is a new Link Power Management (LPM) 
state that addresses the key deficiencies of the existing 
Suspend state (herein referred to as L2) by reducing state 
latencies and decoupling the link state from the device 

state (allowing the device to remain in D0). The L1 state 
is intended to be used dynamically when the device is 
operational (D0), but otherwise idle, and able to quickly 
enter and exit this low power state without disrupting 
normal operation. Host controllers can safely negotiate L1 
entry with idle devices, progressively decreasing 
downstream (device-side) activity until all devices reside 
in L1 (or L2), at which point no downstream activity will 
occur until either the host or device wakes the link to an 
active (L0) state.  

The L1 transitions have significantly lower entry and exit 
latencies (10s of s) than those of L2 (10s of ms). As with 
L2, both device- and host-initiated wake events are 
supported from the L1 state, noting that L1 device-
initiated wake events play a prominent role in another key 
technique known as Deferring.  

Supporting the L1 state requires modifications to both 
USB host controllers and devices. The L1 state is a new 
feature that augments USB 2.0 power management; it 
does not replace the existing L2 (suspend/resume) 
mechanism. The proposed L1 definition is backward 
compatible in that a new host can determine whether a 
device supports L1. A new device will continue to work 
properly with legacy hosts (obviously without L1 
transitions), and old devices will continue to work on new 
host controllers. The only time L1 will be used is when a 
device acknowledges support for this feature on a new 
host controller. 

The policy for using the L1 state is platform and 
implementation specific and will likely depend on the type 
of endpoint being served by the host controller. For 
periodic (interrupt or isochronous) transactions, the host 
controller would likely implement a policy whereby the 
device is immediately placed into the L1 state as shown in 
Figure 9. 

L1L1

For asynchronous (bulk or control) transactions, the host 
controller would likely implement a policy whereby the 
device is polled some number of microframes or frames at 
the nominal asynchronous poll rate before attempting to 
transition the device to L1, as shown in Figure 10. This is 
done in order to reduce the overhead for devices that stall 
for short periods between subsequent data phases. 

L1
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The L1 state benefits all types of devices and traffic 
patterns, and when coupled with the associated host 
controller enhancements, it can aggressively save power 
across the entire platform by allowing the entire USB 
subsystem to enter and remain in a low-power state until 
some meaningful event occurs.  

Devices 
When we analyzed the behavior and power impact of 
many USB 2.0 peripherals currently in the market it 
became evident that a clear set of device 
recommendations was required to promote energy-
efficient designs [3], both for present-day systems and 
forward looking to future optimizations. We summarize 
these recommendations in this next section. 

Periodic-Triggered Asynchronous Transfers 
In general, it has been observed that there is a multitude of 
devices that generate traffic in a continuous stream using 
bulk (asynch) endpoints, with a high NAK rate (>90%). 
While the design is simplistic, it has a key downfall: 
bandwidth, and hence device buffering/throughput is 
highly variable and hard to quantify. A principal 
recommendation is to use an interrupt (periodic) endpoint 
to indicate that a device requires service and to use bulk 
endpoints dynamically for moving data to or from the 
device. This concept is termed “periodic-triggered 
asynch” and is illustrated in Figure 11. 
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By using this scheme, the response time is well defined 
(namely, the polling interval requested), and streaming 
bandwidth is more carefully managed for data movement. 
This is also a more platform-friendly approach in that it 
preserves bus bandwidth (a shared resource for USB) for 
use by other devices. The key virtue of course is that this 
scheme is much more power friendly as illustrated by the 
idle time between USB poll events. 

Minimize Polling Rate for Periodic Endpoints 
Using the aforementioned periodic-triggered asynch 
scheme or when periodic interrupt/isochronous endpoints 
are used for other purposes, it is important to maximize 
device buffering such that the poll rate of the device can 
be as slow as possible. A power-friendly device should 

employ poll rates of at least 1ms, and preferably 2-4ms or 
longer. It may be also possible to support endpoints with 
different periodic rates that are used selectively based on 
the bandwidth needs of the device. In such a case, if the 
device has a high-speed connection, device buffering may 
mandate a 1ms poll rate interval: when the device has a 
slower connection, the device may have sufficient 
buffering to tolerate a much longer (e.g., 4-8ms or higher) 
poll rate. 

Use Isochronous Transfers for Streaming Devices 
One common characteristic observed for streaming 
devices is the use of bulk endpoints for data transfers. 
There are several problems with this approach. First, 
asynchronous bandwidth is shared across all ports on a 
given controller, and thus, realized bandwidth may vary 
dramatically depending on whether other devices are 
actively consuming bus bandwidth. This can be readily 
observed with two devices that use asynchronous transfers 
for streaming content: in many cases the streams become 
unstable whenever both devices are active on the same 
host controller at the same time. This is because 
bandwidth is shared across a single host controller 
instance, highlighting the fact that USB is fundamentally a 
broadcast bus where multiple streams are time-sliced 
rather than served concurrently. 

On the contrary, the isochronous traffic class is time 
scheduled, and bandwidth is properly allocated by host 
software. As such, a device can receive a dedicated 
amount of bandwidth to service its endpoint where this 
traffic effectively runs at a higher priority level than 
asynchronous transfers. Moreover, since isochronous 
transfers reside on the periodic schedule, the effectiveness 
of power management techniques are generally better 
(versus the asynchronous schedule)—at least when the 
periodicity of these transfers approaches 1-2ms or more.  

Use LPM L2 Dynamically (Selective Suspend) 
Devices should support and use Suspend (L2) whenever 
the device is idle and use of this state is possible, 
occasionally waking to look for activity, incoming 
connections, or other device state changes. This is 
important as a device should not continuously post 
periodic (and certainly not asynchronous) transfers when 
it is not active or actively connected. For example, in the 
case where a USB network device is scanning for network 
connectivity, it should take care to do this very 
infrequently or provide hardware capabilities in the device 
to do this without requiring continuous transfers from its 
function driver. For other classes of devices, inactivity can 
be easily determined by whether the device is in use or not 
(for streaming devices such as audio/video, occasional use 
devices such as fingerprint sensors and GPS). The most 
difficult class of device to make use of Suspend is 
typically human interface devices (HID) such as mice and 
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keyboards, where the end-user may perceive the increased 
latency associated with L2 entry/exit (e.g., choppy mouse 
movement) when using these devices.  

Use LPM L1 Dynamically 
As discussed previously, the long-term path to fully 
addressing the power efficiency limitation of USB 2.0 
requires that the device and platform implement a new 
low-power link state known as LPM L1. For device 
implementations, it is important to note that entry into the 
L1 state should not result in any loss of functionality, as it 
is intended to be used while the system and device may be 
idle between bursts of activity. It is also important that the 
device pay attention to the Host Initiated Response 
Duration (HIRD) field in the host command sent to the 
device to request entry into the L1 state. This parameter is 
indicative of the depth of lower power state the platform is 
expecting to enter. If the platform is semi-active, the field 
may indicate a light response duration (e.g., <200us), 
whereas if the platform and devices are more deeply idle, 
the field may indicate a bigger number (~1ms). The device 
should use this parameter to control the depth of power 
management in use by the device to save power, for 
example, by shutting off PLLs only when a “long” (~1ms) 
L1 entry transaction is identified.  

Design True Composite Devices 
The use of integrated hubs within multifunction devices 
has been a common practice to streamline and simplify 
hardware implementations. Although convenient, this 
approach has a number of power management pitfalls and 
is therefore strongly discouraged. For example, many 
Deferring scenarios are not feasible for devices that are 
attached to a downstream hub rather than directly to one 
of the host controller’s root ports.  

The most energy-efficient designs involve true composite 
devices. Here multiple logical functions (devices) reside 
behind a single USB 2.0 physical device interface where 
each independent function is exposed as sets of one or 
more endpoints. 

Application/Driver Synchronization 
Many devices such as streaming (media playback, 
cameras) or occasional use (fingerprint sensor, GPS) are 
bundled with application software. It is critical that when 
the application stream is shut down, care must be taken in 
the device function driver to ensure that the application 
properly cleans up driver requests on exit or inactivity 
(pause, mute, etc.) to avoid dangling transactions pending 
on the device; otherwise, these transactions remain un-
serviced or are continually retried. 

Avoid Polling Integrated Buttons 
Many devices such as integrated cameras support a so-
called “Instant On Feature,” whereby the device has local 

buttons that are typically serviced by a periodic interrupt 
endpoint. The buttons require a continuously running 
periodic interrupt endpoint to poll the button, and this 
wastes power. It is recommended that devices 
purposefully designed for mobile platforms do not support 
buttons (better to enable through applications or 
traditional keyboard hotkeys), or if they do support 
buttons that must be functional, you should work with the 
platform designer to provide platform-level notifications 
mechanisms through sideband signals and Advanced 
Configuration and Power Interface (ACPI) BIOS 
modifications. By using such a scheme, the notifications 
may be delivered on demand, and the function driver can 
be the target of these notifications providing the same net 
effect for Instant On Features without having to 
continuously run the periodic schedule. 

If the button can’t be avoided, then architect a very long 
poll interval for the button (10s to 100s of milliseconds) to 
reduce the inevitable platform power impact. Such a long 
polling interval will give other hardware optimizations a 
chance to kick-in (Caching, Deferring, L1, etc.). 

Challenges 
Clearly there were and are numerous challenges 
associated with making USB 2.0 an energy-efficient 
interconnect. We are quite pleased with the progress thus 
far, but note the biggest remaining challenge is the broad 
and timely adoption of these devices, OS, and platform 
features by the ecosystem. 

RESULTS 
There are two main reasons why the USB needs to be 
overhauled: to reduce the power directly consumed by 
USB devices and host controllers, and (more importantly) 
to eliminate the drastic increase in power consumption 
that current USB behavior has on other platform 
components. The techniques described herein fully 
address both. 

As an example, Figure 12 illustrates the total platform 
power savings opportunity for the Caching and Deferring
techniques on an Intel® Core™2 Duo mobile processor-
based system. The results were derived using measured 
data and best-known practices. Note that platform power 
increases by a whopping 5.7W when a high-speed bulk 
endpoint is active but constantly NAKing, as is the case 
for most wireless network devices. Here the Caching
technique achieves a ~4.7W improvement by localizing 
activity to the USB host controller (EHCI), link (Port), 
and downstream device (WLAN), enabling the processor, 
GMCH, memory, and DMI interconnect to enter and 
remain in a low-power state. The Deferring (LPM L1)
technique addresses most of the residual power by 
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allowing the controller, port, and device to only become 
active when necessary (no longer polled).  

DISCUSSION 
We discussed a number of techniques to transform USB 
into an energy-efficient interconnect in this paper. These 
techniques are based on several basic principals for 
power-friendly design: 

1. An efficient transfer rate (bandwidth per Watt) is 
important but should not be the only focus when 
designing an interconnect. Specifically, robust and 
low-power idle states are an absolute necessity. 

2. Power management states should be defined such that 
these states can be used effectively across a variety of 
idle to pseudo-active scenarios.  

3. It’s all about platform power. Optimizing for low 
subsystem power while ignoring the subsystem’s 
impact on the rest of the platform is a recipe for 
failure. Developers need to analyze both component 
and platform power consumption in order to catch 
unexpected behavior or other power-related artifacts. 
A poorly designed device or host controller may only 
consume tens of milliwatts but this can result in a 
multi-watt increase throughout the platform. 

4. Good idle behavior is key. An idle device should burn 
(nearly) zero power; the same applies to buses and 
host controllers. “Do nothing efficiently!” 

Although USB has always had a relatively efficient data 
transfer rate, this provided little advantage to the platform 
designer because of the interconnect’s significant idle 
penalties.  

Concerning a low-power idle state, the original Suspend 
state was intended to address a variety of usage cases, but 
high latencies and other characteristics have prevented its 
widespread use. And although certain flow control 
mechanisms do exist, these were designed to address 
platform performance (vs. power) concerns and failed to 
address the fundamental issues of constant polling and 
associated upstream and downstream activity. The new 
LPM L1 state fills this void. 

The Caching technique addresses upstream (host-side) 
activity that has prevented much of the platform from 
residing in a low-power state even when all USB devices 
(and the rest of the system) are pervasively idle. 

The Deferring technique addresses downstream (device-
side) activity, where entry into L1 state is used as a means 
by which host controllers can safely defer polling when all 
endpoints for a device become idle. Here the host can 
resume the device (and thus polling of its endpoints) when 
it has meaningful data to transfer and vice versa.  

The combination of techniques has transformed USB from 
a constantly polled architecture with frequent activity to 
one where activity occurs only when there are meaningful 
data to transfer, approaching the energy efficiency of other 
non-polled interconnects such as PCI. 

CONCLUSION 
Like the original ’64 Mustang, USB is a classic. Although 
it has been widely successful, the time has come for an 
“energy efficiency” overhaul. The key attributes that 
contributed to USB’s success (simple, low cost, decent 
bandwidth) needed to be preserved while at the same time 
modernizing and enhancing this interconnect for today’s 
environment where “green-ness” and “power efficiency” 
have become equally important. 

We have demonstrated techniques and offered suggestions 
that transform USB into a much more energy-efficient 
interconnect, primarily by optimizing the idle behavior of 
USB host controllers and devices. This complements 
USB’s relatively good bandwidth per watt characteristics 
to produce a robust and power-friendly solution.  
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ABSTRACT 
In this paper, we explore opportunities for green 
computing, drawing on our ethnographic study of 35 
green households in the United States. We begin by 
discussing recent shifts in Western environmentalism 
and the growth of green consumerism. We then explore 
green social networking processes and how these relate 
to perceptions of corporations, openness to new 
technological solutions, and our participants’ perceptions 
of computing devices. We conclude with a framework of 
strategies for green computing technologies that is based 
on our analysis. 

INTRODUCTION 
The dramatic importance of environmental issues has 
permeated the awareness of consumers, regulatory 
bodies, OEMs, and others over the past few years. This 
awareness of environmental issues and global climate 
change has reached an inflection point with the potential 
to impact Intel’s products, brand, and operations. Intel 
has already taken significant actions such as reducing 
emissions from its Fabs, playing a formative role in 
initiatives such as the Green Grid [1] and Climate Savers 
[2], and pursuing energy-efficient products. Many 
additional opportunities lie ahead for “green” 
(environmentally conscious) computing. 

In this paper, we discuss emerging trends in 
environmental action and how these relate to green 
computing technologies. Our analysis draws on an 
ethnographic study of 35 households in the United 
States, as well as expert interviews and secondary 
sources. Although green home owners are clearly a 
distinct and unique population, in many ways they are at 
the forefront of personal environmental action, and they 
offer valuable insights into how consumers perceive 
technologies in terms of sustainability and green values. 
We explored questions such as our participants’ 
motivations for environmentalism, their openness to new 

technological solutions from corporations, and their 
perceptions of computing devices in relation to green 
values. 

METHOD 
In addition to surveys, focus groups, and other market 
research, Intel gains insight into the daily practices and 
everyday behaviors of consumers through ethnographic 
research. This typically involves visiting with people in 
their homes, workplaces, and other locations with the 
objective of developing a deep understanding of the 
values, beliefs, and worldviews that inform their 
perspective of technology in their lives. Methods usually 
include informal interviews, participatory exercises (such 
as collaboratively mapping the home and asking how 
participants interact with various areas of it; or working 
with an image-association card deck), home tours, and 
participant observation. 

The ethnographic data from this research (video footage, 
photographs, interview transcripts, artifacts such as 
annotated maps, and other relevant materials) are then 
analyzed, and the findings are used to identify 
opportunities for our computing platforms to enable 
experiences that consumers value. This process typically 
involves refining a series of user experience models (or 
usages) that are designed to best tailor technological 
capabilities to the lives and priorities of consumers. 

For this study, we visited households whose occupants 
made significant changes to their homes and behaviors in 
order to be more environmentally responsible. From 
simple changes that reduce water consumption to the 
installation of photovoltaic systems or the use of recycled 
and salvaged materials, the home has become the vehicle 
for expressing environmental values for many people in 
the United States and beyond. This study set out to gain a 
deep understanding of the domestic practices, values, and 
priorities that shape these decisions and to determine the 
role technology plays within them. 
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We chose to locate this phase of the study (October 2006 
to February 2007) in the United States, in large part 
because the rate of energy consumption in proportion to 
population makes the U.S. a clear candidate for the 
development of new technologies that help improve 
energy efficiency. As the world’s largest single energy 
consumer, the United States is also the largest emitter of 
carbon dioxide, accounting for 23% of energy-related 
carbon emissions worldwide [3]. Much of this can be 
attributed to home energy usage, which can be broken 
down accordingly: heating/cooling (44%), 
lighting/appliances (33%), water heating (14%), and 
refrigeration (9%) [4]. 

As for selecting regions for this study, 
www.sustainlane.us recently published (2006) a 
sustainability ranking of cities, in which Portland, OR; 
San Francisco, CA; and Seattle, WA consistently rank at 
the top in all categories (renewable energy use, 
alternative fuel use, food availability, tap water quality, 
air quality, walkability, park space, and roadway 
congestion). In terms of progressive energy and climate 
change policy, Portland, San Francisco, and Seattle were 
tied for first place, followed by Los Angeles and 
Albuquerque. Our selection of metro areas for this study 
roughly follows this ranking: 

Portland, OR (5 households) 

Bend, OR (3 households) 

San Francisco Bay Area, CA (7 households) 

Los Angeles, CA (8 households) 

Santa Barbara, CA (2 households) 

Albuquerque, NM (7 households)  

Taos, NM (3 households) 

In these places, we sought participants who expressed 
commitment to improving the environment by building 
or retrofitting home functions that minimize negative 
(and enhance positive) effects on the ecosystem in which 
the home is situated. In addition, we sought participants 
who represented a range of diverse living conditions and 
perspectives on sustainable domestic praxis. 

Our analysis is informed by data from these participants, 
additional interviews we conducted with domain experts, 
and a critical examination of secondary sources about 
environmentalism. 

SOCIAL CHANGES IN 
ENVIRONMENTALISM 
To set the stage for our research, it is important to 
consider the broader context of environmentalism. 

Beginning in the late 1980s and early 1990s [5, 6], 
environmentalism in the Western world began to change 
from a counterculture movement with a focus on saving 
endangered species and preserving the integrity of their 
ecosystems to a more holistic approach that began to 
integrate social, economic, and political considerations 
into ecology. This shift was accompanied by changes in 
terminology as well and is probably best represented by 
the increasingly common usage of the term 
“sustainability.” 

In keeping with this more holistic perspective, our 
participants’ motivations for taking environmental action 
were wide ranging: they included everything from 
religious values to a desire to save on home energy bills to 
new forms of patriotism that focus on reducing 
dependence on foreign oil. In a recent report, Euromonitor 
[7] cites four primary drivers for sustainable behavior that 
may explain some of the rapid growth of interest and 
action in this area, especially among those who have not 
traditionally self-identified as environmentalists. These 
include motivators such as saving money by saving 
energy, a desire for a healthy home, freedom from guilt 
associated with purchasing environmentally-damaging 
products from ethically compromised companies, and an 
appreciation for “unspoiled nature.” Janet’s story below 
(in her own words) is evidence of a wide range of 
motivations, and it illustrates how reasons to take 
environmental action are not necessarily altruistic, or even 
always “green” (note that participants’ names have been 
changed in order to protect anonymity): 

Janet: Motherhood was really what got me on this. 
There is nothing like having children to plug you 
into the future and it so happened that when I came 
to California in ’66 I felt as though I was coming 
home although I had never been here before. And I 
think one of the reasons that it felt that way is 
because I was able to reconnect to nature here in a 
way that I hadn’t on the east coast for many years. 
And so I joined many environmental organizations 
and their newsletters and magazines provided me 
with my environmental education. And so in the 
70s I was already aware of some of the 
environmental problems that were kind of lurking 
in the wings waiting to make their entrance on 
stage before mainstream media picked it up at all.  

And so as I learned more and more about that, I 
became really concerned about my children’s 
future and the future of all of life on Earth and that 
is what started me on my quest was, you know, I 
came to realize that it is our modern urban lifestyle 
except for the military which does do a lot of 
environmental junk damage. It is true. But other 
than the military, one can trace back virtually all of 
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our environmental problems to our modern urban 
lifestyle which is that was me. You know. I was 
living it. And so it was both empowering and 
overwhelming. I decided to go with the 
empowering.  

And so I started to just look into, well, how can I 
change my lifestyle so that it is not so destructive 
to the environment but is less destructive and 
maybe even in some ways can help to support 
three generations of a healthy environment within 
an urban setting. That was the big challenge of it 
because the resources that I had for these systems 
were magazines like Mother Earth News and 
Organic Gardening that were targeting really 
rural folk. 

But as I read them and then I read it in my 
environmental magazines about the problems, I 
began to put the two together and realize well 
here I have a front yard and a back yard. There 
are a lot of these strategies that are described 
in…Organic Gardening magazine and Mother 
Earth News that I can implement right here just 
having a front and back yard. So that’s what 
started me. I have a perfect little mini cosmos 
here to use as my lab to see if I can create a 
lifestyle that doesn’t destroy the environment, 
you know. So that’s what started me off. My 
children and my environment. So I don’t have 
any formal training, although when I started my 
front yard I did take some courses in horticulture 
and native plants and landscape design and things 
like that to give me some skills that I didn’t have. 

As these more integrated views began to spread, some 
previously held positions within environmentalism began 
to be questioned and challenged. In particular, a notable 
shift away from critiques of technology began to take 
place, and a new optimism arose that technology and 
design could provide solutions to environmental 
challenges. Wikipedia describes this phenomenon 
(sometimes labeled “bright green environmentalism”) 
accordingly: 

“Bright green environmentalism aims for a 
society that relies on new technology and 
improved design to achieve gains in ecological 
sustainability without reducing (indeed, 
increasing) the potential for economic growth. Its 
proponents tend to be particularly enthusiastic 
about green energy, hybrid automobiles, efficient 
manufacturing systems and bio and 
nanotechnologies, [and] are supportive of dense 
urban settlements. ‘One-planet living’ is a 
frequently heard buzz-phrase. 

Their ideas can be contrasted with what they 
consider traditional environmentalism: pessimistic, 
return-to-primitivism, unattractive, ‘dark green’ 
ideas that depend on a reduction in human numbers 
or a relinquishment of technology to reduce 
humanity’s impact on the Earth’s ecosphere.” 

Together, bright green environmentalism and the 
increasingly holistic view of the environment have set the 
stage for an expanded understanding of environmentalism 
in the Western world. It is here that the media sparked in 
large part by rising energy costs, an unstable oil supply 
associated with conflict in the Middle East, major climate 
events such as Hurricane Katrina, and Al Gore’s clear 
depiction of the causes and consequences of global 
climate change in An Inconvenient Truth gripped the 
public imagination with an appeal far broader than 1960s 
counterculture-based environmentalism. As a 
consequence, people began to identify ways in which they 
personally could take environmental action without 
necessarily adhering strictly to the traditional strategies of 
protest and political action. Some called it the birth of 
green consumerism. 

GROWTH OF GREEN CONSUMERISM 
Many of the drivers for environmental action seem to 
extrapolate well to the general population in the 
developed world, and there are some clear indicators that 
green consumerism as a new form of environmental action 
is taking root in substantive ways. In terms of economics, 
it is hard to ignore the shifts in policy and practice that 
have taken place in corporate America over the past five 
years or so. For example, Wal-Mart’s “Sustainability 360” 
program now evaluates suppliers based on progress 
toward sustainability benchmarks in areas such as energy 
efficiency, durability, package size, materials that help 
reduce the use of hazardous substances, the ability to 
upgrade, and recycling possibilities. Likewise, Home 
Depot’s Eco Options Program highlights “green” products 
for consumers who are looking for sustainable options in 
home projects. Further evidence can be found in the fields 
of architecture and design, where green building and 
design standards are rapidly becoming the norm. The U.S. 
Green Building Council has recently extended its 
Leadership in Energy and Environmental Design (LEED) 
standards into residential structures, and some local real 
estate Web sites (see Portland’s MLS [8]) now include 
green features such as solar electricity or water 
reclamation as value-added features of a home. In design, 
a quick glimpse at popular blogs such as www.core77.com 
will illustrate how sustainability has come to the forefront 
in that profession. Similarly, interest in green 
entrepreneurship is spreading across the country (and the 
world), as evidenced by the rapidly growing popularity of 
green networking efforts such as Green Drinks gatherings 
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(www.greendrinks.org), and the new flush of venture 
capital investment in alternative energy in the Silicon 
Valley [9, 10]. 

These corporate and entrepreneurial efforts offer 
potential benefits such as higher product margins, 
increased market share, and positive consumer 
perception of a company’s corporate social 
responsibility. According to a 2006 Mintel Research 
study [11], the green marketplace is now estimated at 
somewhere between $300-500 billion a year. The same 
study showed that there are approximately 35 million 
Americans who regularly buy green products, and that 
77% of consumers changed their purchasing habits due 
to a company’s green image. Marketing statistics from 
many different industries support this. Green homes, for 
example, are estimated to cost between 2 to 5% more to 
construct, but are valued at 10 to 15% more in the 
marketplace [12]. Likewise, organic dairy products are 
priced typically 15 to 20% more than conventional ones, 
and organic meats are often priced two to three times 
more than traditional meat [13]. In terms of technology 
in particular, we see increasing consumer interest in 
energy conservation, as well as growing expectations 
that consumer technologies should enable consumers’ 
personal wellness in ways that are both sustainable and 
ethical. 

While these statistics are certainly promising, it is also 
important to note that consumer valuations of technology 
also include a history of expectations that inform 
perceptions of technology products in unique ways. For 
example, a recent study by Saphores et al. found that 
most consumers “are willing to pay only a 1% premium 
for ‘greener’ CEDs” [14]. Part of this may be attributed 
to the fact that “consumers expect manufacturers to 
innovate to make their products more environmentally 
friendly without significantly increasing their prices as 
they may be accustomed to the falling prices and 
constant progress that characterizes electronics 
manufacturing” [14]. Even so, the study concludes that 
“[w]orldwide, the trend is toward environmentally 
friendly electronics manufacturing,” and green attributes 
can play a role in consumer preference for one device 
over another even when they do not command a 
premium price. 

Participants in our study expressed optimism that 
corporations and other organizations could provide 
valuable solutions or environmentally friendly options, 
but they were also deeply concerned that the growing 
awareness and popularity of green values would 
increasingly result in unethical attempts to overstate 
claims of environmental responsibility by corporations 
and other businesses. Participants were highly sensitized 
to such “green-washing,” and were strongly negative 

about products that were positioned as green but were in 
fact only partially or superficially green.  

GREEN NETWORKING 
Most social scientists are likely to agree that all of the 
attention, interest, excitement, and investment around 
environmentalism does not necessarily constitute a 
community. Some posit that community can be 
approached as a value [15], comprised of qualities such as 
solidarity, commitment, mutuality, reciprocity, and trust 
[16, 17]. More functionalist approaches see ‘community’ 
as constituent of two related components: 1) that the 
members of a group have something in common with each 
other; and 2) that the thing held in common distinguishes 
them in a significant way from the members of other 
possible groups [18]. Using these definitions as a guide, 
the concept of community necessarily involves an 
exclusionary act, in which the benefits of belonging to a 
particular group are denied in some way to non-members. 
In addition to this exclusionary position, shared 
expectations about the way people should behave ‘in-
group’—and how well integrated these behaviors are 
within conceptions of identity for its members—are also 
critical to understanding whether or not a group 
understands itself as a community. 

For the participants in our study, it is difficult to argue that 
they collectively constitute a community. Beginning with 
Cohen’s exclusionary principle of community, some 
participants in our study pointed to varying levels of 
commitment to sustainable building and living in which 
they tended to position themselves. This did not typically 
translate to exclusionary behavior, however. For example, 
Edward, an architect in the Bay area, is quick to point out 
that although he feels many other architects fall short in 
green building, he doesn’t want to “disqualify them.” 

Allison: Are there any green architects in—in the 
area that you [interact with] or…? 

Edward: Yeah, there are a few. 

Allison: Yeah? 

Edward: Yeah. But I have to say—I mean, you 
know, everybody tries to be green and I don’t want 
to, you know, um disqualify them or anything. I 
mean, I guess everybody’s doing their best, right? 

This inclusive sentiment is often accompanied by a 
remarkable enthusiasm for sharing information and 
different perspectives on sustainable living. 

Whether intentional or not, our participants’ drive and 
enthusiasm to share knowledge and (in some cases) 
facilitate the somewhat viral spread of interest in 
sustainable living into the ‘mainstream’ would seem to 
indicate an inherent resistance to forming a ‘community’ 
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as defined by the social sciences. This could be 
interpreted as an effort to avoid the ghetto-ization of 
sustainable living and to steer ‘earth-friendly’ practices 
in directions that were out of reach for 1960s 
counterculture-based environmentalism. In other words, 
if mainstreaming is the goal, it doesn’t do you much 
good to form a clique. 

Our research revealed a number of patterns within which 
participants tended to communicate about green home 
construction, remodeling, and related forms of 
sustainable living. These patterns typically begin with 
processes of learning by networking with others who 
have already taken similar action. For instance, Jerry and 
Kylie cite how a solar conference proved to be a 
particularly informative venue for them: 

Allison: So, where do you find out how stuff 
works? 

Jerry: Lots and lots and lots and lots of reading 
and I think our biggest, most interesting eye 
opener in the past year was we went to a big solar 
fair called SolWest… 

In all, it was a great technology event as far as 
being able to sit down with the people and talk 
about problems and solving this and going to 
seminars and that kind of thing. It was a huge eye 
opener for why this technology is being accepted 
across the board. There were 280 or 300 visitors 
to SolWest. And like I told people at the solar 
home party after this whole thing was over, I said, 
“If you guys want to go somewhere and see an 
interesting cross-section, go to SolWest.” There 
were like 280 visitors at SolWest and you could 
probably find 200 different reasons why people 
were interested in solar power. 

Likewise, the Web tends to play a critical role in green 
networking. Here, Janet talks about how her non-profit 
environmental organization benefits from online 
communications: 

Jay: Does the Internet play an increasing role in 
the [non-profit’s] networking? 

Janet: Well it does. Increasingly people come to 
the tour having found us on the net and then they 
tend…they will become members. Not everyone 
who comes on a tour joins, but a proportion of 
them do and that does build the network. 

Instances like these where synergy between online 
networks and traditional organizations builds momentum 
and reaches new audiences are increasingly common. 
In fact, authors like Bill McKibben see the Internet as a 
key facilitator of a new kind of environmental action: 

“In days of yore, if you were concerned about, say, 
global warming, you might write a letter to your 
congressman. You might research the presidential 
candidates to figure out which one was most 
aggressive about climate change, and then you 
might mail him a check. But the chance to work 
together with people around the country on a 
common cause was mostly reserved for 
‘organizations’—for environmental groups, say, 
with big buildings in Washington, calendars and 
boards of directors. 

In the Internet Age, though, new models 
emerge…a certain kind of organizing no longer 
requires years of groundwork. It requires a good 
idea and a well-written e-mail…The fight against 
global warming requires all kinds of technology—
solar panels and windmills, but also servers and 
routers” [19]. 

In addition to new forms of alliance-building, the Web 
also provides opportunities for participatory 
environmentalism in which blogs, forums, mailing lists, 
social networking sites, and other Web venues 
increasingly serve as platforms where individuals can 
personalize their own forms of environmentalism. The 
breadth and depth of environmentally-focused blogs alone 
(c.f., www.bestgreenblogs.com/) bears witness to the fact 
that there is a great deal of interest in varying forms of 
personal expression in this area. 

Our research also revealed personalized forms of 
environmentalism in which the home itself is used as a 
vehicle for “green” expression. For many of our research 
participants, street protests or sit-ins aren’t realistic 
options for expressing their concern about global climate 
change or other environmental issues. However, 
modifying a home to be more sustainable offers 
immediate personal gratification coupled with a tangible 
demonstration of environmental values. And, like other 
forms of expression, home modifications are also 
increasingly tied to the Web and the resources it offers. 

These forms of individual expression align well with the 
historical tradition of North Americans’ understanding of 
nature and environmentalism, and the relationship of these 
to North America’s frontier-oriented history. These beliefs 
begin with the assumption that individual action (often 
enabled through networks) is the most direct way to affect 
change. Silveira puts it in terms of entitlement: 

“…the notion of Nature itself is laden with 
religious and moral overtones. From early on, 
American frontier ideology has equated the settling 
of the frontier with the rise of America’s vigorous 
and independent democracy. Whether it be the 
right of a child to grow up without the increased 
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risk of getting asthma from poor air quality, or 
the right of indigenous populations to fish in 
ancestral fishing grounds without increased risks 
of cancer from toxins in the fish, rights rhetoric 
can be used by environmentalists to both 
personalize and broaden the appeal of their 
message.” [20] 

Beyond Silveira’s notion of environmentalism linked to 
entitlement, we found that our research participants also 
practice many other forms of expression that reflect a 
unique intersection between environmental priorities and 
North American values closely tied to the historical and 
cultural landscape of the United States. Perhaps most 
commonly, we witnessed a sense of optimism that is 
suggestive of the utopian narratives that describe the 
nation’s settlement.  

For example, our participants’ critiques of the 
‘mainstream’ often engage utopian imaginaries that are 
reminiscent of the nation’s founding narratives, in which 
immigrants fleeing various forms of oppression from 
(historically European) cultural establishments find a 
place to start over, and in the process re-invent 
themselves. Although this latter narrative typically 
overlooks some of the tragedies that befell Native 
Americans in the process, it also includes an 
appreciation of the environment that is firmly rooted in 
the mythical and visual interpretations of the American 
West, where some of the country’s most widely 
renowned early environmentalists (Emerson, Thoreau, 
Muir, Roosevelt, Leopold, etc.) found their inspiration. 

PERCEPTIONS OF COMPUTING 
DEVICES  
Having situated our research in terms of social shifts in 
environmentalism, green consumerism, the increasing 
importance of social networking, and the historical 
referents these phenomena exhibit, we now turn to a 
more specific consideration of technologies in the lives 
of our research participants. Many participants in this 
study expended tremendous effort and funds to behave in 
environmentally responsible ways and to make 
environmentally responsible purchasing decisions. They 
frequently performed sophisticated and complex 
analyses to determine their preferred course of action, 
often drawing on many facts and heuristics to make 
decisions about transportation, home energy use, water 
use, food purchases, etc. [21]. However, they had 
invested significantly less energy in considering the 
environmental impacts of computing devices and 
consumer electronics, and their analyses were much less 
sophisticated in this area relative to others. 

Susan lives in affordable rental housing in the Los 
Angeles area. Susan recently purchased her first 
new car. Prior to the purchase, she and her friends 
did research and performed detailed calculations 
about the expense of a hybrid car versus a 
conventional gas-powered car. Susan and her 
friends ultimately concluded that, over the life of 
the car, it would cost Susan $2000 more to have a 
hybrid car rather than a conventional gas-
powered car. Susan decided that it was worth it to 
her to spend $2000 extra to do what was right for 
the environment. She purchased the hybrid car 
and was very proud of her decision. We asked 
Susan what considerations will go into her next 
computer purchase. She said she usually just 
considers the speed of the computer she wouldn’t 
know how to think about the purchasing decision 
for a computer in an environmental way, she just 
doesn’t have that knowledge. 

In some cases, participants appeared to draw simple 
analogies from other areas to try to reason about 
environmentally responsible behaviors and purchasing 
decisions for computing devices and consumer 
electronics. For example, one participant spoke at length 
about packaging and the amount of styrofoam in the 
packing box as a dominant concern in her purchasing 
decisions for stereos and other similar devices. In 
addition, participants often had a sense that they should 
recycle electronic products, although their understanding 
of the recycling process and potential environmental 
impacts of different recycling options seemed extremely 
limited when compared with the complex issues raised in 
publications such as Grossman’s High Tech Trash [22]. 
Even participants who were quite technical did not have as 
much knowledge as one might expect about issues such as 
the recycling of electronic products. 

Participants also often had a strong inclination to keep 
computers turned off and to have as few electronic devices 
as possible (in keeping with conservationist heuristics). 
Participants often optimized energy use of their computers 
by shutting them down entirely when they were going to 
be away from their computers for even short periods of 
time. Some participants were very concerned about 
“phantom loads” (energy that is consumed by devices 
when they are off or in stand-by mode). A common 
strategy for addressing phantom loads was to plug devices 
into a surge protector and then cut off power to the 
devices when they were not in use by turning off the surge 
protector. This suggests some opportunities for device 
design—features such as fast wake-up or other energy 
management functions would plainly be appealing to this 
audience, although careful consideration would have to be 
given to the energy consumption of the device while in 
stand-by mode. 
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Many participants evidenced a pragmatic attitude toward 
computing devices, expressing that computers had poor 
environmental qualities but that they were necessary or 
that their use of the computer was an overall benefit to 
the environment because they were using it to promote 
green causes. 

Cory: We both use computers every day in our 
jobs…We use them as tools. And so even though 
we know they’re toxic, we know there’s all sorts 
of things in them that aren’t sustainable, they help 
us do our work, which is promoting 
sustainability, so we move on. 

In addition to being used for green-related work such as 
designing green buildings or running a green business, 
computers were very commonly used as a resource for 
searching the Internet for information about green living 
and green purchasing. 

Adam: [The water reclamation system] is all 
automated, it is all mechanically automated. 

Jay: How did you find out about that? 

Adam: Let’s see, there was a Web site that I was 
researching—when I was researching the systems 
I came across this product. It’s manufactured 
in…the Midwest and there is a lot more water 
harvesting in the agricultural region in Texas and 
so forth, and they use it more for irrigation, but 
they come up with these little devices. It’s fun to 
apply it here. 

Christopher: For one thing, in and of itself [the 
Web is] more sustainable than having people mail 
you stuff all the time. Catalogs and whatever… 
And I view it as being more current. You can find 
the latest information. You can find more 
impartial information. You don’t have to wait for 
a brochure from a company who’s trying to sell 
you something to send you this brochure. You 
can get more original research off the Web if you 
search carefully. And you can look up things 
about, you know, lifecycle analysis on different 
materials and so on, like that. 

Overall, while computers were seen as a useful tool for 
green work-related activities, the purchasing choice and 
day-to-day operation of the computing devices 
themselves was seen as a somewhat marginal issue from 
a green perspective. One possible explanation as to why 
participants had a relative lack of awareness or interest 
in this area is that the historic counterculture roots of 
environmentalism did not embrace electronic devices. 
Therefore, early proponents of environmentally 
responsible activities may not have reflected in detail on 
electronic devices, in contrast to their more sophisticated 

consideration and dissemination of information in regard 
to (for example) food. As awareness of environmental 
issues has reached a wider audience, this early anti-
technology bias may have left a gap in knowledge and 
education. We believe this gap may present an opportunity 
for education and (re)positioning of computing devices 
and electronics relative to environmental concerns. 

STRATEGIES FOR GREEN COMPUTING
Technology is understood to have a complex relationship 
with environmental issues. As discussed above, while 
traditional environmentalism argued for a reduction in 
technology, more recent environmental perspectives tend 
to recognize positive opportunities for simultaneous 
advances in environmental responsibility, quality of life, 
and economic growth. Accordingly, while computing 
technology can be viewed as “part of the problem” via 
issues such as e-waste and energy consumption, 
computing technology can simultaneously be viewed as 
“part of the solution” by enabling better use of resources 
in a wide range of domains (e.g., telecommuting, 
optimized route planning for fleets of trucks, smart 
buildings). These two perspectives correlate with two 
broad categories of an overall green strategy for 
computing technology: 

Minimize: Minimize computing technology’s contribution 
to the problem in both products and operations, e.g., 
through novel energy-efficient products, product design 
for reuse, reduced use of materials, recycling, etc. 

Enable: Maximize computing technology’s contribution to 
the solution by enabling green applications of computing 
technology, e.g., green design, smart buildings, 
dematerialization, etc. 

Inspired by the actions and attitudes of our participants as 
well as by our review of secondary research materials, we 
have developed a framework of opportunities for green 
actions in these categories. This framework appears in 
Table 1. 
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Reduce

Optimize X (optimizations to use strictly less of X, or increase the efficiency 
of X) 
Examples: Reduce emissions from manufacturing, turn off lights, use energy 
efficient devices 

Reconstitute 
Replace X with Y (generally game-changing or more radical innovations) 
Examples: solar panels, biodegradable packaging, hybrid cars, eco-friendly 
household products 

Reuse Reuse X as X 
Examples: extend useful life of objects 

Recycle Extract materials from X 
Examples: extract gold, e-recycling, composting 

Reparation Compensate for X by also doing Y 
Examples: carbon offsets 

Minimize 

Re-think 
Reconsider or increase awareness (indirectly prompt 
Reduce/Reconstitute/Reuse/Recycle/Reparation) 
Examples: make new policy, education, eco-labeling, Energy Star 

Design and Invent 

Use computing technology to design and/or invent green objects and green 
processes 
Examples: design green buildings, invent sources of renewable energy, design 
fuel-efficient aircraft 

Optimize and Automate 

Use computing technology to calculate and/or execute optimizations in real-
world systems 
Examples: efficient route planning for delivery trucks, smart buildings, smart 
agriculture, smart appliances 

Minimize Miles 
Use computing technology to support remote activities to minimize travel of 
people and goods 
Examples: telecommuting, teleconferencing, online purchasing 

Monitor and Model Use computing technology to monitor and model the state of the environment 
Examples: environmental quality sensing, climate modeling 

Operate and Sell 
Use computing technology to sell green goods or services, or run a green 
non-profit or business 
Examples: solar panel installers, carbon offset vendors 

Enable 

Educate and Persuade 

Use computing technology to promote green behavior and share information 
locally and globally 
Examples: green blogs, citizen action tools, ambient displays of energy use, 
personal digital coach for green behaviors 

First, Table 1 lists green strategies to minimize harmful 
outputs and the use of resources: Reduce, Reconstitute, 
Reuse, Recycle, Reparation, and Re-think. These 
strategies underlie a wide range of environmentally 
responsible behaviors. To illustrate the generality of 
these principles we include examples of both actions that 
might be taken by a technology company (e.g., reducing 

emissions) as well as actions that might be taken by 
people in their daily lives (e.g., turning off the lights). 

Second, Table 1 lists strategies to enable green processes, 
products, and actions: Design and Invent, Optimize and 
Automate, Minimize Miles, Monitor and Model, Operate 
and Sell, and Educate and Persuade. In the descriptions 
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and examples in the table, we focus in particular on how 
information and communication technologies can enable 
each of these strategies. Note that these Enable strategies 
implicitly enact Minimize strategies. For example, a 
green building can be designed to reduce energy use, 
reuse water, etc. 

To date, the bright green perspective has tended to 
emphasize areas such as alternative energy sources and 
transportation. However, computing technology has 
much to offer in this arena as well. A comprehensive 
strategy for green computing will both Minimize and 
Enable, by making computing technologies that are 
themselves environmentally conscious and by deploying 
technologies to meet environmental challenges. Many of 
these directions are already being pursued, and many 
exciting opportunities lie ahead. 
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ABSTRACT 
The successful future of the semiconductor industry is 
dependent upon the development of an array of new and 
novel materials to make semiconductor devices. In 
parallel, there is a growing sentiment in public policy and 
regulatory forums for a highly conservative precautionary 
approach to approving the introduction of new chemicals 
into commerce. Intel’s business model of Copy Exactly!
requires new material development very early in the 
technology development cycle. Therefore, Intel’s 
approach to chemical development, and selection of 
materials, must incorporate consideration of the 
environmental impact of its policies and materials 
extremely early. 

Prior to the selection and purchase of fab manufacturing 
materials at Intel, procedures are in place at the 
development and selection stages to integrate 
consideration of the materials’ impact on the environment, 
to collaborate with suppliers and others to reduce that 
impact, and at the same time to meet Intel’s technology 
needs. In this paper, we provide an overview of what 
drives the procedures used by Global Fab Materials, we 
look at  how the procedures are used, and we look at the 
successful results through a case study.  

INTRODUCTION 

Technology Trend for Material Development 
For more than four decades the semiconductor industry 
has been successfully producing one of the smallest and 
most effective devices that man has made, in step with 
Moore’s Law [1] which basically predicts a doubling of 
the number of transistors per chip every two years. 
Today’s modern semiconductors have nearly one billion 
transistors on them.  

It takes over 400 individual steps of manufacturing and 
testing to make such a device. An individual 
semiconductor chip (with a postage-stamp-size of 
manufactured silicon inside, called a die) has not 
substantially changed in size relative to those seen in the 
mid 1980s, but the circuitry has increased in complexity 
1,500 times. The Intel 386 chip had 275,000 transistors on 
a 1-micron feature size. Today’s Intel® Penryn quad-core 
chip contains 820 million transistors on a 45-nanometer 
feature size. This increased complexity is attributable to 
both the continuous reduction in the size of the transistors 
on the die that allows for more transistors on the die, and 
the increased number of layers and features created within 
the external package surrounding the die, that are 
necessary to dissipate the intense heat away from the die.  
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The shrinking feature size of modern semiconductors has 
created the need to be atomically precise in manufacturing 
and to have chemicals that are ultra pure. When one 
examines a 45-nm feature size transistor (see Figure 1), 
the channel (the area where electrons flow from one leg of 
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the transistor to the other) is as little as 20 nm, or 
approximately 100 silicon atoms across. With such a 
relatively small number of atoms responsible for the 
overall performance of each transistor, it is critical that 
they be manufactured without defects or impurities and 
provide exactly the technical attributes required for the 
semiconductor to function. 

Control of the manufacturing process at the atomic scale 
has lead to a new generation of materials. Examples of 
these include material changes driven by the need to 
reduce the particle size and types of chemical interactions 
in the chemical mechanical polishing (CMP) of the silicon 
wafers1. As the feature size continues to decrease, the size 
of the mechanical polish particles has to decrease as well 
in order to prevent destruction of the features. For 
example, transforming a rough-cut stone into a lustrous 
gem requires many polishing steps using finer and finer 
grit. Similarly, the chemicals used in the CMP process 
will likely change any time the material composition of a 
feature changes (e.g., using mineral spirits to clean up oil-
based paint versus water to clean up latex-based paint). 
Another example of chemicals that have changed in the 
past is those used in the etching and deposition2

manufacturing process steps. In many of these process 
steps gas-based chemicals are used in place of liquid-
based chemicals, since more control can be achieved with 
the etch depth and deposition thickness in gas-phase 
chemical reactions. The last example of materials change 
is in the wafer patterning area, referred to as lithography3.
The challenges for lithography, in light of continually 
smaller features, are several, and two are described here. 
First, the feature size is now smaller than the wavelength 
of the light beam being used to make it, which means 
either the light source must be changed and/or the 
engineers must play chemical tricks with the patterning 
material (called photoresist) that is layered on the silicon 
wafers. Second, the intensity of the light source and the 
harshness of subsequent etch process steps both play a 
role in the composition of the photoresist that is used for 
any one lithography step. Further complexity arises due to 
the fact that each step may require a different photoresist. 

Future semiconductor devices are critically dependent on 
the ability of stable and reliable materials to support 
device operation. As the market continues to demand an 
increase in scaling (miniaturization) with no penalty in 
performance, the need for new materials with increased 
mobility—lower energy and higher speed—is greater. 
Since devices are comprised of several materials and 
interfaces, the properties of new materials and their ability 
to interface with the properties of other materials will 
require materials with dramatically improved or new 
properties. All of these changing materials needs have 
lead to an explosion in the use of differing atoms from the 
Periodic Table of Elements (see Figure 2). 

Si Technology: Material Complexity 
Increasing Exponentially

Decade of new materials
Source: IntelSource: Intel

PRECAUTIONARY POLICY 
Thousands of chemicals have been developed and are 
used to manufacture the products we use in everyday life. 
Despite the widespread use of chemicals, until recently the 
prevailing thought was that exposure to most industrial 
chemicals was unlikely, especially outside the industrial 
environment. For years, regulatory policies toward such 
chemicals have presumed them to be safe with little or no 
information on their health implications. The U.S. EPA 
has found that even a basic level of toxicity information 
exists for less then ten percent of the approximate 2800 
high-production-volume chemicals (those produced over 
one million pounds per year). The absence of information 
is often misinterpreted as evidence of safety. Growing 
evidence that some chemicals can potentially cause harm, 
and concern that current global chemical polices are not 
sufficient to predict or prevent potential harm to 
individuals or the environment, have led to major reforms 
in industrial chemical polices worldwide. The most 
prevalent perspective today is known as the Precautionary 
Principle, which in effect requires that precautionary 
action be taken before there is scientific certainty of cause 
and effect.  

Seeking out and evaluating alternatives is preferred 
rather than asking what level of contamination is safe or 
economically optimal. The precautionary approach asks 
how to reduce or eliminate the hazard and considers all 
possible means of achieving that goal [2].

The precautionary perspective underscores a basic 
difference between hazard approach vs. risk approach.  
The first is absolute in terms of eliminating materials 
should they pose an “unacceptable” hazard. The risk 
approach evaluates whether or not a hazard will have an 
impact (e.g., human exposure) and determines how the 
impact can be mitigated. 
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“Copy Exactly!” Factory Strategy 
Intel introduced its “Copy Exactly!” factory strategy in the 
mid-1980s and completed its adoption in 1996. Intel can 
credit “Copy Exactly!” with enabling the company to 
bring factories online quickly with high-volume practices 
already in place; hence, decreasing time to market and 
increasing production yields. 

“Copy Exactly!” solves the problem of getting production 
facilities up to speed quickly by duplicating everything 
from the technology development facility to the volume-
manufacturing factory. In particular, it means ensuring 
that the process devised at the development facility is fine-
tuned not just for performance and reliability, but for 
high-volume production as well. (Background information 
on Intel’s Copy Exactly! strategy can be found at [4].) 

“Copy Exactly!” Versus Traditional 
Semiconductor Factory Strategy 
In most semiconductor factories, equipment and processes 
used in research vary greatly from those used in high-
volume manufacturing. At many companies, each new 
technology is brought to a technology development 
facility where a team of engineers precision-tune the 
process until it is perfected. Then the process is 
transferred to a high-volume manufacturing facility where 
a new set of engineers modifies the process so that it can 
be produced in large quantities. 

The impact of Intel’s Copy Exactly! policy on materials is 
that development and selection must occur much earlier in 
the technology development cycle, including the 
evaluation for Environmental Health and Safety (EHS) 
performance.  

INTEL® GLOBAL FAB MATERIALS 
ORGANIZATION SYSTEM 
Intel’s Global Fab Materials (GFM) organization is 
responsible for early chemical development and 
procurement of semiconductor die manufacturing 
materials. Intel conducts a thorough EHS evaluation of 
chemicals prior to their use at Intel and implements state-
of-the-art exposure control and environmental emissions 
abatement technology for managing their use. GFM deals 
with EHS considerations at the earlier stages of chemical 
development and selection from both industry and 
company perspectives. GFM’s strategy is to enable 
continued global growth of our operations, while 
identifying and prioritizing new chemicals of EHS 
concern for further evaluation. We determine information 
requirements; and work on collaborating with our supply 
chain, consortia, and research and development 
organizations to balance the demands for new technology 
development, Copy Exactly!, and public policy concerns 

as part of materials development. Components of the 
GFM Materials EHS system include 1) External Research 
and Development, 2) Supplier Engagement, and 3) 
Integration with the overall Materials Risk Evaluation 
System. 

EXTERNAL RESEARCH & 
DEVELOPMENT  
Consortia Engagement
The mission of our external programs is to influence the 
direction of the research; then to extract the value from 
external R&D organizations and activities and to bring 
this back to Intel. These are some of the items that we 
look at:  

The current (and evolving) EHS trends and their 
potential impact on Intel. 

The response needed from university and 
fundamental research to address these EHS trends. 

The research needed to develop science and 
technology leading to simultaneous process 
performance/cost/EHS gain. 

Incorporating EHS principles into engineering and 
science education. 

Promoting Design for Environment and sustainability 
as a technology driver and business benefit. 

On an industry level, Intel collaborates on EHS issues 
with other semiconductor manufacturers and with our 
suppliers of tools and chemicals in national associations, 
such as the International Sematech Manufacturing 
Initiative (ISMI), and the U.S. and European 
Semiconductor Industry Associations (SIA and ESIA, 
respectively). Broad industry needs with regard to EHS 
elements of new technology (including chemicals) are 
integrated into the International Technology Roadmap for 
Semiconductors (ITRS). The ITRS is a global industry 15-
year roadmap that identifies technology requirements for 
the continued success of the semiconductor industry.  

Intel also actively participates in the World 
Semiconductor Council (WSC), a global industry body 
whose efforts include pre-competitive cooperation on 
major EHS policy issues for the industry. Membership is 
composed of semiconductor trade associations from six 
leading global centers of manufacturing (EU, China, 
Taiwan, Japan, Korea, and the U.S.). Global collaboration 
at the WSC level has led to voluntary global industry 
agreements on the responsible use of chemicals. A key 
initiative has been the reduction of global warming by 
reducing perfluorinated compounds (PFCs) emissions by 
10% lower than 1995 levels by 2010. A second example is 
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the full phase-out of perfluorooctyl sulfonates (PFOS) in 
non-critical applications while also continuing R&D to 
eventually phase out critical uses, where possible.  

Environmentally Benign Materials Research (EBMR) is a 
key program that GFM-EHS uses to enhance the 
sustainability of current and future technologies. This 
program identifies critical material research needs for 
environmental purposes, such as alternatives to PFCs, and 
targets research to find solutions, or at a minimum, gain 
better knowledge about the nature of the problem. These 
projects can be accomplished internally with direct 
assistance from suppliers, or via industry consortia such as 
the ISMI, the Semiconductor Research Corporation’s 
Engineering Research Center (SRC-ERC), and the 
semiconductor consortia in Belgium (IMEC), for 
example. 

Intel has been a promoter of collaborative R&D efforts to 
create the science, technology, and educational methods to 
remain in a leadership position in promoting a safe and 
environmentally conscious supply chain.  

Consortia External Supplier Engagement 
Via some of these consortia efforts, Intel GFM has some 
indirect interaction with suppliers to assist in directing 
their efforts towards the industry’s needs. An example of 
this is the SEMATECH Supplier Data Council. This team 
consisted of chemical suppliers and device makers whose 
mission was to determine how to obtain consistent timely 
EHS data for semiconductor chemicals. The team created 
a standardized methodology to guide the development of 
consistent EHS data by suppliers and a method to 
communicate the data to suppliers and downstream 
manufacturing users.  

DIRECT SUPPLIER ENGAGEMENT 
Addressing EHS concerns and issues successfully for the 
long-term sustainability of our industry requires close 
collaboration with Intel’s suppliers. Furthermore, 
integrating EHS into the design of new chemicals is 
generally easiest in the early stages of development (see 
Figure 3). This is also one of the challenges stated in the 
ITRS. The specific challenge is a lack of timely 
information flowing to the technology teams about the 
EHS characteristics of new materials in order to help 
minimize the EHS impact of chemicals used. 
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One of the Intel GFM’s goals is to close the chemical data 
gap by ensuring that Intel’s chemical suppliers generate, 
distribute, and communicate information on chemical 
toxicity. Chemical suppliers are best equipped to acquire 
and provide this information and in some instances are 
required to do so by law. This is seen as necessary to meet 
the requirements of the European Union Registration, 
Evaluation, Authorization and potential Restrictions of 
Chemicals (REACH) legislation. REACH represents the 
EU’s effort to address long-standing deficiencies in 
chemical information.  

An electronic template was developed through 
collaboration between semiconductor manufacturers and 
suppliers that allows suppliers to provide specific EHS 
information data sets as a condition of the purchase of the 
chemicals. This information is then used to make risk-
based chemical decisions to enable the use of the 
chemistry. In addition, we have certain basic supplier 
guidelines for developing new chemicals [3]. 

On an annual basis, Intel GFM EHS communicates with 
supplier executives on EHS expectations and exchanges 
information regarding EHS trends and issues at Intel 
Supplier Day. In 2006 for example, Intel provided 
pertinent information on the new REACH regulation that 
communicated the primary supplier requirements to 
ensure a continued supply of chemicals to Intel’s 
European operations. We provided information on the 
new international mandate for a globally harmonized 
hazard classification and compatible labeling system, 
including material safety data sheets (MSDS) and easily 
understandable symbols. Intel also provided information 
on the new global restriction of hazardous substances 
regulations and Intel’s supplier intellectual property 
management systems. Intel Material Supplier Day 
presentations are an effective mechanism to engage 
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supplier executives outside traditional supplier-to-
customer relationships. 

Intense competition for chemical market share makes the 
security of intellectual property (IP) a critical component 
of supplier management. Simultaneously, accurate and 
timely disclosure of EHS data for proprietary chemical 
ingredients is crucial for a comprehensive EHS risk 
assessment and avoidance of any current and future 
regulatory consequences. A mechanism was developed by 
Intel’s GFM and EHS groups to improve the flow of EHS 
data to ensure the safe use of chemicals while 
simultaneously improving the protection of suppliers’ IP. 
This mechanism, the Supplier EHS IP Management 
System (SEIMS), is a data management application for 
EHS-related documents containing supplier intellectual 
property. These are some of its key features: 

Design to enhance the security of suppliers’ IP and 
limiting dissemination within Intel to only those with 
a need-to-know to make sure that chemicals can be 
used safely. 

Ensures appropriate and secure document 
management within Intel. 

Enables supplier document submission online to Intel, 
eliminating the inefficiency and security issues of 
manual document management. 

Intel personnel without a need-to-know are unable to 
view, physically control, or manipulate the supplier’s 
IP. 

Chemical suppliers play a vital role in our quest toward 
greener chemistry and sustainable manufacturing. On a 
proprietary basis, Intel identifies areas where specific EHS 
concerns with certain materials exist, and we coordinate 
closely with suppliers to develop material solutions where 
both technical and EHS needs can be met.  

INTEGRATION WITHIN INTEL 
The final parts of the GFM EHS system are a Regulatory 
Early Screening process, EHS elements in the general 
Materials Risk Assessment, and integration of the GFM 
results into Intel’s overall EHS material evaluation and 
risk mitigation process. At this stage of technology 
development, a list of candidate materials is created that 
focuses the development and EHS systems on likely 
chemicals for the new generation of technology. 

Early Screening 
GFM developed and implemented a regulatory early 
screening procedure to proactively evaluate and mitigate 
associated risks identified through government authorities 
responsible for approving new chemicals for the industrial 
market. The scope of early screening covers all legacy 

materials as well as potential candidate chemicals for the 
new technology. This analysis is done in conjunction with 
Intel suppliers who develop the EHS and industrial 
application information portfolio for their materials. Since 
requirements vary with regard to both the location of 
chemical manufacturing and the final location for 
semiconductor manufacturing, this screening can include 
multiple schemes of data and information from various 
geographies (e.g., U.S. Toxics Substances Control Act, 
Korean Toxic Substances Control Act, etc.). 

Materials Risk Assessment 
Another key responsibility of Intel GFM-EHS is to ensure 
that regulatory or EHS constraints in the Fab materials 
supply chain are mitigated prior to chip high-volume 
manufacturing (HVM) proliferation. Failure to comply 
with regulatory requirements can lead to prohibition of 
materials shipment to the factories. Lack of proper EHS 
risk evaluation of materials before HVM use may result in 
last-minute risk mitigation actions being required as the 
new semiconductor technology is ready for delivery to 
HVM facilities. 

A Materials Risk Assessment (MRA) program is utilized 
to determine and then mitigate potential risk in materials 
EHS readiness and regulatory compliance. Throughout the 
development lifetime of each new technology, any issues 
identified through the MRA evaluation are logged, 
mitigation actions are identified, and a completion plan is 
implemented to manage each issue identified. 

Internal Collaboration with Intel’s EHS 
Cross-site HVM Review Process 
Intel policy requires a comprehensive EHS review of all 
chemicals identified for use at Intel. GFM development 
and procurement experts and evaluators in EHS 
departments across the company all work closely to 
achieve the Intel EHS mission. Materials evaluation is 
conducted before the first sample shipment to an Intel 
facility. The evaluation starts with a thorough chemical 
EHS characterization including, but not limited to, 
environmental impacts, human health and toxicity 
hazards, and occupational safety considerations. This 
review builds upon the information compiled during 
GFM’s development and supply chain efforts, and it 
extends analysis to site-specific environmental, health, 
safety, and waste issues. The GFM system dovetails with 
the EHS organization’s program at this stage, resulting in 
a complete EHS materials program from concept to 
technology end-of-life.   
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CASE STUDY ON PERFLUORINATED 
COMPOUNDS (PFCS)
PFCs are key materials used for plasma chamber cleaning 
in chemical vapor deposition (CVD) and for plasma dry 
etch. They are also a group of materials that have been 
identified as having high Global Warming Potentials 
(GWPs) in reference to the GWP of carbon dioxide 
(CO2). In some instances, these GWPs can be thousands 
of times higher that that of CO2. The high GWP of PFCs 
led to a great deal of focus on the reduction of their 
emissions beginning in the late 1990s, and that focus is 
expected to continue for many years. 

The reduction of PFC emissions was the first effort by the 
WSC to establish a voluntary agreement across the 
semiconductor industry. The goal was a 10% reduction in 
absolute PFC emissions from 1995 levels, by 2010. This 
required extensive collaboration between semiconductor 
manufacturers, equipment suppliers, materials suppliers, 
and research from universities and consortia. To develop 
the agreement and a roadmap for reductions also required 
collaboration within Intel between Government Affairs, 
Legal, EHS, Technology Development, and GFM-EHS.  

The reduction efforts focused on the high-end of the 
pollution prevention hierarchy where reduce, reuse, and 
replace were the priority. The search for alternatives tied 
into another GFM-EHS strategic program, 
Environmentally Benign Materials Research (EBMR). 
Significant progress has been achieved over the past 10+ 
years in reducing emissions through the evaluation and 
integration of these environmentally benign materials into 
the manufacturing process. Using the screening process on 
new potential materials allowed for the selection of the 
best alternative, without replacing one environmental 
problem for another. The development of replacements 
came from a wide range of sources from universities to 
suppliers. However, the integration of these materials into 
the manufacturing process required significant work due 
to the complexity of making a chip.  

Currently, Intel Corporation is on track to meet the 
voluntary goal for 2010 and continues to not only focus on 
opportunities for reducing emissions but inserting distinct 
requirements for reduction into future technology 
development roadmaps. This continues to push us to seek 
out new alternatives and methods for reductions.  

CONCLUSION 
The Intel Materials’ environmental, health and safety early 
screening and materials management program has been 
implemented to ensure stability of the Fab materials 
supply-chain through identification and management of 
EHS-associated risks. This supports both Intel and 
semiconductor industry leadership in developing 

environmentally preferable materials, protecting public 
health and the environment, and maintaining  a safe and 
healthy workplace, while continuing to enable new 
technology.  
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ENDNOTES 

1 Silicon wafers are a thin disc of pure silicon upon which 
up to a couple of thousand semiconductor die can be 
manufactured simultaneously. Afterwards, the discs are 
cut apart into a single die in preparation for the package-
assembly and test process steps, before finally being 
shipped to end users. 
2 Etching is the process of removing material from 
predefined areas of the surface of a wafer. Deposition is 
the building up of material on the wafer surface. 
3 Lithography is the process of transferring an image from 
a pattern onto a surface by using light. In the manufacture 
of semiconductors, it is the process that predefines the 
device features on the silicon wafer prior to the etch 
process steps. 



Intel Technology Journal, Volume 12, Issue 1, 2008 

Evaluation Process for Semiconductor Fabrication Materials that are Better for the Environment 76 



For further information visit:

Copyright  2008 Intel Corporation. All rights reserved.
Intel is a trademark or registered trademark of Intel Corporation or its subsidiaries in the United States and other countries. 
For a complete listing of trademark information visit: 


