
Introduction
Modern Internet services are hosted in a large collection of computers in 
datacenters. A hardware upgrade, a software update, or even a system 
configuration change can be costly. The performance impact needs to be evaluated 
so that one can make the decision on accepting or rejecting the change. A good 
understanding of the evaluation results, including the root-cause of performance 
change, is important for further system optimization and customization.

Evaluating the performance in the scale of a cluster has been a big challenge for 
a long time. Traditional benchmark-based performance analysis conducts load 
testing in an isolated environment, which cannot represent the behavior of a 
variety of co-located workloads with varying intensities in the field like  
Alibaba Cloud.

Alibaba developed the System Performance Estimation, Evaluation and Decision 
(SPEED) platform to address this challenge[1]. SPEED is the datacenter performance 
analysis platform that handles a mix of businesses including e-commerce, big 
data and colocation in production. It has been used for years to ensure software 
and hardware upgrade at scale and cluster resource stability. It also provides 
data foundation for critical decision-making involving technology evaluation and 
capacity planning. A key metric, Resource Usage Effectiveness (RUE), is defined for 
evaluating the performance of a workload[1]. 

“RUE requires reliable measurements for resource utilization” said Jianmei Guo 
who is staff engineer at Alibaba Group and the leader of Alibaba SPEED, “as a 
server provider, Intel brings in tools and methodology to work with Alibaba on the 
hyper-scale cluster performance evaluation. Intel and Alibaba worked together on 
strengthening the data collection and analysis in SPEED.” We start from sampling 
RUE per instance in the cluster, then aggregate the samples to a workload-
level metric after removing the bias from the varying workload intensities, and 
eventually derive the performance results. For a better understanding of the 
performance speedup, we speculate the potential cause of the performance 
change and select auxiliary metrics derived from the platform performance 
counters or the system statistics. A further analysis on the auxiliary metrics is used 
to strengthen the empirical justification of performance change in addition to the 
primary analysis of RUE.

Intel developed Platform Resource Manager (Intel® PRM)[2] which is suite of 
software packages to help monitor and analyze the performance in large scale 
cluster. The tool supports to collect system performance data and platform 
performance counters at the core level, the container level, and the virtual machine 
level. Some derived metrics depend on certain unique performance counters in 
Intel Xeon Scalable processors.

Challenges of Performance Evaluation 
in the Scale of a Cluster
In traditional offline performance analysis, small-scale benchmark workload 
is often stressed to peak or a certain fixed intensity by load generator in an 
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isolated environment. This type of benchmark is simple, 
reproduceable, and useful for offline performance profiling. 
However, in a cloud computing environment with a large 
number of workloads co-located together, the workload 
behaviors are quite diverse due to the varying intensities 
and possible micro-architectural interferences between 
workloads, making this load-testing approach less practical.

Evaluation Method
Performance Evaluation Process

The new performance evaluation method involves the 
following procedures:

Propose	a	system	change	for	performance	
improvement and speculate why and how the 
system change impacts the performance from a 
certain perspective. 

Monitor	multiple	instances	of	important	workloads	
in	the	cluster	for	workload	throughput	and	
resource utilization before and after applying the 
system change, calculate the baseline average RUE 
(primary metric) and the new average RUE for each 
job. During the calculation, the bias of RUE with 
respect to the varying workload intensity is identified 
and eliminated through a regression approach.

Calculate	the	job	level	performance	speed-up	
using	the	baseline	average	RUE	and	the	new	
average	RUE	of	the	job. In the case where each (high 
importance) job is assigned with an importance 
weight, a cluster level speed-up can be aggregated 
with a weighted average across the jobs. The step is 
depicted in Figure 1.

Based	on	the	speculation	in	Step	1,	define	the	
relevant auxiliary metrics that can be used as the 
evidence	to	strengthen	the	results	of	speed-up	in	
Step	3.	Monitor and calculate the auxiliary metrics 
for a sampled set of instances before and after 
applying the system change. 

Calculate the job level metric change using the 
baseline	auxiliary	metrics	and	the	new	auxiliary	
metrics . If the metric change complies with the 
speculation, the performance speed-up is regarded 
to be strengthened from the specific perspective 
speculated in Step 1.

Definition	of	RUE,	the	Primary	Metric

The primary metric, resource usage effectiveness (RUE), 
measures the resource consumed for each piece of work 
done (e.g., a transaction completed in an e-commerce 
workload). Since the RUE metric is monitored for each 
workload instance, it is preferred that the resource consumed 
is measured using the system metrics in a low-overhead 
mechanism. 

In this white paper, we study the cases with a focus on 
performance metrics. The resource is then measured in 
CPU time. For the ease of presentation, we use the inverse 
of RUE, denoted as 1/RUE, so that the metric is in the unit of 
transactions per core second.

Varying	RUE	with	Respect	to	Workload	Intensities

In many scenarios, we see that given a different workload 
intensity, the resource usage characteristics of a workload 
can be different, thus the primary RUE metric and some 
other auxiliary metrics are different. Without examining 
the distribution of workload intensities of the individual 
instances of a job, aggregating the metrics of those instances 
for performance comparing can be inappropriate. Instead 
of modeling the metrics as an independent variable, we use 
a regression approach to directly model the metrics based 
on workload intensity. Figure 2 shows how we perform the 
evaluation based on the regression approach. We use RUE 
data from all the sampled instances of a job and model a  
1/RUE function taking workload intensity as the input. The 
function is used as the estimated mean of 1/RUE. Based on 
the estimation error, confidence interval is then available.  
We are then able to calculate the mean metric and its 
standard deviation taking a multi-intensity average or even 
weighted average with a hypothetic intensity distribution. 

Monitoring Tools

Such an evaluation system relies on metrics collected for 
each instance on the computing node. The accuracy of those 
metrics is crucial to performance evaluation. Inaccurate 
metrics collected may even lead to a misleading result. On 
the other hand, the overhead of metrics collection must 
be also considered. Sometimes we need to compromise 
between the accuracy and the overhead.

Depending on whether the job instances are pinned 
exclusively to different sets of cores, we choose to perform 
monitoring at the core level or at the container or virtual 

1

2

3

4

5

Figure 1 . Cluster Performance Evaluation with RUE
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Figure 2 . Evaluation with Regression Approach

One can take a multi-
intensity average, or 

even a weighted average

Estimated 95% 
confidence 

interval

Estimated 
mean

Estimated 95%  
Confidence Interval

Estimated
Mean Can take a multi-intensity average, 

or even a weighted average

Figure 3 . 1/RUE Distribution, (a) Before and (b) After NUMA Change
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machine level. Data are collected from multiple sources, 
including the control group accounting statistics, per-
core statistics from the sar tool, and CPU performance 
counters from Linux perf tool. Monitoring the performance 
counters at the container or virtual machine level can be 
expensive, introducing certain performance impact to the 
workload. The impact varies with respect to the nature of 
the workloads. Therefore we prefer the per-core monitoring 
if it is applicable. We also limit the collection of the auxiliary 
metrics using performance counters by sampling a smaller 
number of instances.

Case Study: 
Cross	NUMA	Node	Memory	Access
In this case study, we evaluate the performance improvement 
from a change of core pinning setting[4]. Before the change, 
two containers running instances of a job are not pinned 
to the processors. Instead, their CPU resource usages are 
simply limited by the CPU quota assignment. During running, 
the Linux CPU scheduler moves the worker threads of a 
workload across the processor boundary. With current 
NUMA architecture and default first-touch NUMA policy, 
such a movement introduces a higher latency in memory 
access. The change applied is to pin the two containers to the 
two processors respectively. After applying the change, we 
speculate the workload performance will get improved due to 

micro-architectural performance gain through reducing the 
amount of remote memory access.

Taking an e-commerce service as an example, for the 
baseline configuration, we collected 130 samples from 
multiple instances before applying the change. We then 
applied the change in a smaller number of instances by 
collecting 26 samples. Note that the metrics are collected 
with the workload intensity randomized. The 1/RUE metrics 
measured in the two configurations are shown in Figure 3(a) 
and (b) respectively. By examining the distributions of  
1/RUE metric, it is not straightforward to conclude whether 
the performance improvement is positive or not. Using the 
evaluation method in Google’s WSMeter, the performance 
improves from the baseline of 1001.7 ± 56.6 to 1016.0 ± 11.6 
with a confidence of 89.1% under 1-side hypothesis test.

We propose using the regression approach to eliminate the 
bias from different workload intensities. Figure 4(a) shows the 
result of regression which leads to the conclusion of positive 
performance change. We derive average performance 
metrics by aggregating the multi-intensity values in the 
function. The improvement of 1/RUE is shown in Figure 4(b) 
with a much higher confidence level (97.5%).

Since we speculate the performance improvement comes 
from a better memory latency with less remote memory 
access, we use the auxiliary metrics to strengthen the 
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empirical results of improvement. We use cycles per 
instruction (CPI) to demonstrate the broader category of 
micro-architectural performance improvement and dissect 
the improvement with the memory latency metric. Both the 
metrics are derived from platform performance counters. 
With the similar regression approach, we saw the high- 
confidence improvement in both CPI and memory latency, 
as shown in Figure 4(b). Meanwhile, our measurement also 
shows that the remote memory access ratio is reduced 
from 19% to 4%. All those evidences demonstrate the clear 
micro-architectural performance gain through reducing 
remote memory access, strengthening the conclusion of 
performance improvement with the change.

In some cloud computing environments, most tasks are 
pinned to cores of the processors. However, sometimes a 
task may be placed across the processor boundary due to 
the sequential decision making in resource packing and 
task placement. The case study demonstrate the potential 
performance penalty in such cases. Re-pinning the tasks 
to the cores on the server can be considered as a potential 
remedy action.

Case Study: Kata vs Pouch
In the second case study, we evaluate the performance 
impact of replacing the Pouch container with the Kata 
container in a workload colocation context[5]. Pouch is an 
open source container engine created by Alibaba. A container 
created from Pouch is a standard Linux container from the 
performance perspective. Kata is a secure container based 
on the lightweight virtual machine (VM) mechanism offering 
a better security context. After replacing Pouch with Kata, we 
speculate that the performance may be impacted due to the 
overheads in virtualization such as translation of system calls 
in virtualization, an additional layer of page table translation 
in the guest OS.

In the evaluation scenario, there are two latency-critical 
services with multiple instances running on different servers 
in the cluster. A distributed best-effort job is also colocated 
(though its performance is less concerned). Service A is a 
CPU/memory bound e-commerce service and service B is 
a NoSQL database service with more network and disk I/O 
operations. Job level 1/RUE metrics for both workloads are 
plotted in the Figure 5. For Service A, we saw very 

Figure 4 . Evaluation Result (a) Regression Approach (b) Metrics Result Before and After
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Figure 5 . RUE of Two Services (Kata vs Pouch)
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Figure 6 . ITP & WCPT of Service B 

(a) (b)

minor performance degradation after replacing Pouch with 
Kata, while for Service B, we saw significant performance 
degradation. The performance degradation is also confirmed 
from the application level performance metrics, e.g., 99%ile 
tail latency.

Based on the speculation of the virtualization overhead,  
we introduce the auxiliary metrics of Instruction path length 
(i.e., instructions per transaction) and page walk overhead 
per transaction (i.e., page walk cycles per transaction). Both 
metrics are derived from platform performance counters. 
Figure 6 shows how the metrics of Service B change after 
replacing Pouch with Kata. In Kata, in average much more 
instructions are executed per transaction. In average, more 
cycles are spent in the page walk process for each transaction 
as well. Those auxiliary metrics clearly demonstrate the 
virtualization overhead for Service B. The additional 
evidence provides an explanation on where the significant 
performance degradation comes from in the service.

Summary
Performance monitoring and analysis is a common challenge 
in hyper-scale cloud cluster. “The reason we concern 
ourselves with performance in Alibaba is that we aim at 
cost reduction while continuously improving performance 
through constant technological innovation.” Jianmei Guo 
said, “We’re happy to work with Intel to come over the 
performance monitoring and analysis challenge in Alibaba 
SPEED with Intel PRM.”

Where to Get More Information
For more informance on Intel® Platform Resource Manager, 
visit https://github.com/intel/platform-resource-manager 
or contact shen.zhou@intel.com

 ¹ Alibaba® System Performance Estimation, Evaluation and Decision (SPEED) platform and Resource Usage Effectiveness (RUE) metric  
https://www.alibabacloud.com/blog/performance-analysis-of-alibaba-large-scale-data-center_594676

 ² Intel® Platform Resource Manager https://github.com/intel/platform-resource-manager
 ³ Li Yi, Cong Li, Jianmei Guo. CPI for Runtime Performance Measurement: The Good, the Bad, and the Ugly.  

IEEE International Symposium on Workload Characterization (IISWC), 2020: 106-113.
 ⁴ 2nd Gen Intel® Xeon® Platinum 8269CY CPU @ 2.50GHz with Memory 192G(12 slots/ 16GB / 2666MT/s), HT on (52*2), Trubo on fix 3.2GHZ, Aliyun Linux 2.1903 (Hunting Beagle),  

Linux Kernel 4.19.81-17.1.al7.x86_64, Specjbb2015,Distributed JVMs(1 Ctr,1 TxI,1BE),8 cores 16G of BE, Preset Injection Rate Range(5000~15000),Preset Duration 210s * 10 rounds 
Cassandra3.11.7,stressed by cassandra-stress, Read, Rate threads 8 fixed Range(5000~30000)/s, duration 30s *180 rounds TPC-H, hadoop 2.7.3+hive 2.1.1+query script  
https://issues.apache.org/jira/browse/HIVE-600, tpch dbgen 10G Scale

 ⁵ 2nd Gen Intel® Xeon® Platinum 8269CY CPU @ 2.50GHz with Memory 192G(12 slots/ 16GB / 2666MT/s), HT on (52*2), Trubo on fix 3.2GHZ, Aliyun Linux 2.1903 (Hunting Beagle),  
Linux Kernel 4.19.81-17.1.al7.x86_64, Docker 18.06.0-ce, Kata runtime 1.12.0-alpha0, Pouch 1.3.0 
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