Deep Learning:
Real Thought in the Cloud

How to grow your cloud services business with deep learning
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A subcategory of machine learning, deep learning seeks to simulate how the
human brain learns and processes information (see Figure 1). This is achieved by
creating multi-layered artificial “neural networks” that can extract complicated
relationships from data. The layers of the network connect to each other, so
the output of one layer serves as the input for the next, and the network can
progressively extract more complex information. An image recognition application,
for example, might start by identifying edges, then shapes, then gradually progress
to identifying faces and individuals.
Some deep learning models can improve as they process more data (such as
pictures, text and sounds) and can therefore provide more accurate insights and
predictions over time.

One of the strengths of deep learning is that it
doesn’t require explicit programming: the software
can be trained to find patterns you’re interested in,
without anyone needing to define the problem in
detail and program the solution. For example, you
don’t have to tell it what a face looks like (here’s an
eye, this is a nose…) because you can just provide
a collection of photographs of faces and let the
software work out what a face is.
The deep learning market is expected to top USD
18 billion by 2024 at a compound annual growth
rate of 42 percent1. For cloud service providers
(CSPs) providing Infrastructure as a Service (IaaS)
or Platform as a Service (PaaS), there is a clear
opportunity to deliver the technologies that will
underpin these new AI applications. Companies
are looking to the cloud for cognitive application
program interfaces (APIs) that can process data and
return results on demand, deep learning model
management services, and preconfigured data
science virtual machines (VMs), powered by highend CPUs in the cloud.
Deep learning can also help to streamline and
improve the CSP’s internal processes. CSPs have
an opportunity to use deep learning for customer
experience management, service management,
and network management optimization2.
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Figure 1: Deep learning is a subset of machine learning, which is in itself a subcategory within
artificial intelligence. Natural language processing is an example of a deep learning application.

Real-world Examples of Deep Learning in the Cloud
Cloud-based deep learning can be used for a wide range of
applications, including the following:
• H
 uman resources (HR). Deep learning can build prediction
models for employee resignation, while chatbots can perform
basic HR functions and develop hiring practices.
• Sales. Account representatives can use AI to process
thousands of websites, social media posts, and news articles
to help compile critical customer information.
• Marketing. Recommendation engines and other real-time
tailored content can help to direct customers to more of what
they want to see.
• I nsurance. Deep learning can be used for fraud detection and
optimizing underwriting. It can also help to identify customer
needs so the company can improve customer service and
create upsell opportunities.

This list could go on: in manufacturing, deep learning can help
to optimize repairs and throughput; in financial services, it can
help to predict market movements; in geoscience, it helps to
predict earthquakes. In fact, there are applications for deep
learning almost anywhere there is complex data, and a motive
for understanding it.
Of those companies that use AI in 2019, 65 percent will create
AI applications using cloud-based development services,
according to Deloitte Global3. By providing those services,
CSPs have an opportunity to attract new clients, and to grow
their revenue with existing clients.

AI IN THE CLOUD

• Healthcare. Deep learning can be used to analyze diagnostic
images of patients, accelerating the detection and treatment
of cancer. Deep learning can also be used to better tailor
medicine to each patient.

Of those companies that use AI in 2019 65 percent
will create AI applications using cloud-based
development services³
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Kingsoft* Launches Deep Learning in the Cloud
Kingsoft* (one of China’s leading CSPs) worked with Intel to
develop a deep learning service called Kingsoft Deep Learning*
(KDL). It enables customers to get more profound insights
from their data sets. KDL can be used for applications such
as image analysis, image recognition, video recognition and
voice recognition. KDL is built on containers and supports the
TensorFlow*, Caffe*, and MXNet* deep learning frameworks.
Customers can focus on building their deep learning models
and on running the training and inference workloads,
without needing to build a deep learning environment.
Intel and Kingsoft engineers collaborated to optimize Caffe
and TensorFlow containers to use Intel® Advanced Vector
Extensions 512 (Intel® AVX-512) on Intel® Xeon® Gold 6132
processors (along with Intel® SSD S4500 960GB, and Intel®
10GbE X520 NICs)4.

Understanding the Service Options
Deep learning applications require a multi-layered
stack of software technologies, and a hardware
platform that is powerful enough to meet the
demanding storage, compute and networking
requirements (see Figure 2).
CSPs have a choice over how much of the stack
they provide to their customers, based on the
CSP’s own business model. A Software as a
Service (SaaS) provider, for example, might offer
the entire stack, with customers accessing the
final AI-powered application. PaaS and IaaS
providers would enter into a more collaborative
arrangement with their clients, enabling clients
to develop or host their own applications on the
CSP’s servers.
Service options include:
• I nfrastructure as a Service (IaaS): At the most
basic level, you can provide your customers with
bare metal, or IaaS, and invite your customers
to bring their own deep learning and/or other
software. Deep learning applications that require
particularly high performance may benefit
from running on bare metal, and there may be
opportunities to charge more for more powerful
processors.
• C
 ontainers as a Service (CaaS): Containers
have accelerated software development by
enabling an application to be packaged with all

of its dependencies, so it’s more likely to run as
designed. By offering containers as a service,
you can make it easier for companies that are
developing their own deep learning applications
to transition them to the cloud, and to run
them there successfully. Find out more in our
Containers as a Service eGuide.

CSP DEEP LEARNING/AI STACK

• P
 latform as a Service (PaaS): CSPs can offer
hardware that is preconfigured with deep
learning software, libraries, tools and/or
frameworks. For example, a PaaS offering might
include TensorFlow* running on Intel® Math
Kernel Library for Deep Neural Networks (Intel®
MKL-DNN). This enables customers to develop
and deploy deep learning workloads without
needing to install or configure the deep learning
framework itself.
• A
 rtificial Intelligence as a Service (AIaaS): In
this model, CSPs host artificial intelligence (AI)
and deep learning applications and functions
themselves. For example, they could offer
facial recognition, speech recognition, or other
services in the cloud. The user brings their data
and runs it against that application, using an API
to issue requests and incorporate the responses
in their own applications.

Figure 2: The hardware/software stack for delivering deep learning
applications in the cloud.

Using Optimized Frameworks
To help improve the performance of your deep learning
service on Intel® processors, Intel offers a number of optimized
frameworks. These frameworks have been tuned to take
advantage of processor features that can accelerate performance.

Intel® Optimization for TensorFlow*
The brainchild of Google*, TensorFlow* is an open source
software library for machine learning. Google uses it for its own
services, including Search*, Gmail*, Translate*, Maps*, Android*,
and Speech*5. TensorFlow is fast, flexible, and productionready. Some of TensorFlow’s other advantages include excellent
tutorials and training, an easy-to-use and modular front end
and a rich set of linear algebra tools (so it can not only do deep
learning but also regression analysis). TensorFlow also offers
some additional functionality, including:
• T
 ensorFlow Serving*, which takes a trained TensorFlow model
as input and converts it into a web service that can score
incoming requests. The models can be hot-swapped without
bringing the service down.
• T
 ensorFlow Lite*, which lets customers use a trained model on
a mobile device.
Intel and Google engineers have been working together
to optimize TensorFlow for Intel® Xeon® processors.
Optimizations include:
• U
 sing Intel® AVX-512 instructions, to enable more data
to be processed at the same time on the Intel® Xeon®
Scalable processor;
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• Improving performance through the efficient use of all the
available cores;
• Implementing parallelization within a given layer or operation
as well as parallelization across layers, so that the processor
can carry out more work at the same time;
• Using prefetching data, cache locking techniques and data
formats to keep useful data in the cache, and reduce the time
taken by retrieving data from memory.
TensorFlow is a popular choice for many CSPs, including Tencent*
and Caicloud*.6
Download the Intel Optimization for TensorFlow

Intel® Optimization for Caffe*

BigDL*

Using BigDL at JD.com*

Caffe* is a deep-learning framework developed by
the Berkeley Vision and Learning Center* (BVLC) and
community contributors. Written in C++, Caffe is one
of the oldest and most widely supported libraries for
convolutional neural networks (CNNs) and computer
vision. Caffe powers academic research projects, startup
prototypes, and large-scale industrial applications in
vision, speech and multimedia. It supports OpenCV*, a
widely used library for adding computer vision capabilities
to devices. Some advantages of Caffe include many
pretrained models, support for a wide variety of languages
(Python*, MATLAB*, C and C++), and speed—Caffe is
among the fastest CNN implementations available.

If you have customers who are using Apache Hadoop*
and Apache Spark*, you can enable them to get more
value from their data by providing BigDL*, a distributed
deep learning library for Spark. Using BigDL, developers
can write deep learning applications as Scala* or Python*
programs. (R* and Java* are available through Spark).

JD.com* is the second largest online retailer in China and
also provides a public cloud service. With a huge catalog of
products on sale in its retail site, the company has hundreds
of millions of product images. These are stored in Apache
HBase*, the distributed, big data store of the Hadoop
framework. JD wanted to be able to match features in
different product images. This capability could be used, for
example, to enable a visual search feature, where customers
could snap a photo of something they like, and JD could find
something similar they can buy.

Intel® Optimization for Caffe* is a customized version
of Caffe that has been optimized for Intel® architecture.
Intel Optimization for Caffe makes efficient use of CPU
resources through reduced algorithm complexity, a
reduced number of calculations, and code vectorization
to improve performance. OpenMP* is used for
multithreading to enable work to be shared more
effectively across multiple processor cores. Other CPUspecific, system-specific, and generic code optimization
techniques have also been applied.
Download the Intel Optimization for Caffe
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BigDL supports a number of preconfigured neural
network models, and has more than 100 standard
neural network “building blocks” and several out-ofthe-box examples of end-to-end implementations
for written character recognition (LeNet*), object
recognition (ImageNet*), and text classification (using the
TextClassification topology). Using BigDL, you can load
pretrained Caffe or Torch* models and run them against
data stored in Hadoop*. BigDL can efficiently scale out to
perform data analytics at “big data scale”.
To achieve high performance, BigDL uses Intel®
Math Kernel Library (Intel® MKL) and multithreaded
programming in each Spark task. Designed and optimized
for Intel® Xeon® processors, BigDL and Intel MKL help to
optimize the performance from the available hardware.

BigDL enabled JD to take the Caffe model it had previously
trained using its GPU estate, and redeploy it on its existing
CPU architecture, where the images were stored. Using a
highly parallel architecture with 1,200 logical cores, the
process of reading the image data from the database was
greatly accelerated, contributing to an overall performance
increase of 3.83x7, compared to using the GPU cluster.

Download BigDL here

Find out more

Apache MXNet*

Accelerating Performance in Hardware

A lean, flexible and ultra-scalable deep-learning
framework, MXNet* supports several deep-learning
models, including CNNs and Long Short Term Memory
networks (LSTMs). LSTMs are a special type of recurrent
neural network (RNN) that is able to remember relevant
information for longer, for example to better understand
the next word in a written sequence by viewing it in
the the context of previous words. Actively supported
by Amazon*, MXNet has been designed to excel at
computer vision, speech, language processing and
understanding, and generative models.

The Intel Xeon Scalable processor introduced Intel® AVX512, which enables more data to be processed in a single
processor instruction than the previous generation
processor. This processor also introduced the INT8 data
format, which enables lower precision data to be used to
potentially speed up deep learning analysis.

MXNet provides a flexible environment with support for
many common languages (C++, JavaScript*, Python, R,
MATLAB, Julia*, Scala and Go*).
MXNet v1.2 is integrated with Intel® MKL-DNN to
accelerate neural network operators. The optimizations
using Intel MKL-DNN help to reduce latency for better
real-time results (especially for a batch size of 1) and
improve throughput for larger batch sizes.
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The 2nd Generation Intel® Xeon® Scalable platform
introduced an Intel® Vector Neural Network Instruction
(Intel® VNNI) for fused multiply-add operations, which
are often used in matrix manipulations for deep learning
analysis. By combining three processor instructions
into one, the new VNNI accelerates the performance
of functions such as image classification, speech
recognition, language translation, and object detection.

Boost AI Performance with
Libraries from Intel
As Figure 2 shows, libraries can be used
underneath the deep learning frameworks to
enhance performance on Intel® architecture. The
optimized AI frameworks we’ve discussed are
closely meshed with several libraries from Intel,
which can improve performance significantly.
• I ntel MKL features highly optimized, threaded,
and vectorized math functions that maximize
performance on each processor family. It
automatically dispatches optimized code for
the processor, so you can take advantage of the
performance available on the server without
needing to write code tailored for it. It helps
you to optimize code for future generations
of Intel® processors, because you can upgrade
Intel MKL without needing to change your core
applications.
• Intel MKL-DNN is an open source library that
accelerates deep learning frameworks on Intel
architecture. Intel MKL-DNN includes highly
vectorized and threaded building blocks to
implement CNNs with C and C++ interfaces.

• I ntel® Data Analytics Acceleration Library
(Intel® DAAL) helps accelerate big data
analytics by providing optimized building
blocks for preprocessing, transformation,
analysis, modelling, validation and decision
making. It can be used for offline, streaming
and distributed analytics, and works with
popular data platforms including Hadoop,
Spark, R, and MATLAB.
Through a combination of services and
optimized hardware and software, Intel is
helping CSPs to meet the performance and scale
requirements of AI. Intel also supports CSPs
in enabling the right configurations to deliver
optimal results. For example, Intel teams can
help CSPs analyze their customer requirements
and help build an automated AI offering that is
easy for CSP customers to consume. Intel also
offers Priority Support, which enables CSPs
to connect privately with Intel engineers for
technical questions.

AI Drives Optimal User Experience
Meituan*, one of the world’s largest online
and on-demand delivery platforms, worked
with Intel to add deep learning capabilities
that improve the user experience. Using deeplearning-powered natural language processing,
Meituan can perform text analysis, semantic
matching and search engine ranking to return
the most relevant vendors and services when
users conduct a search.
Meituan has a long and collaborative
relationship with Intel. Meituan chose to
deploy deep learning on Intel® architecture
due to Intel’s full stack of end-to-end artificial
intelligence (AI) products for building AI
solutions at scale, the ease of deployment,
and Intel’s commitment to collaboration and
helping to build a differentiated AI solution.

Find out more
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Conclusion
As companies increasingly take an interest in deep learning,
CSPs have an opportunity to improve their customer
satisfaction and increase their revenues by offering tailored
deep learning services. These could range from providing
ready-to-use functions such as image recognition, hosting a
platform that includes popular frameworks, or providing the
core infrastructure upon which a customer can build their
own deep learning solution. Intel optimizes deep learning
frameworks to unlock the performance of Intel processors,
and works with CSPs to help them to build a differentiated
and powerful offering for their customers.
Discover more resources for CSPs: visit intel.com/csp
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further reading
Resources:
• Intel Resources for AI professionals
• Intel Resources for Cloud Service Providers
• Intel® AI Academy

Software and workloads used in performance tests may have been optimized for performance only on Intel microprocessors.
Performance tests, such as SYSmark and MobileMark, are measured using specific computer systems, components, software,
operations and functions. Any change to any of those factors may cause the results to vary. You should consult other information and
performance tests to assist you in fully evaluating your contemplated purchases, including the performance of that product when
combined with other products. For more complete information visit www.intel.com/benchmarks

• Intel® Math Kernel Library
• I ntel® Math Kernel Library for Deep Neural
Networks
• Intel® Data Analytics Acceleration Library
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This performance test compares 20 NVIDIA Tesla* K40 with 24 servers based on the Intel® Xeon® processor E5-2650 v4 at 2.20GHz
with 1200 logical cores. Each server has 24 physical cores with Intel® Hyper-Threading Technology (Intel® HT Technology) enabled,
and is configured to support 50 logical cores in Apache Hadoop Yet Another Resource Negotiator* (YARN*). More information:
https://software.intel.com/en-us/articles/building-large-scale-image-feature-extraction-with-bigdl-at-jdcom

• Intel® Xeon® Scalable processors
• I ntel Framework Optimizations
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