
Enterprise containers are a key enabling technology for digital transformation and 
the migration to cloud-native infrastructure. They decouple software workloads 
from the underlying hardware, allowing all application dependencies to be bundled 
up in the container package, enabling them to traverse multiple clouds while being 
centrally orchestrated. This architecture enables IT organizations to realize the full 
agility, flexibility, elasticity, and benefits of cloud computing, as well as both OpEx 
and CapEx advantages by paying for resources on an as-needed basis.

Beyond simply packaging software for cloud deployment, cloud-native computing 
requires software to be designed explicitly for the cloud to attain the model’s 
full benefit. Software architectures must place a premium on lightweight design 
to enable software-defined networking to spin container-based services up and 
down on demand with maximum performance and scalability. The following cloud-
native principles enable development organizations to improve their ability to 
serve the business with cost-effective, high-quality container-based solutions that 
accelerate time-to-production for new capabilities and services:

•  Microservices are small, discrete modular units of software functionality that 
communicate among themselves on a shared fabric to instantiate composite 
applications in aggregate.

•  DevOps practices enable software development teams to automate code, debug, 
test, and release processes as a unified whole, increasing quality, efficiency, and 
deterministic repeatability.

•  Continuous integration/continuous delivery (CI/CD) consists of making many 
frequent software releases (even multiple times per day), increasing the pace of 
change while reducing its incremental impact.

The adoption of application containers continues to accelerate. This rapid 
transition to delivering network functionality using cloud-native software extends 
the historical transition from rigid, single-purpose architectures to flexible ones 
built for dynamic environments, as illustrated in Figure 1.
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Development organizations can deploy stateful applications in containers using 
the Intel® Optane™ Persistent Memory (PMem) CSI Operator to expose high-
performance container storage. To streamline and automate implementation, 
the open source code is available either as a Kubernetes operator or as a 
certified Red Hat® OpenShift® operator, which is provided through the Red 
Hat Ecosystem Catalog. This paper introduces Intel PMem CSI and the role of 
operators in enabling control path operational agility and scale.

Table of Contents
Container Storage Based on  
Intel Optane PMem . . . . . . . . . . . . . . . . . . . . . 2
  Unprecedented Flexibility in  

Memory-Storage Architectures . . . . . . . 3
  Industry-Standard,  

Open Programming Model . . . . . . . . . . . . 3
Enabling the New Container 
Storage Tier . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4
  Standardized Storage Access  

with Intel Optane PMem CSI . . . . . . . . . . 4
  Containerized Access to Intel Optane  

Persistent Memory . . . . . . . . . . . . . . . . . . . 4
  Installing Intel Optane PMem  

CSI with a Kubernetes Operator . . . . . . . 4
Integrating and Automating with  
Red Hat® OpenShift® . . . . . . . . . . . . . . . . . . . . 5
Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
More Information  . . . . . . . . . . . . . . . . . . . . . . 6

White Paper



White Paper | Streamlined Implementation of High-Performance Container Storage

2

At the left side of the figure, applications were deployed 
as monolithic entities on custom, fixed-function hardware. 
Under this approach, deployments were expensive and static, 
with changes often requiring forklift upgrades. As commercial 
off-the-shelf (COTS) servers based on Intel® architecture 
became more powerful, deployments gradually began to 
transition to standards-based appliances, eventually adding 
further to agility and cost-effectiveness using hypervisor-
based virtualization with virtual machines (VMs).

Deploying VMs on private cloud infrastructures made it 
possible to dynamically orchestrate workloads across hosts, 
enabling software-defined networks where resources are 
instantiated as needed. Transitioning to containers provides 
a lighter-weight approach, reducing overhead by eliminating 
the need for the hypervisor and full OS instance in each 
VM. Containers implement OS-based virtualization, which 
enables multiple containers to share a single OS instance—
on bare metal or inside a VM—improving performance while 
also becoming more agile and less tied to specific hardware 
or operating environments.

Container deployments originally focused on stateless 
applications, which by definition do not store data on 
the host system, although they may use client-focused 
technologies such as cookies to track transaction requests 
from a given user, for example. Stateful applications, by 
contrast, keep track of all session data on the host and 
modify or configure their behavior based on that history. 
This factor makes architectural design, implementation, and 
scaling generally more complex for stateful applications than 
for stateless ones.

As container adoption has extended from stateless to 
stateful applications, the need for persistent storage has 
arisen with it. To support the broadest range of usage 
models, container storage must combine flexibility and 
elasticity with high throughput and low latency. Stateless 
applications may rely on large amounts of system memory 
to reduce latency for dynamic workloads, but that approach 
can be prohibitively expensive, and it cannot provide the data 

persistence required by stateful applications. Thus, stateful 
applications have traditionally implemented block storage, 
which is cheap and persistent but slow, limiting the ability to 
meet the read/write requirements needed to deliver a high-
quality user experience from containerized workloads.

Container Storage Based on Intel Optane PMem
Available in 128, 256, or 512 GB DIMM modules, the Intel 
Optane PMem 200 series is a solid-state device that is 
socket-compatible with DRAM, shown in Figure 2. Unlike 
DRAM, the technology provides options for data persistence 
and the potential to provision far larger amounts of system 
memory at lower cost. Intel Optane PMem defines a new 
memory and storage tier that enables higher memory 
capacity at lower cost than DRAM as well as data persistence 
that enables it to behave like storage, retaining onboard data 
during power cycles.

Figure 2. Intel® Optane™ PMem module.

Figure 1. The evolution of cloud-native architecture.
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Intel Optane PMem 200 series protects data at rest using 
AES-256 encryption, made transparent to applications using 
hardware-based cipher key processing. The storage media 
supports cryptographic erasure of data contents by changing 
the encryption key, as a data-protection measure for device 
re-provisioning or at end of life. Intel Optane PMem is 
engineered for high durability in the face of high-volume 
storage requests from dynamic, software-defined container 
environments.



White Paper | Streamlined Implementation of High-Performance Container Storage

3

Unprecedented Flexibility in Memory-Storage 
Architectures
Intel Optane PMem provides flexibility by means of two 
operating modes, as shown in Figure 3. Together, these 
operating modes offer either volatile or persistent operation 
and enable data center infrastructure to work around the gap 
in the memory-storage continuum between high-cost, high-
performance DRAM and lower-cost, slower block storage:

•  Memory Mode enables Intel Optane PMem to act as low-
cost volatile system memory (without data persistence), 
with support for unmodified existing applications and 
performance close to DRAM.

•  App Direct Mode provides data persistence for enabled 
software, enabling a pool of memory separate from RAM 
or acting as low-latency persistent storage. Storage over 
App Direct uses standard file APIs to present Intel Optane 
PMem as high-performance block storage to unmodified 
applications or file systems.

Intel Optane PMem in Memory Mode can act as a memory 
capacity tier that augments more expensive DRAM, as 
illustrated in Figure 4. In this large-memory implementation, 
Intel Optane PMem and DRAM are installed in system 
memory slots, side-by-side. DRAM acts as a performance/
caching tier, while the larger capacity tier cost-effectively 
enables as much as 6 TB of total memory per socket for 
systems based on the 3rd Generation Intel Xeon Scalable 
processor. The Intel Optane PMem 200 series provides an 
average of up to 32 percent more memory bandwidth than 
the previous generation.1 Tiers in the storage hierarchy for 
cooler data are provided by Intel Optane SSDs and other 
storage media.

Figure 3. Intel® Optane™ PMem operating modes.

The flexibility afforded by multiple operating modes enables 
data center operators to map workloads to the memory-
storage architecture that’s best suited to their specific needs, 
deploying Intel Optane PMem modules as required.

Industry-Standard, Open Programming Model
The Storage Network Industry Association (SNIA) specifies a 
programming model to enable programming for persistent 
memory that takes advantage of its dual nature of being 
byte-addressable like memory and persistent like storage. 
Applicable to persistent memory technologies from Intel or 
any other manufacturer, the model exposes the following 
main capabilities:

•  Management path for configuring and checking the health 
of persistent memory devices

•  Storage path, exposing persistent memory to unmodified 
software as fast storage using traditional APIs

•  Memory-mapped path provides a persistent memory-
aware file system for direct load/store access by software

Figure 4. Hierarchical memory and storage architecture.
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Intel initiated and maintains the PMem.io open source 
project, which works to streamline application development 
that takes advantage of persistent memory. The project 
provides the Persistent Memory Development Kit 
(PMDK), which includes libraries that Intel has validated 
and optimized for performance. The libraries offer a 
modular approach to development that builds on the SNIA 
programming model, and they are suitable for persistent 
memory technologies from Intel or any other manufacturer.

Enabling the New Container Storage Tier
A Container Storage Interface (CSI)-compliant driver known 
as Intel Optane PMem CSI exposes Intel Optane PMem in 
App Direct mode to containerized applications as filesystem 
storage. In addition to manual deployment via YAML files, the 
Intel Optane PMem CSI project also provides a Kubernetes 
operator that provides a streamlined consumption path for 
developers.

The operator automates the processes associated with 
deploying and updating Intel Optane PMem CSI in 
production container environments, enabling truly cloud-
native operation. The resulting application topology 
delivers scalable, repeatable results for business-critical 
applications and services. It can help to significantly reduce 
the operational burden of managing software across today’s 
multi-cloud infrastructures.

Standardized Storage Access with Intel Optane 
PMem CSI
Intel Optane PMem CSI is a standardized driver 
implementation that simplifies the provisioning and 
management of shared storage by Kubernetes and other 
container orchestration systems (COSs). Storage vendors 
use the driver to expose their products to containerized 
applications as persistent storage, including support for 
advanced storage capabilities such as cloning and snapshots.

Kubernetes made Intel Optane PMem CSI generally available 
in v1.13. Earlier approaches to exposing container storage 
were based on in-tree plugins that were integrated directly 
into the Kubernetes binaries. That approach limited storage 
developers’ control over the drivers they developed, 
preventing them from putting bug fixes and other changes in 
place outside the cadence of Kubernetes releases. 

Because CSI drivers are autonomous from the core 
Kubernetes codebase, storage vendors can implement and 
maintain them independently using a set of Kubernetes APIs, 
without integrating their drivers with Kubernetes. Moreover, 
standardization enables a single CSI driver to expose a 
given memory platform across COSs, rather than needing to 
create separate drivers for multiple container platforms. This 
approach also eliminates potential security or stability issues 
that could arise from incorporating third-party code into the 
core Kubernetes binaries, which were often challenging or 
impossible for Kubernetes maintainers to test or maintain.

Containerized Access to Intel Optane  
Persistent Memory
Intel Optane PMem CSI is an open source CSI driver that 
exposes Intel Optane PMem as filesystem volumes to 
containerized applications running on Kubernetes and other 
COSs. It provides developers with a streamlined way to take 
advantage of high-capacity persistent storage with latency 
similar to that of DRAM. Intel Optane PMem CSI supports the 
following types of volumes:

•  Persistent volumes. The volume is created independent of 
the application, and the application must run on the same 
node as the volume to make use of it. Data is retained until 
the volume is deleted.

•  CSI ephemeral volumes. Each time an application starts to 
run on a node, a new volume is created for it on that node. 
When the application stops, the volume is deleted. The 
volume cannot be shared with other applications.

•  Raw block volumes. Intel Optane PMem CSI provisions 
volumes as raw block devices, and pages mapped on the 
raw block device go through the Linux page cache.

The Intel Optane PMem CSI driver can operate in either 
Logical Volume Management (LVM) or Direct device mode:

•  LVM device mode avoids device fragmentation by creating 
and maintaining namespaces from all available space at 
startup. The driver arranges the LVM namespaces in LVM 
volume groups, which it uses to create logical volumes in 
response to API requests. 

•  Direct device mode eliminates the LVM device mapping 
layer, reducing complexity and runtime overhead. The risk 
of free-space fragmentation arises because Direct device 
mode creates namespaces directly on the physical storage 
device and cannot allocate non-contiguous regions of 
storage to create a larger volume.

Capacity-aware scheduling ensures that Kubernetes pods 
are scheduled only onto nodes that have sufficient available 
storage capacity. This practice avoids the potential for 
repeated rescheduling, which degrades performance. To 
enable capacity-aware scheduling, the Intel Optane PMem 
CSI controller includes a central component to extend 
the schedule extender webhook to identify which nodes 
the Intel Optane PMem CSI driver is running on, as well as 
details about available capacity. The Kubernetes scheduler 
uses that information to create the list of nodes that a 
pod can potentially run on. Starting with Kubernetes 1.21, 
the extender is not needed because Kubernetes directly 
supports storage capacity tracking.

Installing Intel Optane PMem CSI with  
a Kubernetes Operator
Operators are software extensions to Kubernetes that run as 
Kubernetes applications and provide a consistent approach 
to package, deploy, and manage software on clusters. 
This capability is provided by custom resources, which are 
extensions of the Kubernetes API that each represent specific 
customizations of a particular Kubernetes installation. 

https://pmem.io/
https://kubernetes.io/docs/concepts/storage/storage-capacity/
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The Intel Optane PMem CSI Operator uses a cluster-
scoped custom resource named PmemCSIDeployment to 
describe how an Intel Optane PMem CSI driver instance 
is to be created. It enables that deployment to be carried 
out on demand to meet the requirements of containerized 
applications for access to Intel Optane PMem.

A control loop listens on the control plane for deployment 
changes and continually compares the cluster’s actual state 
to the state desired by the operator. To resolve differences 
between those two states, the controller ensures that 
additional Kubernetes resources are created when required 
for a driver deployment. In concept, the control loop is 
analogous to a room thermostat, which monitors the room 
temperature relative to the thermostat setting and engages 
HVAC equipment to resolve disparities.

The operator itself is based on the CoreOS Operator SDK, 
a component of the Operator Framework, which is an open 
source toolkit designed to manage Kubernetes operators 
in an effective, automated, and scalable way. In addition, 
the Framework provides operator lifecycle management 
to oversee installation and updates of operators, as well as 
operator metering, which provides usage reporting.

Administrators have several options for deploying the 
Intel Optane PMem CSI operator to a Kubernetes cluster, 
including from the Operator Hub or manually using YAML 
files. Installing a newer version of the operator enables 
seamless Intel Optane PMem CSI upgradeability to existing 
installations. Administrators must pre-provision memory 
regions on NVDIMM devices using the ipmctl utility, 
determining how much capacity to make available to the Intel 

Optane PMem CSI driver and how that capacity is to be used. 
Intel Optane PMem CSI also supports the ndctl utility library 
for managing the libnvdimm (non-volatile memory device) sub- 
system in the Linux kernel. The following examples demonstrate 
how to use Intel Optane PMem CSI with applications:

•  Redis-PMem operator. Deploy a Redis cluster through  
the redis-operator using QEMU-emulated persistent 
memory devices.

•  memcached with Intel Optane PMem. Deploy memcached 
with Intel Optane PMem as a replacement for DRAM.

•  Cassandra. Deploy Cassandra with Helm such that it uses 
Intel Optane PMem.

•  Google Cloud Engine. Install Kubernetes and Intel Optane 
PMem CSI on Google Cloud machines.

Ask your Red Hat OpenShift sales representative about 
specific use cases.

Integrating and Automating with  
Red Hat® OpenShift®
Red Hat® OpenShift® Container Platform is an enterprise-
grade container platform based on Kubernetes that provides 
a development and deployment foundation for cloud-native 
topologies based on container-resident microservices. 
Developed and distributed using an open source model, 
OpenShift is integrated with Red Hat’s developer tools 
portfolio to help drive up development efficiency. OpenShift 
provides a consistent platform to implement and orchestrate 
containers across any combination of on-premises, hosted, 
and public cloud compute nodes, to dynamically provide 
enterprise services when and where they are needed, as 
illustrated in Figure 5.

Figure 5. Red Hat® OpenShift® optimizes development, deployment, and management of containerized applications.
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https://github.com/operator-framework
https://intel.github.io/pmem-csi/latest/docs/install.html#installing-the-operator-from-operator-hub
https://intel.github.io/pmem-csi/latest/docs/install.html#installing-the-operator-from-yaml
https://intel.github.io/pmem-csi/latest/docs/install.html#installing-the-operator-from-yaml
https://intel.github.io/pmem-csi/latest/docs/install.html#persistent-memory-pre-provisioning
https://docs.pmem.io/persistent-memory/getting-started-guide/what-is-ndctl
https://intel.github.io/pmem-csi/1.0/examples/readme.html#application-examples
https://intel.github.io/pmem-csi/1.0/examples/redis-operator.html
https://intel.github.io/pmem-csi/1.0/examples/memcached.html
https://intel.github.io/pmem-csi/1.0/examples/cassandra.html
https://intel.github.io/pmem-csi/1.0/examples/gce.html
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To implement Intel Optane PMem-based container storage 
in OpenShift environments, Red Hat has certified the Intel 
Optane PMem CSI Operator. This process involved thorough 
testing by Intel of the operator under a variety of conditions 
to verify its stability and functionality. Red Hat certification 
attests to the successful completion of additional testing 
criteria for correct functionality of the operator and driver  
on OpenShift.

Intel Optane PMem CSI has also passed badging certification. 
Certification badges extend the Red Hat OpenShift Operator 
certification into specific functional areas or infrastructure 
services that are key in cloud-native deployments. Built 
on the foundations of container and operator certification, 
badges indicate that a certified product delivers additional 
capabilities, such as conformance with Kubernetes plugin 
APIs including CSI or Container Networking Interface (CNI). 
These assurances help customers deploy Intel Optane PMem 
CSI with confidence. 

The certified operator is available through the Red Hat 
Ecosystem Catalog, which Red Hat describes as “the official 
source for discovering and learning more about the Red Hat 
Ecosystem of both Red Hat and certified third-party products 
and services.” Red Hat delivers the operator to customers as 
a SaaS offering, and the recommended installation approach 
is documented in the Red Hat Ecosystem Catalog.

In addition to end-user direct GitHub support for the 
operator, Intel has partnered with Red Hat to implement a 
B2B support engine called the TSAnet collaboration tool 
that expedites collaboration and remediation for ecosystem 
solutions. The tool automatically routes issues to the correct 
team members at both companies and helps enforce SLAs 
during incident resolution.

OpenShift automates management functions across 
multicloud deployments to support administrator efficiency. 
It incorporates a hardened Linux OS and container runtime 
environment, supported by additional components for 
services such as networking, monitoring, registry, and 
authentication.

Integrating components from Red Hat Enterprise Linux 
(RHEL) and other Red Hat technologies, OpenShift benefits 
from broad-based hardening, testing, and certification 
initiatives at Red Hat. These practices help drive stability 
and data security into the platform. The ecosystem of Red 
Hat Certified Operators benefits from Red Hat tooling and 
other support, including a simple deployment path and 
streamlined maintenance for operators. Red Hat also sustains 
the open source Operator Framework project to provide 
tooling and support, including the following components:

•  The Operator SDK makes it easier for developers to work 
with Kubernetes APIs by abstracting away complexity from 
the software stack. 

•  The Operator Lifecycle Manager adds further to the 
OpenShift operator value proposition by overseeing 
installs, configurations, and updates throughout the 
lifecycles of all the operators on a Kubernetes cluster.

Conclusion
Containerization of stateful applications often requires 
high-speed container storage that cost-effectively eliminates 
the performance deficits of conventional block storage. 
Low-latency, high throughput local storage based on Intel 
Optane PMem is an excellent solution. The Intel Optane 
PMem CSI driver exposes that storage as filesystem volumes 
to Kubernetes and other container platforms, a process that 
is simplified by implementing the driver as a Kubernetes 
operator. Adding further to usability, Red Hat has certified 
the operator for OpenShift and offers the certified version 
through the Red Hat Ecosystem Catalog. These measures 
make Intel Optane PMem a compelling choice for container 
storage.

More Information
•  Intel® Optane™ PMem: intel.com/content/www/us/en/

architecture-and-technology/optane-dc-persistent-
memory.html

•  Intel® Optane™ PMem CSI operator (open source 
community): operatorhub.io/operator/pmem-csi-operator

•  Intel® Optane™ PMem CSI operator (Red Hat Ecosystem 
Catalog): catalog.redhat.com/software/operators/
detail/612cd31535f8020a3f8bd5f2

•  GitHub Readme file for Intel Optane PMem CSI storage 
driver: intel.github.io/pmem-csi/1.0/README.html

•  Persistent Memory Programming open source project: 
pmem.io

•  Red Hat OpenShift: redhat.com/en/technologies/cloud-
computing/openshift

https://redhat-connect.gitbook.io/openshift-badges/badges/container-storage-interface-csi-1
https://catalog.redhat.com/software/operators/detail/612cd31535f8020a3f8bd5f2
https://catalog.redhat.com/software/operators/detail/612cd31535f8020a3f8bd5f2
https://www.intel.com/content/www/us/en/architecture-and-technology/optane-dc-persistent-memory.html
https://www.intel.com/content/www/us/en/architecture-and-technology/optane-dc-persistent-memory.html
https://www.intel.com/content/www/us/en/architecture-and-technology/optane-dc-persistent-memory.html
https://operatorhub.io/operator/pmem-csi-operator
https://catalog.redhat.com/software/operators/detail/612cd31535f8020a3f8bd5f2
https://catalog.redhat.com/software/operators/detail/612cd31535f8020a3f8bd5f2
https://intel.github.io/pmem-csi/1.0/README.html
https://pmem.io/
https://www.redhat.com/en/technologies/cloud-computing/openshift
https://www.redhat.com/en/technologies/cloud-computing/openshift
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 1 Performance varies by use, configuration, and other factors. See [1] at  
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