
What if, instead of relying on a dedicated accelerator to improve artificial intelligence 
(AI) efficiency and performance, you could use the one already in your CPU?  Intel® 
Xeon® Scalable processors come with built-in accelerators, including Intel Deep 
Learning Boost (Intel DL Boost), that are designed to improve performance for 
common AI inferencing and training workloads. From medical diagnostics to 
scientific research to improved telecom networking performance, Intel DL Boost 
offers organizations AI acceleration in the same CPU package that’s already 
providing exceptional performance, security capabilities, and reliability for traditional 
workloads in your data center or cloud.

Optimize performance for AI
Organizations are making the most of big data and performing analytics tasks  
that—until a few years ago—could only be accomplished on high-end workstations 
or supercomputers. Today, affordable data center servers can run AI workloads 
that extract actionable information from mountains of data. The results are then 
put to use in high-performance computing (HPC), scientific research, finance, 
medicine, and dozens of other fields.

The conventional approach has been to equip dedicated machines with discrete  
graphics processing units (GPUs) for handling AI workloads. While GPUs might be 
needed for accelerating training workloads, they are often not required when AI 
inferencing workloads are run on servers built with 3rd Gen Intel Xeon Scalable 
processors. This is because Intel offers the only x86 data center CPU with built-in 
AI acceleration.¹ 

Intel Deep Learning Boost (Intel DL Boost) brings accelerated performance to  
demanding AI workloads, without the need for a discrete add-on accelerator.
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Figure 1. Intel AVX-512 and Intel DL Boost instruction sets are designed to accelerate AI performance



Technologies built into Intel Xeon Scalable processors include Intel DL Boost, which provides high-throughput, low-latency 
performance for a vast and growing list of AI use cases. Examples include detection and treatment of diseases, extracting key 
data from financial transactions, or accelerating scientific and academic research, to name just a few. Because Intel DL Boost 
is built into Intel Xeon Scalable processors, it offers a viable alternative to external GPU solutions for most use cases.  
As a result, you can better meet your performance service-level agreements (SLAs) without added infrastructure cost  
and complexity.

Under the hood: A history of innovation
Intel DL Boost works by extending the Intel Advanced Vector Extensions 512 (Intel AVX-512) instruction set first introduced 
in 1st Gen Intel Xeon Scalable processors. Intel AVX-512 is a single instruction, multiple data (SIMD) instruction set built on 
x86 data center CPUs. Compared to traditional single instruction, single data (SISD) instructions, a SIMD instruction set 
allows for executing multiple data operations with one instruction. Intel AVX-512 has a register width of 512 bits and supports 
sixteen 32-bit single-precision floating-point numbers or sixty-four 8-bit integers (INT8).

2nd Gen Intel Xeon Scalable processors took this acceleration set a step further by adding Intel AVX-512 Vector Neural Network 
Instructions (VNNI), an extension to the Intel AVX-512 instruction set. VNNI combines three execution instructions into one, 
which increases the inference performance of the INT8 model (see Figure 2).

In comparison, platforms not using VNNI require three separate instructions—vpmaddubsw, vpmaddwd, and vpaddd—to  
run serially in order to complete the multiply-accumulate operations in INT8 convolution operations, as shown in Figure 3.

By combining these operations, 2nd Gen Intel Xeon processors with VNNI help improve the use of compute resources, better 
utilize cache, and avoid potential bandwidth bottlenecks.

Floating point 32 (FP32) provides high numerical precision (see fraction/mantissa in Figure 4) for inference workloads, which 
requires higher accuracy and is supported by all generations of Intel Xeon Scalable processors. 3rd Gen Intel Xeon Scalable 
processors introduced yet another advancement in performance by including support for brain floating-point format (bfloat16 
or BF16).³ But most AI training workloads don’t require the level of accuracy provided by computationally heavy FP32. Bfloat16 
instructions convert FP32 data into bfloat16, which is a more efficient encoding format for workloads requiring high compute 
intensity but with a lower need for accuracy.
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Figure 2. Platforms using VNNI require only one instruction, vpdpbusd, to complete the INT8 convolution operation

Figure 3. Without VNNI, three instructions need to be run separately, which can add latency to AI processing tasks
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Workloads running on 3rd Gen Intel Xeon Scalable processors can see significant performance improvements by using 
Intel DL Boost and INT8 to gain up to 4.3x better performance over FP32 encoding on workloads requiring less accuracy.² 
Intel DL Boost accelerates inferencing for common object-detection, image-recognition, natural language processing 
(NLP), and image-classification workloads (see Figure 5).⁴ Intel DL Boost also uses bfloat16 to improve AI training 
performance by up to 1.93x.3,5,6
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Figure 4. bfloat16 accelerates throughput while still delivering required levels of accuracy for AI workloads³
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Real-time inference performance gains with TensorFlow
3rd Gen Intel Xeon Platinum 8380 processor supporting Intel DL Boost
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Figure 5. Up to 1.59x higher INT8 real-time inference throughput with 3rd Gen Intel Xeon Scalable processors supporting Intel DL Boost versus 
prior-generation processors⁴
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Helping detect tuberculosis

Konfoong Biotech International Co., Ltd. (KFBIO) is a high-tech 
biological information technology company specializing in 
digital pathology system development and production. Its 
integrated digital-pathology diagnosis system integrates 
h e a l t h c a r e ,  e d u c a t i o n ,  s c i e n t i f i c  r e s e a r c h ,  a n d  
information services.

KFBIO already had an effective deep learning (DL) solution 
for scanning mycobacterium tuberculosis (M. tb) using GPUs, 
but its engineers needed to complete scanning and diagnosis 
faster. The company was able to optimize its codebase to take 
advantage of 2nd Gen Intel Xeon Scalable processors with 
Intel DL Boost, which accelerated processing of tuberculosis-
diagnosis caseloads at Shanghai Public Health Clinical Center 
(SPHCC) in China.

According to SPHCC, the system delivers 86.8 percent 
average precision in detection and 88.9 percent accuracy in 
classification.⁷ The entire workflow pipeline can be completed 
in less than 80 seconds for a single-case diagnosis from input 
of specimen to output of report.

Optimizations for KFBIO’s M. tb scanning algorithm were done 
using PyTorch 1.6 optimized for Intel architecture, instead of 
the previous version of PyTorch 1.4. Benchmark testing on 
Intel Xeon Gold 6252 processors delivered 11.4x faster 
inferencing for PyTorch 1.6 with integrated oneDNN, compared 
to PyTorch 1.4.⁸ For more information, see “KFBIO Accelerates 
Tuberculosis Detection with AI” at 
intel.com/content/www/us/en/customer-spotlight/stories/
kfbio-ai-customer-story.html. 

Improving network quality for telecommunications 
 
SK Telecom (SKT) is the largest mobile operator in Korea.  
To effectively analyze the massive amount of data its network 
generates, SKT and Intel engineers built an end-to-end 
network Al pipeline for quality prediction. The entire pipeline 
runs on a unified Intel Xeon Scalable processor–based server 
cluster with Intel AVX-512 and Intel DL Boost. Analytics Zoo 
software handles the in-memory data pipelines and distributed 

model training and inferencing. The Al pipeline outperforms 
SKT’s legacy GPU-based implementation by up to four times 
for DL training and by up to six times for DL inferencing.⁹ 
These gains enable SKT to forecast and detect degradation 
and abnormal changes in network quality faster, so the 
company can take proactive action as needed to deliver high-
quality 5G service. Learn more about this customer at “SK 
Telecom: AI Pipeline Improves Network Quality,” 
intel.com/content/www/us/en/customer-spotlight/stories/
sk-telecom-ai-customer-story.html. 

Shortening time to results in scientific  
and academic research 
 
Physicists and researcher s at CERN , the European 
Organization for Nuclear Research, use a range of particle-
accelerator facilities to study the most basic constituents of 
matter—fundamental particles. To help address future needs 
for CERN’s Large Hadron Collider (LHC)—the world’s largest 
particle accelerator—researchers worked with Intel to 
accelerate a DL inferencing workload. The researchers used 
the Intel AI Analytics Toolkit (AI Kit) to obtain higher 
performance for inferencing in 2nd Gen Intel Xeon Scalable 
processors. The built-in AI acceleration provided by Intel DL 
Boost was central to the project’s performance gains and was 
shown to accelerate inferencing without sacrificing accuracy.

Using a conditional generative adversarial network (GAN), 
researchers demonstrated performance gains by simulating 
a calorimeter for a potential future particle accelerator that 
would require only a fraction of the compute resources 
previously needed.

The research team achieved 1.8x gains with slightly improved 
accuracy for CERN’s complex GAN model inferencing by using 
INT8 inferencing with Intel DL Boost, compared to slower 
FP32 inferencing models.¹⁰ 

Popular frameworks and libraries, optimized for Intel accelerators
AI frameworks such as TensorFlow, Apache MXNet, PyTorch, and PaddlePaddle and libraries such as scikit-learn and XGBoost 
are popular solutions for getting AI deployments up and running at peak performance quickly. These frameworks and libraries 
are designed to support the accelerators built into Intel Xeon Scalable processors, including Intel DL Boost, and they also 
support optimization tools such as the Intel® Distribution of OpenVINO™ toolkit.

Intel also provides a variety of open-standard toolkits that you can use to tune and optimize these built-in accelerators. The 
Intel oneAPI Deep Neural Network Library (Intel oneDNN), the Intel oneAPI toolkit, and the Intel Distribution of OpenVINO 
toolkit are based on the common software programming model oneAPI toolkit. These open tools let you work with familiar, 
standardized interfaces and benefit from the efficiency of write-once, run-anywhere code.

Delivering strong AI performance in medicine, research, and industry
Across industry, science, and research verticals, Intel Xeon Scalable processors with Intel DL Boost are bringing flexible, 
affordable acceleration to AI workloads. Here are just three recent customer stories. For more examples of how organizations 
are accelerating AI workloads with Intel DL Boost and Intel Xeon Scalable processors, visit the Intel Customer Spotlight 
website, intel.com/content/www/us/en/customer-spotlight/overview.html.
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This work has widespread implications. According to CERN researchers, more than half of the computing in  
the Worldwide LHC Computing Grid (WLCG) is used for simulation. Performance, cost, and accuracy are all critically important 
in the deployment of WLCG trained models.11 In addition, CERN’s approach for training GANs and using Intel DL Boost for 
acceleration without sacrificing accuracy opens up possibilities for applications in other fields that perform similar Monte 
Carlo simulations. Visit “CERN Accelerates Simulation Workloads with AI” at intel.com/content/www/us/en/ 
customer-spotlight/stories/cern-inference-customer-story.html to learn more.

AI acceleration designed into the CPU
With each generation of Intel Xeon Scalable processor, you can run more AI workloads and use-case types on your CPU-based 
platform. Rather than turning to a dedicated accelerator platform, you can use Intel Xeon Scalable processors with Intel DL 
Boost to accelerate AI workloads running on popular cloud services, such as Amazon Web Services (AWS), Microsoft Azure, 
or Google Cloud Platform (GCP). Built-in accelerators like Intel DL Boost speed up inferencing and training across common 
AI workloads and offer more flexibility and higher resource utilization than dedicated GPU-based platforms. That’s because 
they are built into the Intel Xeon Scalable processors you already know and trust to service traditional workloads in the data 
center or cloud.
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Learn more about Intel AI accelerators, including Intel DL Boost:  

intel.com/content/www/us/en/artificial-intelligence/overview.html

351552-001US     6

Performance varies by use, configuration and other factors. Learn more at www.Intel.com/PerformanceIndex.

Performance results are based on testing as of dates shown in configurations and may not reflect all publicly available updates. See configuration disclosure for additional details.

No product or component can be absolutely secure.

Intel does not control or audit third-party data. You should consult other sources to evaluate accuracy.

Your costs and results may vary.

Intel technologies may require enabled hardware, software or service activation.

© Intel Corporation. Intel, the Intel logo, and other Intel marks are trademarks of Intel Corporation or its subsidiaries. Other names and brands may be claimed as the property of others.

Printed in USA 0622/SO/PRW/PDF Please Recycle 351552-001US

1 Intel. “3rd Gen Intel® Xeon® Scalable Processors.” intel.com/content/www/us/en/products/docs/processors/xeon/3rd-gen-xeon-scalable-processors-brief.html.

² Source: Lisa Spelman, Ice Lake Press Workshop, slide 39, appendix claim 15 at Intel. “3rd Gen Intel® Xeon® Scalable Platform Technology Preview.” November 2021.  
 https://newsroom.intel.com/wp-content/uploads/sites/11/2021/04/3rd-Gen-Intel-Xeon-Scalable-Platform-Press-Presentation-281884.pdf. 

³ bfloat16 is only supported by 3rd Gen Intel Xeon Scalable processors, Cooper Lake (code name) release.

⁴ Source: Claims 119–123 at Intel. “Performance Index—3rd Generation Intel® Xeon® Scalable Processors.” http://intel.com/3gen-xeon-config.

⁵ Source: Claim 9 at Intel. “Performance Index—3rd Generation Intel® Xeon® Scalable Processors.” http://intel.com/3gen-xeon-config.

⁶ Source: Claim 1 at Intel. “Performance Index—3rd Generation Intel® Xeon® Scalable Processors.” http://intel.com/3gen-xeon-config.

⁷ Testing done by Shanghai Public Health Clinical Center and KFBIO. Intel does not control or audit third-party data. You should consult other sources to evaluate accuracy.

⁸ KFBIO m. tuberculosis screening detectron2 model throughput performance on 2nd Intel Xeon Gold 6252 processor: Configurations: New: Test 1: single instance with PyTorch  
 1.6: tested by Intel as of 5/22/2020. 2-socket 2nd Gen Intel Xeon Gold 6252 processor, 24 cores, Intel HT Technology on, Intel Turbo Boost Technology on, 192 GB total memory  
 (12 slots/16 GB/2,666 MHz), BIOS: SSE5C620.86B.02.01.0008.031920191559 (ucode: 0x500002c), Ubuntu 18.04.4 LTS, kernel 5.3.0-51-generic, mitigated. Test 2: 24 instances  
 with PyTorch 1.6: tested by Intel as of 5/22/2020. 2-socket 2nd Gen Intel Xeon Gold 6252 processor, 24 cores, Intel HT Technology on, Intel Turbo Boost Technology on, 192 GB  
   total memory (12 slots/16 GB/2,666 MHz), BIOS: SSE5C620.86B.02.01.0008.031920191559 (ucode: 0x500002c), Ubuntu 18.04.4 LTS, kernel 5.3.0-51-generic, mitigated.    
   Baseline: Single instance with PyTorch 1.4: tested by Intel as of 5/22/2020. 2-socket 2nd Gen Intel Xeon Gold 6252 processor, 24 cores, Intel HT Technology on, Intel Turbo   
 Boost Technology on, 192 GB total memory (12 slots/16 GB/2,666 MHz), BIOS: SSE5C620.86B.02.01.0008.031920191559 (ucode: 0x500002c), Ubuntu 18.04.4 LTS, kernel  
 5.3.0-51-generic, mitigated.  Source: intel.com/content/www/us/en/customer-spotlight/stories/kfbio-ai-customer-story.html. 

9  Tests conducted by SK Telecom in February 2020: The Analytics Zoo server was an Intel Server System R2208WFTZSR powered by a 2.6 GHz Intel Xeon Gold 6240 processor  
 (microcode 0x400002c). The server featured three nodes and six sockets. Both Intel HT Technology and Intel Turbo Boost Technology were turned on. Total memory equaled  
 256 GB. CentOS 7.8 (kernel 3.10.0) was the operating system, and the server ran the SK Telecom Lightning DB application. Other software included Analytics Zoo v0.7, TensorFlow  
 v1.15, Pandas v0.25.3, NumPy v1.18.0, and Dask v2.7.0. The GPU server was an HPE DL380 Gen 9 powered by a 2.4 GHz Intel Xeon processor E5-2680 v4 (microcode 0xb00001e)  
 and an NVIDIA P100 GPU (AI training)/K80 (AI inference). The server featured one node and two sockets. Both Intel HT Technology and Intel Turbo Boost Technology were turned  
 on. Total memory equaled 256 GB. CentOS 7.3 (kernel 3.10.0) was the operating system, and the server ran the SK Telecom Lightning DB application. Other software included  
 TensorFlow GPU v1.12, Pandas v0.25.1, NumPy v1.14.5, and Dask v2.7.0. Source: intel.com/content/www/us/en/customer-spotlight/stories/sk-telecom-ai-customer-story.html. 

10 Florian Rehm et al. “Reduced Precision Strategies for Deep Learning: A High Energy Physics Generative Adversarial Network Use Case.” From CERN openlab in collaboration with  
 Intel.  March 2021. https://cds.cern.ch/record/2758899/?ln=en.

11 Intel. “CERN Accelerates Simulation Workloads with AI.” January 2021. intel.com/content/www/us/en/customer-spotlight/stories/cern-inference-customer-story.html.

http://intel.com/content/www/us/en/customer-spotlight/stories/cern-inference-customer-story.html
http://intel.com/content/www/us/en/customer-spotlight/stories/cern-inference-customer-story.html
http://intel.com/content/www/us/en/artificial-intelligence/overview.html
http://www.Intel.com/PerformanceIndex
http://intel.com/content/www/us/en/products/docs/processors/xeon/3rd-gen-xeon-scalable-processors-brief.html
https://newsroom.intel.com/wp-content/uploads/sites/11/2021/04/3rd-Gen-Intel-Xeon-Scalable-Platform-Press-Presentation-281884.pdf
http://intel.com/3gen-xeon-config
http://intel.com/3gen-xeon-config
http://intel.com/3gen-xeon-config
http://intel.com/content/www/us/en/customer-spotlight/stories/kfbio-ai-customer-story.html
http://intel.com/content/www/us/en/customer-spotlight/stories/sk-telecom-ai-customer-story.html
https://cds.cern.ch/record/2758899/?ln=en
http://intel.com/content/www/us/en/customer-spotlight/stories/cern-inference-customer-story.html

