
High performance computing capabilities are now an integral part of industries as 
diverse as finance, industrial design, and healthcare. Designing these HPC systems 
and the applications that run on them is challenging—the architecture is more 
complex, they are frequently running in new environments such as cloud, and 
trends like big data are altering workloads and accelerating outcomes. One of the 
most pressing challenges is energy efficiency. Notes IDC’s research vice president 
for HPC, Steve Conway, “Systems designed to use as little energy as possible are 
critical, with costs up to a million dollars a year per megawatt.”1

Modernizing code with increased parallelism not only allows software to take 
advantage of the full breadth of Intel® architecture hardware capabilities—it can 
also increase power efficiency. Optimizing code on the latest Intel® Xeon® E5 v4 
and Intel® Xeon Phi™ processors helps transform manycore processing power into 
faster time to insight. 

Large-Scale Atomic/Molecular Massively Parallel Simulator, or LAMMPS, is a 
software package performing classical Molecular Dynamics (MD) simulations. It is 
popular for its versatility and support for a wide range of potential energy models, 
long-range solvers, statistical calculations, and simulation options. LAMMPS is 
open source code, under the GNU* general public license.

An evaluation of the performance of LAMMPS on the new Intel Xeon E5 v4 and Intel 
Xeon Phi processors found more than 7x increased simulations rates and more 
than 9x the CPU+DRAM power efficiency when compared to unoptimized code on 
previous generation processors.2

Here you will find an overview of this initial testing and the results. A more detailed 
technical discussion will be available in the publication Increasing Molecular 
Dynamics Simulation Rates with an 8-Fold Increase in Electrical Power Efficiency. 
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Testing on LAMMPS demonstrates the potential for demanding applications.

Intel® Xeon PhI™ 
ArchItecture 
BenefIts

• Up to 3x single-thread 
performance2 with the second 
generation Intel® Xeon Phi™ as a 
stand-alone CPU

• Enables potentially significant 
improvements in power efficiency 
with a manycore design.

• Allows homogeneous architecture 
that does not require offload or a 
separate host processor.

• Offers full binary support for 
x86 instructions with decreased 
performance sensitivities to 
unoptimized code.

• Supports standard programming 
models and languages as the 
primary method for attaining 
performance.

• Provides significant and power-
efficient improvements in memory 
bandwidth.

• Offers an enhanced instruction set 
to ease optimization efforts and 
improve compiler-generated code 
for non-ideal loops.

9X 7.6X
Up to Up to

CPU+DRAM  
energy efficiency2 
on Intel® Xeon  
Phi™ with code 
optimizations

Optimizations 
also improve 
performance 
and power 
efficiency2 on 
Intel® Xeon® 
processors

faster 
simulations2 
on Intel® Xeon 
Phi™ with code 
optimizations
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Advanced Architecture. Expanded Potential.
Optimizations to support efficient vectorization and data 
locality are important to realize the potential of manycore 
processors. They can be just as vital for electrical power 
efficiency. 

Significant advances in the Intel Xeon Phi manycore 
architecture allow it to be used as a stand-alone CPU. For 
the LAMMPS application, the unoptimized baseline software 
exhibited comparable or better performance per watt in all 
cases when compared to the 2-socket previous generation 
Intel Xeon processors. This can be considered a significant 
achievement, since this LAMMPS code was not optimized for 
explicit vectorization with directives or with any particular 
vendor or architecture in mind.

Although optimization was still required to achieve significant 
gains in power efficiency on Intel Xeon Phi architectures, 
optimizations require much less effort to achieve due to the 
availability of the manycore processor as a stand-alone CPU 
with Intel® Advanced Vector Extensions 512 instructions 
(Intel® AVX-512) support.

Optimizations based on the Intel® technologies in  
LAMMPS improved performance significantly on all 
processors tested.2

Gains from the optimizations tested were outstanding and 
indicate that they will allow LAMMPS to better exploit newer 
x86 processors as they become available. Optimizations to 
the software and hardware in these tests resulted in 
simulations that were up to 7.6x faster2 while providing up 
to 9.1x performance per watt2 on an Intel® Xeon Phi™ x200 
series processor compared to what could be achieved a 
year ago on the previous Intel Xeon processor. With a 215W 
TDP, the Intel Xeon Phi processors consume significantly less 
power than some alternative configurations. Improvements 
in energy efficiency potentially allow  scaling to a larger 
number of nodes within the same power envelope—with  
the potential for substantial increases in performance for 
scalable HPC applications. Because the newest Intel Xeon Phi 
processors can be used as stand-alone CPUs, optimizations 
use standard programming models and do not require 
modifications to off-load work or run efficiently on 
heterogeneous systems.

Nuts and Bolts
In general, these optimizations also improve the performance 
on the standard Intel Xeon processor family. For bandwidth-
bound software—when compared to the new Intel Xeon 
E5 v4 architecture—the Intel Xeon Phi architecture offers 
significant potential for improved performance due to the 
on-package multichannel DRAM (MCDRAM). For these codes, 
software optimization might be unnecessary to realize 
significant gains. For other codes, however, optimizations for 
vectorization and data locality might be necessary to realize 
the full potential of the Intel Xeon Phi architecture. Without 
them, lower performance per watt was observed in most 
cases on Intel Xeon Phi compared to Intel Xeon E5 v4. 

Improvements in LAMMPS performance (simulation rate) and 
energy efficiency (performance per watt) from software optimization 
together with hardware advances in the recently released Intel® 
Xeon® processor E5 v4 series and the second generation Intel® Xeon 
Phi™ processors.2 Performance per watt is measured for the CPU and 
memory domains only, and does not include other system power. 
Improvements are shown for a simulation model used in materials 
science research. Workload details and results for other simulation 
models can be found in the publication Increasing Molecular 
Dynamics Simulation Rates with an 8-Fold Increase in Electrical 
Power Efficiency.
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Using the optimized code on previous generation processors 
as the baseline for node-level performance on clusters, with 
turbo disabled, resulted in up to a 1.27x improvement in 
simulation rates2 with 1.38x the electrical power efficiency2 
with the newer Intel Xeon E5 v4 architecture. With turbo 
enabled on all, rates as high as 1.4x with 1.5x power 
efficiency2 are seen with respect to the previous generation 
processor.

For the Intel Xeon Phi processors, we see much more 
significant improvements. Compared to the optimized code 
running on the 2-socket previous generation Intel Xeon 
processor with turbo off, the simulation rates improve by as 
much as 1.94x2 with 2.68x performance per watt.2 Compared 
to the 2-socket Intel Xeon E5 v4 processors, the Intel Xeon 
Phi processors are up to 1.5x faster2 for LAMMPS simulations 
while providing 2x the performance per watt.2 Although the 
Intel Xeon E5 v4 CPUs realize better performance from turbo, 
the Intel Xeon Phi improvements are still very significant 
with turbo enabled on all processors. In this case, LAMMPS 
performance on Intel Xeon Phi is 1.43x faster2 than the  
Intel Xeon E5 v4 processors with 1.89x better performance 
per watt.2 

Intel Xeon Phi supports Intel AVX-512 with two vector units 
per core. As such, vectorized code is important for achieving 
a significant fraction of peak performance. Intel AVX-512 
increases the vector width from 256 to 512 bits, allowing up 
to 8 simultaneous floating point calculations on each vector 
unit along with other benefits, including making it easier for 
the compiler to generate efficient vector code.2

Compared to previous generation Intel Xeon Phi 
architectures or GPU accelerators, there is no requirement 
to manage asynchronous off-load with host-device load 
balancing on a heterogeneous architecture. Compared to 
Intel Xeon processors with AVX2, we found it much easier to 
get efficient vector performance with compiler directives for 
non-ideal loops due to AVX-512 support for masking with 
fault suppression.

These initial findings are based on high-confidence numbers 
for single node CPU+DRAM power measurements. There are 
many other factors influencing system power consumption 
depending on the design, such as the file system, cooling, 
network adaptors, coprocessors, and accelerators. These can 
significantly increase the power consumption, depending on 
the configuration, and it is clearly of interest to investigate 
these factors in multi-node simulations. 
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Learn More
Read the publication:  
Increasing Molecular Dynamics Simulation Rates with 
an 8-Fold Increase in Electrical Power Efficiency,  
Brown et al., Intel Corporation, 2016

Visit us: 
intel.com/xeonphi and intel.com/hpc

1. Steve Conway, Research Vice President, High Performance Computing, IDC, 2016.

2. Compared to the original code on Intel® Xeon® E5 v3 processors.

Node and Software Configurations Measured by Intel: The benchmarks were run by Intel on 2-socket Intel® Xeon® E5-2697v3 (Haswell) and E5-2697v4 (Broadwell) processors and 1-socket Intel® 
Xeon Phi™ 7250 (Knights Landing) processors. The respective bios versions were SE5C610-86B-01-01-5008-081020151115, SE5C610-86B- 01-01-0015-012820160943, and GVPRCRB1-86B-
0009-D10-1602121844. The respective Red Hat Enterprise Linux* versions were 6.6, 6.7 and 6.7 with kernels 2.6.32, 3.10, and 3.10. The respective processor steppings were 2, 1, and 1. The respective 
DDR4 configurations were 8x8GB 2133MHz, 8x16GB 2400 MHz, and 6x16 2400 Mhz. The cluster/snoop modes were “Home”, “Home”, and “Quadrant” with the Knights Landing node configured in “Flat” 
mode so that MCDRAM was not available as an L3 cache. The binaries were built using the “intel cpu” and “knl” makefiles provided with LAMMPS. All optimization flags were the same aside from the target 
ISA. The “22 Mar 16” version of LAMMPS was compiled with Intel® 16.0.2 compilers using version 5.1.2.150 of Intel® MPI. 

Software and workloads used in performance tests may have been optimized for performance only on Intel® microprocessors. Performance tests, such as SYSmark* and MobileMark*, are measured using 
specific computer systems, components, software, operations, and functions. Any change to any of those factors may cause the results to vary. You should consult other information and performance tests 
to assist you in fully evaluating your contemplated purchases, including the performance of that product when combined with other products. For more information go to intel.com/performance 
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Conclusion
Intel Xeon Phi represents a significant improvement in 
package architecture, microarchitecture, and process 
technology when compared to the first generation. If the 
results obtained with LAMMPS hold true for other codes, the 
Intel Xeon Phi processors will be an outstanding option for 
HPC centers running a wide variety of scalable HPC codes.
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