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1. Introduction 
Our work is based on the seismic wave propagation that is in used in several domains at 

different scales, from seismology (earth imaging to seismic hazard) [8] to Oil & Gas exploration 

and civil engineering. 

The wave propagation is not only used for simulating the physical phenomena (so called 

forward problem) [25] but also to provide images of the subsurface using inverse problem 

theory [26] leading to “seismic imaging techniques” or so-called “migration” (as we try to 

migrate the event recorded at the surface back to its real depth). 



 
The final quality of the results strongly depends first on the description of the ground in terms 

of physical parameters and then on the quality of the wave propagation technique, and the 

underlying numerical schemes. One can use integral solutions of the wave equation based on 

asymptotic theory leading to a migration technique known as Prestack Depth Kirchhoff 

migration or Beam migrations. 

Other implementations are based on numerical integration of the partial differential wave 

equation, such as the one-way propagation approximation, which leads to a wave field 

extrapolation migration, also known as wave equation migration (WEM). 

For the most complicated acquisition and propagation area, the best way to handle the full 

wave field is still to use the two-way differential equation, which leads to the well-known 

reverse time migration (RTM) and full wave-form inversion (FWI) algorithms.  

For a given set of physical parameters in use (acoustic or elastic waves, isotropic or anisotropic 

media), we also need to define the domain of propagation (time, frequency) and the kind of 

solvers (explicit, implicit).  

In this paper, we solve an isotropic acoustic 3D wave equation using explicit, time domain finite 

differences. Finite difference is a simple and efficient mathematical tool that helps solve 

differential equations.  

Propagating seismic waves remains a compute-intensive task even when considering the 

simplest expression of the wave equation. In this article, we explain how to implement and 

optimize a three-dimensional isotropic kernel with finite differences to run on the Intel® Xeon® 

processor v4 family and Intel® Xeon Phi™ processor. 

We consider only the inner part of the computation, since the choice of the boundary conditions 

(absorbing, PML, random) would impact the demonstration and the performance and should be 

the main topic of a companion paper. We are using symmetric stencils at the 16th order, which 

are more efficient in terms of arithmetic intensity [20, 2] and leading to space and time sampling 

that brings an interesting speedup [10]. 

In comparison to the already available source code [1], a 3D distributed version has been 

implemented for domain decomposition based on the work done by [3] to handle 

heterogeneous distributed computing using a 1D domain decomposition, but without the non-

blocking communications or intelligent halo exchanges to overlap compute and 

communication.  

With respect to [1], we are using the most optimized source code version— referenced as 

dev07—slightly modified for the first-touch policy [12].  



 
In the following, we introduce the new memory hierarchy introduced with the Intel Xeon Phi 

processor and the different settings and modifications of the source code needed to take 

advantage of the high bandwidth MCDRAM. 

1.1 Wave Propagation Overview 
Let’s start with the acoustic isotropic wave equation with constant velocity and density,  
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Using finite difference, this gives:  
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Here v0 to vn are the coefficients of the finite differences. 

Then the pressure at the next time step can be expressed from the pressure at the current and 

previous time steps: 

𝑝𝑡+1[𝑥, 𝑦, 𝑧]

= 2𝑝𝑡[𝑥, 𝑦, 𝑧] − 𝑝𝑡−1[𝑥, 𝑦, 𝑧]

+  ∆𝑡2. 𝑣2 (𝐹𝐷𝑥 +  𝐹𝐷𝑦 +  𝐹𝐷𝑧) 

Important note 1. As mentioned above, we are using a constant velocity and density 

formulation of the wave equation, meaning that density and velocity should be only scalar 



 
values valid for the entire domain. We’ll later see that the velocity field described as “v” in the 

above equation is in practice a 3D array. A formulation with actual variable velocity would lead 

to a totally different implementation, since the variable velocity should be included in the partial 

derivation. Such an implementation, which is theoretically correct compared to our 

approximated one, leads to more than 300 floating point operations per grid points, where our 

simpler version has only 61 operations (7*K + 5), where K=8 is the half-length stencil [14]. This 

extremely strong hypothesis is in practice frequently used. Using a 3D representation of the 

velocity into a scalar equation slightly improves the final quality for a much lower computational 

cost. 

Important note 2. As presented above, we are solving the second-order wave equation 

expressed in pressure instead of the first-order velocity-stress formulation. Apart from the 

geophysical point of view that we won’t debate here (but we can assume that the acoustic 

isotropic equation is properly defined with the 2nd order time-step formulation), we can notice 

that this higher order does reduce the memory footprint, but more important it also reduces 

the memory demand [7], allowing us to increase the arithmetic intensity (AI) as described in 

section 2.2. Improving the AI allows us to increase the number of floating point operations per 

memory access. Another way to improve the AI is to increase the spatial order of the numerical 

scheme in space. This is why in this paper we focus on the 16th order, keeping the 2nd order in 

time. Such analysis should be conducted any time a new architecture is available, since the 

dispersion relation between space, time, and velocity also has a strong impact on memory 

footprint and the associated AI.  

Apart from the more efficient AI, this higher-order scheme on the AI also allows the use of larger 

space samplings. Since the number of grid points per wavelength will decrease, this strongly 

decreases the total number of grid points required to cover the same area. As the computing 

time of finite difference is almost linear with the number of points, such modification directly 

leads to a smaller time to solution [10]. 

In the following, we refer to the finite-difference scheme describe above as ISO3DFD. 

1.2 Intel® Xeon Phi™ Product Family Overview 
The Intel® Xeon Phi™ processor (code-named Knights Landing, with acronym KNL) is targeted at 

the high-performance computing (HPC) segment. It is the latest many-core architecture that 

delivers massive thread parallelism, data parallelism, and memory bandwidth in a CPU form 

factor for high-throughput workloads [22]. KNL brings many innovations to market, including 

the following: 

 KNL is a standard, standalone processor that can boot an off-the-shelf OS. This is a big 

change from the previous generation Intel® Xeon Phi™ coprocessor (code-named 

Knights Corner, with acronym KNC), which was a PCIe*-connected coprocessor. 

 KNL is binary compatible with all prior Intel® processors, which ensures that all legacy 

software will run on KNL.  



 
 KNL improves on scalar and vector performance over KNC by about 3 times, packing 

over 3 Teraflops of double precision and 6 Teraflops of single precision peak floating-

point performance in the chip.  

 KNL introduces an innovative memory architecture consisting of two types of memory 

that provides both high bandwidth and the large capacity needed to run large HPC 

workloads.  

2. Intel® Xeon Phi™ processor: Memory and Vectorization 

Analysis 
Similar to the first generation of Intel® Xeon Phi™ coprocessors, scaling and vectorization are 

two fundamental considerations to achieve high performance on Knights Landing. Moreover, 

Intel® Xeon Phi™ processors x200 have the ability to use high bandwidth memory (MCDRAM) as 

a separate addressable memory. For memory-bound applications like ISO3DFD, modifying 

allocations of bandwidth-critical data structures to utilize this high bandwidth memory can 

certainly boost the performance further. 

2.1 Memory Bandwidth 
The memory architecture in KNL was designed to support its large compute capability and 

standalone processor status. Being a standalone processor, KNL will be running the OS and all 

parts of the software stack. This requires large memory capacity. We have heard typical memory 

capacity numbers such as 2–4 GB per core, and in some cases even higher. To provide enough 

memory capacity for standard software to run on KNL, we decide to provide DDR memory 

channels. While DDR memory will provide the required capacity, it does not provide the needed 

bandwidth to feed the massive compute capability of KNL. For this purpose, we incorporated 

16 GB of high bandwidth memory, called MCDRAM, in the KNL package that will provide over 

490 GB/s of bandwidth. Together, the two types of memory provide both the large capacity and 

high bandwidth needed for the KNL processor. 



 

 

Figure 1: KNL MCDRAM flat mode. The DDR and the MCDRAM are seen as two distinct NUMA 

domains. 

 

2.1.1 Memory Modes 

Memory modes define ways in which different memory components like DDR and MCDRAM are 

exposed to the software. Developers can choose one mode over the other depending on the 

application’s bandwidth and latency characteristics. As for the cluster modes described later in 

this paper, most of those settings can be set within the BIOS has shown by [11]. 

2.1.1.1 Cache Mode 

In cache mode, all of the MCDRAM behaves as a memory-side direct mapped cache in front of 

DDR4. As a result, there is only a single visible pool of memory, and you see MCDRAM as a high 

bandwidth/high capacity L3 cache. 

2.1.1.2 Flat Mode 

In flat mode, MCDRAM is used as a software-visible and OS-managed addressable memory (as 

a separate NUMA node), so that memory can be selectively allocated to your advantage on 

either DDR4 or MCDRAM. With slight modifications to your software to enable use of both types 

of memory at the same time, flat mode can deliver uncompromising performance. In order to 

achieve this, the system is designed in such a way that by default, all the code and data will be 

allocated out of DDR while preserving MCDRAM as a precious resource for bandwidth-critical 

data structures. 



 
2.1.1.3 Hybrid Mode 

Hybrid mode offers a bit of both worlds: some MCDRAM is configured as addressable memory 

and the other is configured as cache. MCDRAM is divided in such a way that in both modes peak 

bandwidth performance can be achieved even though the capacity of MCDRAM reduces for 

either of the configurations. 

Two variants of the hybrid—hybrid25 and hybrid50—represent 25 percent and 50 percent of 

MCDRAM allocated as cache respectively. For both variants, there will be two types of memory 

(DDR and MCDRAM) exposed to the software as two NUMA nodes (similar to the flat mode). In 

order to take advantage of MCDRAM as high bandwidth memory, code modifications or explicit 

NUMA control for memory allocations will be required. However use of MCDRAM as cache will 

still be transparent to the user. 

 

Figure 2 provides a summary of the memory modes. 

 

Figure 2: Summary of the memory modes. 

2.1.2 Clustering Modes 

Cluster modes define different ways in which the memory requests originating from the cores 

will be fulfilled by the memory controllers. The cluster modes differentiate how memory 

accesses are routed across the chip to reach the appropriate memory channel. In order to 

understand the routing of a memory request from a core (in the case of a L2 miss), we define 

three elements/agents with specific roles as follows: 

 Core. Where the memory request originates. 

KNL Cores + 
Uncore (L2) 

MCDRAM 

(as Cache) 

DDR 

KNL Cores + 
Uncore (L2) 

DDR 

MCDRAM 

(as Mem) 

Physical Addr Space 



 
 Tag directory. The request from the core is forwarded to the tag directory, which in 

turn knows which memory channel the request should be forwarded to. 

 Memory channel. In the case of a L2 miss, the memory channel sends the request to 

the memory. 

2.1.2.1 All-to-All Clustering Mode 

In this mode (see Figure 3) the memory accesses can be routed from any core to any memory 

channel. Although this is not a default mode, the KNL system is set automatically in this mode 

whenever there is asymmetry in terms of memory (the number or capacity of DIMMS) or any 

other irregularities in the system configuration. This mode can offer very good performance but 

is not fully optimized because the average travel distance of the memory requests is not 

optimized. In a worst-case scenario, all three agents can be in different parts or quadrants of 

the chip generating a lot of mesh traffic. 

 

 

Figure 3:  All-to-all KNL clustering mode. 

2.1.2.2 Quadrant Clustering Mode 

Quadrant is the default mode selected when there is symmetry in the DIMM configuration and 

the system is free of any other configuration irregularities. In this mode, the capacity and 

number of DDR4 DIMMs on all the channels must be the same. It is not mandatory to populate 

all the DIMMs; however doing so can achieve maximum bandwidth.  In this mode, whenever a 

memory request is generated from a core, it is forwarded to the tag directory, which in turn is 

forwarded to the memory in the case of a L2 miss. Since the tag directory and the memory 



 
channel are always in the same quadrant, it generally results in less mesh traffic as compared 

to the all-to-all mode and hence can provide better performance. 

2.1.2.3 Sub-NUMA Clustering (SNC) 

In this mode, all the three agents supporting the memory access request—the core, tag 

directory, and memory channel—are always in the same region (the same quarter, SNC4, or the 

same half, SNC2). As a result there is a sense of localization and hence reduced mesh traffic 

congestion, which provides an opportunity for the absolute highest performance. In order to 

achieve consistent optimized performance in this mode, code modifications or some NUMA 

environmental controls will be required. This is because, in this mode, the separate clusters or 

regions of the chip appear to the OS as separate NUMA nodes. In theory, this is similar to multi-

socket Intel® Xeon® processor-based systems where the OS manages the memory attached to 

each socket separately and is susceptible to both the benefits and limitations of NUMA. 

 

 

Figure 4: Quadrant KNL clustering mode. 



 

 

Figure 5:  Sub-NUMA KNL clustering mode. 

2.1.3 Proposed Memory Layout 

Within our implementation of the ISO3DFD benchmark, we can clearly identify different access 

behaviors for each physics property array by using Intel® VTune™ Amplifier as exemplified in 

section 2.2. The wavefield arrays are more often accessed than the physical (P-wave velocity) 

array named vel_base in our implementation. Considering the two memory modes available, we 

can intuitively understand that using the cache mode configuration for the MCDRAM will allow 

the data movement to be improved without modifying the application source code; the 

MCDRAM will behave as an additional level of cache memory. 

The second method is to use the flat mode and then allocate the most often accessed arrays 

directly into the MCDRAM as described below. Such an implementation would mostly have to 

ensure that these given “hot arrays” would not exceed the MCDRAM size, whatever the given 

data set. This may lead to a modular and scalable implementation using domain decomposition 

and probably a mixed programming model to take advantage of the distributed and shared 

memory configuration offered by the socketed version of the Intel Xeon Phi processor.  Since 

the memory hierarchy defines two UMA domains (see Figure 1), a convenient way to evaluate 

the benefits of MCDRAM in flat mode is to use the numactl command [17] as: 

or 

to allocate memory exclusively into the DDR4 (NUMA node 0) or the MCDRAM (NUMA node 1) 

respectively. This approach must ensure that the total amount of allocated memory does not 

exceed the size of the MCDRAM available. In a more generic case, numactl -p, the preferred 

$  numactl -m 0 <executable binary> 

$   numactl -m 1 <executable binary> 



 
option can be used to ensure that the DDR4 will also be used if the memory required by 

workload exceeds the amount of MCDRAM available, instead of stopping the execution for lack 

of enough MCDRAM memory. 

Using numactl is of course not the best way to take advantage of flat mode. The recommended 

method is to add dedicated APIs on the source code to manage MCDRAM and DDR4 memory 

allocation. Memkind and jemalloc [6] provide the hwbmalloc API used in the examples below. 

An even finer tuning that we will address in section 2.1.5 would also analyze the benefit of the 

different clustering modes of the Intel Xeon Phi processor [11].  

As mentioned above, taking advantage of the MCDRAM bandwidth, is a key for such an 

algorithm somehow bandwidth demanding. 

Note:  

The following steps compile and execute the ISO3DFD kernel: 

The application can be compiled using the Makefile. For example: 

The run_on_xeon.pl script provided with the source can be used to run the application: 

 

2.1.4 Intel® VTune™ Amplifier Memory Access Analysis – DDR 

We briefly present here how the Intel VTune Amplifier can be used to collect information and 

identify potential bottlenecks in the ISO3DFD implementation. 

a) Setting up the environment for the compiler and the Intel VTune Amplifier: 

$ source /opt/intel/compilers_and_libraries/linux/bin/compilervars.sh intel64 

$ source /opt/intel/vtune_amplifier_xe/amplxe-vars.sh 

$ make build version=dev07 simd=avx2 

$ ./run_on_xeon.pl   executable_name  n1   n2   n3   nb_iter   n1_block \  

  n2_block   n3_block   kmp_affinity   nb_threads 

  

where 

        -executable_name: The executable name 

        -n1: N1    // X-Dimension 

        -n2: N2   // Y-Dimension 

        -n3: N3   // Z-Dimension 

        -nb_iter: The number of iterations 

        -n1_block: size of the cache block in x dimension 

        -n2_block: size of the cache block in y dimension 

        -n3_block: size of the cache block in z dimension 

        -kmp_affinity: The thread partitioning 

        -nb_threads: The number of OpenMP threads 

 



 
b) Performance comparison of ISO3DFD running on DDR4 memory: 

The executable was launched using numactl -m 0 to force it to utilize DDR4 memory (Numa 

node 0). Tests were for one thread per core (68C,1T), two threads per core (68C,2T), three 

threads per core (68C,3T), and four threads per core (68C,4T) on a 68-core Intel® Xeon Phi™ 

processor 7520. The data set is an n1=224, n2=2125, n3=2100 domain; nb_iter=10 

iterations are applied; and the xyz cache blocking factors are 224, 4, and 256, respectively. 

Run commands are described below and throughput results are shown in Figure 6. Higher 

values are better. 

(68C,1T): 

$ numactl -m 0   ./run_on_xeon.pl   bin/iso3dfd_cpu_avx2.exe   224   2125   2100   \ 

                                            10   224   4   256   balanced,granularity=fine   68 

(68C,2T): 

$ numactl -m 0   ./run_on_xeon.pl   bin/iso3dfd_cpu_avx2.exe   224   2125   2100   \ 

                                            10   224   4   256   balanced,granularity=fine   136 

(68C,1T): 

$ numactl -m 0   ./run_on_xeon.pl   bin/iso3dfd_cpu_avx2.exe   224   2125   2100   \ 

                                            10   224   4   256   balanced,granularity=fine   204 

(68C,1T): 

$ numactl -m 0   ./run_on_xeon.pl   bin/iso3dfd_cpu_avx2.exe   224   2125   2100   \ 

                                            10   224   4   256   balanced,granularity=fine   272 

 

 

 

Figure 6:  Comparing ISO3DFD performance running out of DDR4 using a distinct number 

of threads per core. 

 



 
c) Profiling bandwidth for ISO3DFD applications when running a single thread per core: 

$ make build  simd=avx2 

$ amplxe-cl   -c   memory-access   -data-limit=0   -r   VTUNE/dev07_AVX2_DDR_MA   \ 

                        ./run_on_xeon.pl   bin/iso3dfd_dev07_cpu_avx2.exe   224   2125   2100   \ 

                                            10   224   4   256   balanced,granularity=fine   68 

 

 

 

Figure 7:  Intel®  VTune™ Amplifier DDR4 bandwidth profile for ISO3DFD compiled with Intel® 

Advanced Vector Extensions 2 core vectorization. 

 

 

Figure 7 shows that the ISO3DFD application attains a DDR4 bandwidth of ~90 GB/s, 

which is comparable to a practical peak bandwidth for 6 channels of DDR4 on a KNL 

system. Hence here it can be inferred that the application is DDR memory-bandwidth 

bound even with a single thread running per core. 

2.1.5 Optimization Step 1: Changing Memory Allocations to Leverage MCDRAM 

This section presents the performance improvements when properly using MCDRAM. 

The baseline will be compiled for Intel® Advanced Vector Extensions 2 (Intel® AVX2) 

vector instructions. Performance gains with Intel® Advanced Vector Extensions 512 

(Intel® AVX-512) vectorization will be aggregated in the next section. 

a) Running an ISO3DFD application targeting all the allocations to MCDRAM: tests with 

numactl allocation on NUMA nodes 0 and 1 demonstrate that MCDRAM has a 

performance impact. In Figure 8 higher values are better. 



 

 

Figure 8:  Comparing ISO3DFD performance running out of DDR4 and out of MCDRAM 

using numactl with either “-m 0” or “-m 1”. 

 

b) Profiling bandwidth for ISO3DFD application with all the allocations out of MCDRAM. 

$ amplxe-cl -c memory-access -data-limit=0 -r VTUNE/dev07_AVX2_DDR_MA \ 

numactl -m 1 ./run_on_xeon.pl bin/iso3dfd_cpu_avx2.exe \ 

224 2125 2100 10 224 4 256 balanced,granularity=fine 68 

 

Figure 9:  MCDRAM bandwidth profile for ISO3DFD compiled with -XAVX2-CORE vectorization 

shows 148 GB/s aggregated bandwidth. 

 

Using numactl to allocate all the memory objects out of MCDRAM is easier, but it sometimes 

comes with an added expense:  there can be situations where MCDRAM gets polluted with less 

bandwidth-critical data objects. In order to avoid this it is recommended that sources of 



 
maximum LLC misses be identified along with the corresponding data structures that contribute 

to higher DRAM bandwidth. After identification, these bandwidth-critical data objects can be 

explicitly allocated in MCDRAM. 

In addition to identifying bandwidth-limited code, the Intel VTune Amplifier provides a 

mechanism to see the frequently accessed memory objects (variables, data structures, arrays) 

that had an impact on the high-bandwidth utilization. To do this, run the application with Intel 

VTune Amplifier along with some knobs to analyze memory objects as follows: 

$ amplxe-cl -c memory-access -knob analyze-mem-objects=true  \ 

                        -knob mem-object-size-min-thres=1024 -data-limit=0  \ 

                                -r VTUNE/AVX2_DDR_MA                                  \  

                                    ./run_on_xeon.pl bin/iso3dfd_cpu_avx2.exe        \ 

                                         224 2125 2100 100 224 4 256 balanced,granularity=fine 68 

 

Now open the profile and click the bottom-up tab and select the Bandwidth Domain/Bandwidth 

Utilization Type/Memory Object/Allocation Stack level in the Grouping menu, as shown in Figure 

10. Expand the DRAM domain grid row and then expand the High utilization type row to see all 

memory objects that were accessed when the system DRAM bandwidth utilization was high. 

Sort the grid by LLC Miss Count to see what memory objects contributed the most to the high 

DRAM bandwidth utilization (see Figure 11). 

 

Figure 10:  Identifying bandwidth-critical memory allocations. 

 



 

 

Figure 11:  Intel® VTune™ Amplifier pointing to memory objects that contribute to high 

DRAM bandwidth utilization. 

After identifying that the arrays prev_base and next_base should be allocated on 

MCDRAM, the source code was updated to use hbwmalloc APIs as shown in Figure 12. 

 

#ifndef USE_HBM 

#include <hbwmalloc.h> 

#endif 

.. 

#ifndef USE_HBM      //If not using high bandwidth memory 

        float *prev_base = (float *)_mm_malloc( (nsize+16+MASK_ALLOC_OFFSET(0)) * sizeof(float), CACHELINE_BYTES ); 

        float *next_base = (float *)_mm_malloc( (nsize+16+MASK_ALLOC_OFFSET(16)) * sizeof(float), CACHELINE_BYTES ); 

        float *vel_base = (float *)_mm_malloc( (nsize+16+MASK_ALLOC_OFFSET(32)) * sizeof(float), CACHELINE_BYTES ); 

 

#else 

        //Allocating prev_base and next_base to MCDRAM 

         float * prev_base, * next_base, *vel_base;  

         hbw_posix_memalign((void**)(&(prev_base)), CACHELINE_BYTES, (nsize+16+MASK_ALLOC_OFFSET(0)) * sizeof(float));     

        hbw_posix_memalign((void**)(&(next_base)), CACHELINE_BYTES, (nsize+16+MASK_ALLOC_OFFSET(16)) * sizeof(float)); 

        vel_base = (float *)_mm_malloc( (nsize+16+MASK_ALLOC_OFFSET(32)) * sizeof(float), CACHELINE_BYTES ); 

 

#endif   

.. 

#ifndef USE_HBM 

         _mm_free(prev_base); 

         _mm_free(next_base); 

         _mm_free(vel_base); 

#else 

         hbw_free(prev_base); 

         hbw_free(next_base); 

         _mm_free(vel_base); 

#endif  

. 
 

Figure 12: Source code modifications for selective allocation of bandwidth-critical arrays out 

of MCDRAM. 

2.2 Vectorization 
The Intel® Xeon Phi™ processor x200 product family supports Intel AVX-512 instructions in 

addition to Intel® Streaming SIMD Extensions (Intel® SSE), Intel AVX, and Intel AVX2 instructions 



 
sets. This enables the processing of twice the number of data elements that Intel AVX and Intel 

AVX2 do within a single instruction and four times that of Intel SSE. These instructions also 

represent a significant leap to 512-bit SIMD support, which was also available with first-

generation Intel Xeon Phi coprocessors.  

2.2.1 Optimization Step 2 – Moving from Intel® Advanced Vector Extensions 2 to 

Intel® Advanced Vector Extensions 512 

The Intel AVX-512 build is obtained by replacing the make macro definition simd=avx2 by 

simd=mic-avx512. In practice this redefines the compiler vectorization flag from -xCORE-AVX2 

to -xMIC-AVX512. The explicit allocation on MCDRAM through hbwmalloc APIs is achieved by 

adding the make macro hbm=yes to the build. In practice this defines the C/C++ macro 

USE_HBM in the code described in Figure 12, enabling calls to hbw_malloc and hbw_free. To 

build this new version: 

$ make build  simd=mic-avx512 hbm=yes 

 

The improved throughput performance using Intel AVX-512 vectorization and MCDRAM 

allocation is shown in Figure 13. The memory bandwidth profile (see Figure 14) for this updated 

code shows 183 GB/s aggregated read/write MCDRAM bandwidth. This is a 24 percent 

improvement over the 148 GB/s MCDRAM bandwidth reported in Figure 9 using only Intel AVX2 

and numactl to take advantage of MCDRAM. 

 

Figure 13: ISO3DFD performance comparison between Intel® Advanced Vector Extensions 2 

(DDR4 and MCDRAM) and Intel® Advanced Vector Extensions 512 (MCDRAM). 

 



 

 

Figure 14: MCDRAM bandwidth profile for ISO3DFD compiled with -xMIC-AVX512 vectorization 

and explicit MCDRAM memory allocation shows 183 GB/s aggregated bandwidth. 

Another comparison of the two instruction sets can be done using the Intel ® Advisor, which is 

also now including a cache-aware roofline. 

Intel Advisor introduces a preview implementation of an automatic roofline model to help 

users decide between SIMD-focused and memory-focused optimization. On the one 

hand, roofline models are a user-friendly way to combine and generalize information 

provided by all main analysis types provided by Intel Advisor, putting mask-aware, 

FLOPs, hotspots, and deeper-dive memory analysis data all together. 

 

For unvectorized loops, Intel Advisor is able to discover what prevents code from being 

vectorized and give tips on how to vectorize it. For vectorized loops that use modern 

SIMD instructions, Intel Advisor measures their performance efficiency and get tips on 

how to increase it. For both vectorized and unvectorized loops, Intel Advisor can explore 

how the memory layout and data structures can be made more vector friendly. 

 

On the other hand, the line segments connecting the roofline point (corresponding to 

particular loops or kernels) and the closest roof can be seen as a visualization of Intel 

Advisor’s recommendations “Impact” or “Vectorization Gain” values. After running an 

advanced version of the Trip Count analysis, Intel Advisor can generate a so-called 

“cache-aware roofline model” [13] which extends the traditional roofline with 

representations of cache hierarchy and provides a foundation for the most general-

purpose analysis of different levels of memory hierarchy. Each point on the Intel Advisor 

roofline corresponds to a specific region in a user application, for example, to regions 

with nonzero “exclusive” FLOPs value and non-zero CPU self-time. 

 

A roofline model provides insight into how your application works by helping you answer 

the following questions: 

 Does my application work optimally on the current hardware? 

 What limits the performance? Is my application workload memory or compute 

bound? 



 
 What is the right strategy to improve application performance? 

 

The model plots the data to help you visualize application compute- and memory-

bandwidth ceilings by measuring two parameters: 

 Operational intensity. The number of floating-point operations per byte 

transferred from memory 

 Floating-point performance. In Gflops per second 

The proximity of the data points to the model lines (rooflines) shows the degree of 

optimization. 

 

Figure 15: Vectorization report from Intel® Advisor when running on a server based on a 2-

socket Intel® Xeon® processor E5-2697 v4 (36 cores). Efficiency of the main compute kernel 

(finite differences) seems to be optimal, at least in terms of vectorization. 

 



 

 

Figure 16: Cache-aware roofline panel within the Intel® Advisor beta version. We can evaluate 

what would be the maximum achievable performance for the given arithmetic intensity of the 

ISO3DFD kernel on a platform based on a 2-socket Intel® Xeon® processor E5-2697 v4. The 

cache-blocking implementation clearly compensates for the bandwidth-bound tendency of 

this workload. Additional room for improvements is also visible to take advantage of L2 

bandwidth and even register blocking.  

 



 

 

Figure 17: Cache-aware roofline panel within Intel® Advisor 2017. We can evaluate what would 

be the maximum achievable performance for the given arithmetic intensity of the ISO3DFD 

kernel on the Intel® Xeon Phi™ processor 7250 (68 cores). As for the Intel Xeon processor E5-

2697 v4, we are above the bandwidth limitation of the DRAM and MCDRAM, but there is still a 

possible improvement. The question is then to balance the extra effort, the time investment 

version the possible gain. 

2.3 Optimization Step 3 – Improvements using OpenMP* Task Pragma 
Until now we have used OpenMP parallel for pragma to assign threading blocks to the threads. 

There is another variant for distributing work among threads using OpenMP task construct 

where explicit tasks are defined that can be executed in parallel. The overall goal is to improve 

data locality and achieve granularity that allows for load balance. Source code modifications to 

the ISO3DFD kernel to enable OpenMP tasks are highlighted in green. 

. 

. 

#pragma omp for OMP_SCHEDULE collapse(3) 

for (int bz = HALF_LENGTH; bz<n3End; bz += n3_Tblock){ 

        for (int by = HALF_LENGTH; by<n2End; by += n2_Tblock){ 

                for (int bx = HALF_LENGTH; bx<n1End; bx += n1_Tblock){ 

#pragma omp task 

                        {  // Start of Task declaration 

                                izEnd = MIN(bz + n3_Tblock, n3End); 

               iyEnd = MIN(by + n2_Tblock, n2End); 

                                ixEnd = MIN(n1_Tblock, n1End - bx); 

 

               for (int iz = bz; iz<izEnd; iz++) { 

                                        for (int iy = by; iy<iyEnd; iy++) { 

                                                ptr_next = &ptr_next_base[iz*dimn1n2 + iy*n1 + bx]; 



 
                                                ptr_prev = &ptr_prev_base[iz*dimn1n2 + iy*n1 + bx]; 

                                                ptr_vel = &ptr_vel_base[iz*dimn1n2 + iy*n1 + bx]; 

 

                                                __assume_aligned(ptr_next, CACHELINE_BYTES); 

                                                __assume_aligned(ptr_prev, CACHELINE_BYTES); 

                                                __assume_aligned(ptr_vel, CACHELINE_BYTES); 

                                                 

                                                 #pragma ivdep 

                                                for (int ix = 0; ix<ixEnd; ix++) { 

. 

.                                                      // Actual computational work omitted to simplify the text 

. 

                                                 } 

                                          } 

                                  } 

                        }  // End of Task declaration      

 

 

To compile: 

$ make build version=dev11 simd=mic-avx512 hbm=yes 

 

Note that a success factor for the finer granularity of the OpenMP task variant is proper thread 

placement. Since the stencil computations of a given thread indexed idx will most likely 

depend on boundary (halo) data from its neighbor threads idx-1 and idx+1, the objective is to 

keep ‘neighbor’ threads assigned to the same core/tile on the Intel Xeon Phi processor. This is 

accomplished by the combination of thread placement (KMP_HW_SUBSET) and either compact or 

balanced OMP thread affinitization. For example, to run two threads per core: 

To execute 

$ export OMP_SCHEDULE=static,1     // using static OMP scheduling with unit granularity 

$ export KMP_HW_SUBSET=68C,2T 

$ ./run_on_xeon.pl    bin/iso3dfd_dev11_cpu_mic-avx512_hbm.exe               \ 

                     224 2125 2100 10 224 4 256 balanced,granularity=fine 136 

 

This results in a 34 percent throughput performance improvement for the case of two threads 

per core as shown in (68C,2T) in Figure 15. 



 

 

Figure 15: ISO3DFD throughput performance with OpenMP* task pragma (MCDRAM) 

compared to the previous implementation. 

 

2.4 Data Locality 
Instead of processing the array cell by cell from the beginning to the end of the allocated area, 

we create blocks to improve the data locality. Implementing cache blocking can be done by 

adding three external blocking loops over the three original index loops. The drawback is that 

we need to use three new parameters for specifying the size of the blocks in each of the X, Y, 

and Z dimensions. Setting those new parameters can be difficult because doing so requires a 

full understanding of the interdependencies between the three levels of cache when running 

the full application. Many people end up with some kind of empirical expertise, for example, on 

a 2-socket server the fact that is better to block over the Y and Z dimensions, but not on the X 

dimension. Those three cache blocking parameters are unfortunately not the only ones that can 

have a huge impact on performance, for example, the domain size and shape (with or without 

domain decomposition), the prefetching distances, the number of threads, and the processes 

affinity and pining. Some of those parameters can be also related to compilation options and 

runtime settings.  

In other words, we can say that the parameter space quickly becomes huge and the only way to 

sort out some kind of optimal set of parameters is to use optimization algorithms. For that 

reason we introduced an auto-tuning methodology for the input parameters that is based on a 

genetic algorithm search [Andreolli 2014b]. First we define the generation that is made of 

individuals, for example, “-O2, sizeX=256, sizeY=24, sizeZ=67, nbthreads=35”, which are the 

individuals of the list of parameters to be optimized. The first generation is created randomly, 

and we are using two basic concepts to create a new generation: the reproduction and the 



 
mutation. The reproduction is used to create one or several new individuals by merging the 

characteristics of one or several individuals of the previous generation. This selection is done 

using the “pivot” to mix parameters from the parents (see Figure 16). 

 

Figure 16: Definition of the pivot that is used to mix parents specificities to create new 

individuals during the reproduction process. 

 

 

Figure 20: The mutation creates one or several individuals by randomly changing some 

characteristics of previous-generation individuals. 

 



 

 

Figure 21: Description of the wheel selection process to choose individuals from the previous 

generation. The first step is to sort the individuals based on their performance. Then we sum all 

the performance numbers and randomly take a number from 1 to this sum. Next we check which 

individual is selected. An individual with a good performance has more chance to be selected. 

But it also allows some chance for “bad” individuals that can help explore a wider parameter 

space. 

Using the genetic algorithm to auto-tune the input parameters is extremely interesting on the 

Intel Xeon Phi processor since it has a fairly different memory hierarchy compared to the Intel 

Xeon processor that may totally change the behavior of the cache blocking and the 

understanding we described earlier. We have seen this already in [Andreolli 2014] when 

compared the Intel® Xeon® processor E5-2670 and the PCIe version of the Intel Xeon Phi 

processor. 

In our example we used the configuration file to tune the blocking factor and domain sizes. It 

led us to the standard and more uncommon sizes as (n1=224 ; n2=2125 ; n3=2100) and (n1=80 

; n2=1916 ; n3=1146) that gives improved performances of 9.6 GPoint/sec and 10.7 GPoint/sec 

respectively without any changes in the source code. 

 

To execute 

$ export OMP_SCHEDULE=static,1         //using static OMP scheduling with unit task granularity 

$ export KMP_HW_SUBSET=68C,2T 

$ ./run_on_xeon.pl bin/iso3dfd_dev11_cpu_mic-avx512_hbm.exe 80 1916 1146 10 80 14 80 

balanced,granularity=fine 136 

n1=80 n2=1916 n3=1146 nreps=10 num_threads=136 HALF_LENGTH=8 

n1_thrd_block=80 n2_thrd_block=14 n3_thrd_block=80 

allocating prev, next and vel: total 2010.26 Mbytes 

------------------------------- 

time:           0.13 sec 

throughput: 10701.59 MPoints/s 

flops:        652.80 GFlops 

 



 
 

2.5 Evaluating Cache Mode 
In order to use MCDRAM in cache mode, the KNL system must be rebooted with BIOS settings 

updated appropriately to use MCDRAM as cache.  

 

Figure 22: ISO3DFD throughput comparison between cache mode and flat mode   

As shown in the results above, it can be inferred that the ISO3DFD throughput 

performance is slightly better in flat mode in comparison to cache mode for the same 

set of input parameters.  

3. Results Summary, Discussion, and Perspectives 

In the paper we have presented performance results for ISO3DFD kernel optimized for 

KNL. We evaluated different OpenMP runtime variations in terms of thread scheduling 

and affinity and narrowed down few combinations (OpenMP task pragma with static,1 

scheduling along with balanced affinity) that we think give better throughput than the 

others on KNL.  

With the help of the ISO3DFD kernel we also demonstrate how the Intel VTune 

Amplifier can be used on a KNL system to get insight on potential DDR bandwidth 

related bottlenecks and also help identify bandwidth critical data structures resulting in 

peak DRAM bandwidth.    

We provided a brief introduction to cache-aware roofline panel within Intel Advisor 

(currently a beta version) and demonstrated how it be used to verify the maximum 



 
achievable performance for the given arithmetic intensity of the ISO3DFD kernel 

running on a KNL system. 
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