
 

Half the footprint, twice the speed: 
Accelerating performance for server-side 
PHP 7  
Close collaboration between Intel and the PHP community enables new hardware features that improve processing efficiency, increase execution speed, and optimize core software of interpreted languages — significantly boosting PHP 7 performance on Intel® Xeon® processors 
Choosing the right combination of hardware and software is one of the simplest and most effective ways to improve 
performance for PHP-based applications. To this end, Intel has shared knowledge, insight, and hints with the PHP 
community to help boost PHP performance and optimize this popular language on Intel® Xeon® processors.  
In addition, the software performance of PHP 7 sees a boost with each new generation of Intel® Architecture (IA), 
which introduces features that increase hardware execution efficiency. At the source level, Intel has also worked 
extensively to “tune” processors. This increases execution efficiency and performance even further — performance 
that is particularly important for PHP and other interpreted languages that have a large footprint.  
These collaborative efforts have enabled two key advances for PHP 7 over the previous version (PHP 5): a much 
smaller memory footprint, and a dramatic 2x performance gain for real-world applications on Intel Xeon 
processors.1  

Improved memory management and faster execution 
A key factor of any program’s performance is memory consumption. Modern CPUs have different layers of cache, 
both for data and code, and each new generation of Intel Xeon v3 processors has an even larger cache than 
before. Still, the amount of cache actually available in a CPU remains very small. At the same time, comparing and 
moving memory chunks and strings remains one of the hottest parts in any pure interpreter such as PHP.  
The bottom line is this: The more memory the application uses, and the larger the code base, the less likely the 
CPU will be able to take full advantage of its own L1 and L2 caches. Much of the work Intel has done to improve 
performance for PHP has helped with this issue. 
50% smaller PHP memory footprint  
The first key improvement in PHP 7 is a smaller footprint of data memory. Taking advantage of Intel’s research 
along with their own extensive expertise, the PHP community has severely trimmed PHP 7 data structures. This 
includes trimming zVal by 33%, cutting the bucket (part of the hash table) by 33%, and optimizing the memory 
manager to increase efficiency by 75%.1 Overall memory footprint of PHP 7 has been reduced by about 50% from 
PHP 5.1 This by itself resulted in a 30% increase in performance for WordPress workloads running on IA.1 
Real-world, turnkey, 2x performance gain for PHP 7 
Intel has also been providing the community with hints and information on how to boost PHP performance on 
servers powered by Intel Xeon processors. For example, Intel uses Zend’s industry representative workloads 
and/or benchmarks to identify the best optimization opportunities. Intel then helps the community by providing tips 
on how to speed up the most essential core software building blocks on which a workload is based. The goal is to 
improve performance on workloads that are representative of real-world customer applications. The PHP team has 
taken advantage of these tips to help deliver their 2x performance improvement in PHP 7.2  



There are two key points to note about these performance gains: 
 Real-world workloads. Performance gains were demonstrated, not with synthetic benchmarks, but with real-

world applications, such as WordPress, Drupal, and MediaWiki, as well as via a number of micro-benchmarks 
on IA. For example, WordPress runs an average of 2x faster with PHP 7 on IA, than when using PHP 5.1  

 Turnkey upgrade. Implementing PHP 7 is nearly a turnkey process on Intel Architecture. In other words, the 
applications used to measure performance were not optimized for PHP 7 benchmarks. You can use PHP 7 on 
Intel® Xeon® processor-based servers and immediately see significant performance gains over PHP 5. 

Recommendations to boost PHP performance even further 
Along with switching to PHP 7, you can do two specific things to boost execution speed even more:  

1. Run PHP 7 on an Intel Xeon processor-based server 
2. Build your PHP 7 application using profile-guided optimization (PGO) 

Use an Intel® Xeon® v3 processor or later to boost execution speed 
Intel is invested in improving and optimizing both hardware and software. Each new generation of Intel 
microarchitecture introduces features that increase both hardware execution efficiency and software performance. 
Simply shifting software from an older generation of processor to a newer generation can show substantial -- and 
even dramatic performance gains. In addition, Intel studies and optimizes software to make sure applications can 
run fast on IA and take advantage of new hardware capabilities. 
One of the keys to improving PHP performance has been Intel’s extensive research into understanding how 
dynamic and interpreted languages run on IA. Based on detailed analyses, Intel has been able to “tune” Intel Xeon 
processors at the source level to better process interpreters, such as PHP, HHVM, Python, and Node.js.  
To push performance even further, Intel and the PHP community have optimized PHP to take advantage of 
microarchitecture enhancements that are being introduced in new Intel processor generations. As Intel releases 
new features, Intel works to identify specific areas within PHP that can take advantage of these hardware 
advances. These optimizations can deliver an even better performance across a broad range of applications. For 
example, Intel has completed a significant amount of work at the libc level. 

Table 1. Summary of key optimizations that help improve PHP performance 
Hardware-based 
optimization Description Performance benefit 
Better memory 
management 

Larger caches, larger 
translation lookaside buffers 
(TLBs), and faster opcode 
handlers. 

Helps minimize the impact of the PHP memory footprint, which is still large. 
Even though the PHP 7 footprint is smaller than in previous generations, it 
is still significant, and can benefit from better memory handling. 

More powerful 
branch miss-
prediction algorithms 

Reduces front-end stalls in 
the CPU for ICACHE misses 
and branch miss-predictions; 
and reduces CPU cycles lost 
in speculative executions. 

Because of the high rate of front-end latency seen with interpreted 
languages in general, these algorithms are a key benefit for more efficient 
execution of PHP (and other interpreted) code. 

New Advanced 
Vector extensions 
(AVX2) 
Streaming SIMD 
Extensions (Intel® 
SSE) 

New 256-bit instruction set 
extensions to Intel® 
Streaming SIMD Extensions 
(Intel® SSE) in Intel Xeon® 
processors. 

As the processor switches to SSE/SSE4 or AVX-based implementations of 
memcpy(), memset(), and memcmp() libc APIs, performance improves for 
PHP operations that imply memory manipulation. These SIMD instructions 
can increase PHP performance. For example, just by compiling HHVM 
code with AVX2 enabled, the result was an instant performance boost of 
5% on a multi-threaded WordPress workload.3 

Software-based 
optimization Description Performance benefit 



Hand-coded 
assembly-level 
instructions 

Hand-coded the assembly-
level code for memset() and 
memcpy() in HHVM. Intel is 
making similar optimizations 
in PHP 7, Python (both v2.7 
and v3.5), and other 
languages. 

By hand-coding the assembly-level code in HHVM, Intel saw a significant 
performance boost in servers. An example of just one optimization in the 
PHP interpreter is the Intel patch to the fast_memcpy() function. The 
optimization enhanced the fast_memcpy() function with some of Intel's 
specialized SSE2 instructions. This kind of detailed tuning helps 
interpreted languages run better and faster, and take better advantage of 
powerful IA hardware features like big Last Level Cache sizes. 

Larger caches and temporal writes 
Choosing the right platform — an Intel Xeon processor-based server — for PHP is critical to performance. This is 
because the latest Intel servers (v3 and v4) enable better use of larger caches. Execution efficiency and speed also 
benefit from Intel’s active work in continuously upgrading libc and other components to improve PHP performance. 
This work includes supporting new hardware features that 
are available on Intel Xeon processors. 
For example, consider the large opcode memory copies 
performed during initialization on PHP 7. On desktop 
CPUs, non-temporal writes are preferred for these 
copies, as compared to normal writes. (Non-temporal 
writes occur when the normal cache coherency rules are 
not followed, and the data is written directly into memory, 
bypassing the cache synchronization.) Non-temporal 
writes significantly reduce the execution time for the large 
memory copy operation during the initialization phase. 
However, with the overall speedup in  
PHP 7 for the entire run, there is no tangible difference in 
execution time when compared with normal writes.  
Intel’s research showed that reverting to normal writes on 
an Intel Xeon v3 processor-based server generates a 
PHP 7 performance increase by 2.9% on WordPress and 
5.9% on MediaWiki.2 What was perceived as “cache 
pollution” on a desktop CPU with 4MB LLC became 
“cache warming” on a server CPU that has a unified 
cache of 45MB. Basically, it turns out that for some 
workloads, a bigger cache does matter. 
This is one of the simplest changes you can make to 
improve PHP 7 performance: Simply run your code on an 
Intel Xeon processor-based server. 
Use PGO when you compile PHP to get a more optimized result 
PGO is profile-guided optimization. Right now very few open-source projects use PGO -- most people deploying 
PHP 7-based servers simply don’t go beyond installing the binary packages already provided in their distribution. 
However, using PGO is simple, and it can create a measurable difference in performance for complex workloads. 
Intel strongly encourages you to use PGO when you compile PHP 7. 
Hinting the compiler for better optimization 
When any program is compiled, the compiler uses heuristics to determine the most likely path your program will 
take through the code. The compiler then optimizes the code using those assumptions. PGO replaces default 
compiler heuristics with concrete execution statistics. These concrete statistics are gathered during a profiling 
phase on the targeted binaries when they are executed on relevant real-world use cases. The compiler then uses 
the collected statistics as optimization hints in order to produce binaries that are better tuned. 

Eliminating the performance hit for non-temporal 
writes 
 
Non-temporal writes remain a good solution for specific 
situations, especially where you need to avoid L1 and 
L2 cache pollution. However, in the context of a PHP 7 
initialization phase, normal writes are preferred. That is 
why the Intel patch reverted fast_memcpy() 
implementations to normal writes, as libc memcpy() was 
doing before.  
 
The fast_memcpy() function in PHP 7 still provides 
better execution performance than memcpy(). It does so 
by directly implementing the SSE2-based memory copy 
without adding any overhead related to address 
alignment or size checking.  Instead, the fast_memcpy() 
function relies on the fact that the memory areas are 64-
bytes aligned. This is true when running on virtually all 
processors. There are also some additional software 
prefetching efficiencies in place.  
 
The alignment constraint for fast_memcpy() is typically 
fulfilled only during the initialization phase. For frequent 
runtime memory copies (in most cases, string copies), 
the alignment constraint is not fulfilled, and you should 
still use libc memcpy(). At this time, there is no non-
temporal write in PHP 7. 



With PGO, GCC instrumentation technology provides better code locality of “hot” executed sequences. “Cold” code 
is moved to a rarely used memory area. This results in a better use of memory pages and caches in the IA 
architecture. It also results in a boost in performance due to the large L3 caches that are available on Intel Xeon v3 
and v4 processors. Because of the execution path optimizations, you could also see a slight reduction in branch 
miss-predictions. 
With the rigorous testing and highly reproducible results of work performed by Intel’s 0-Day Lab, Intel was able to 
validate the effectiveness of PGO in the context of real-world PHP use cases. Specifically, Intel’s 0-Day Lab 
examined the performance of PHP 7 running WordPress, as compared to the PGO-built version of PHP 7 that was 
trained with WordPress. The results showed a performance increase of 7% to 8% — with no code changes.2 
Because of the verified results of Intel’s research, PHP 7 now offers support for building profiled binaries with 
minimal effort. 
Simple steps for a more tuned build 
Deploying PGO builds is relatively simple. Here are the steps to build profiled PHP 7 binaries and begin training 
your compiler for a more optimized build: 

$ make prof-gen # which builds an instrumented binary for gathering execution statistics 
$ {run relevant PHP-based scenarios with the instrumented binary version for gathering execution 
statistics} 
$ make prof-clean # cleans up the instrumented object files and binaries  
$ make prof-use # rebuilds all taking into account the gcc execution gathered statistics 

Still to come: PGO training micro-benchmarks 
Based on the results of the PGO experiments, Intel began creating a set of micro-benchmarks that would be 
representative of real-world scenarios. The scenarios can be used by distribution builders — such as Linux 
distribution builders, for example — to establish distributions that are optimized for different, real-world use cases. 
A first-draft version of these training scripts https://github.com/01org/php_pgo_training_scripts  is available on 
GitHub. 

The Intel 0-Day Lab 
Intel provides extensive information to the PHP community about how to optimize code for better performance on 
IA. Intel’s 0-Day Lab is a strong community resource for this sharing, and is the central engine for Intel’s PHP 
optimization efforts.  
The Intel 0-Day Lab is a facility for downloading the sources of the open-source PHP project every night, building it, 
and measuring its performance. Each night, multiple runs are performed, using the most recent source version. 
Results are emailed to the community daily, with the most recent changes (last 24 hours) highlighted. Results 
include the performance change from the last day’s run, and warnings if something won’t build. The nightly email 
also includes a comparison to an earlier release or milestone. This allows core developers to see how their patches 
improve or penalize the overall PHP speed, and also gives them a cumulative idea of how performance is 
advancing. 
For interpreted languages, every percent increase -- or decrease -- is important. Because Intel’s 0-Day Lab uses an 
extremely stable measurement platform, the lab can highlight changes in performance as small as 1%, with a 
relative standard deviation of <0.2%.2 Over time, these improvements can add up to a significant benefit. For 
example, in February, 2016, the quality of the measurements obtained convinced Zend to integrate MySQL 
configuration methodology from Intel’s 0-Day Lab into their internal measurement setup. Zend internal reports 
showed a performance gain of about 30% on WordPress workloads, just from that integration.4 
To sign up for the nightly PHP email list, visit the Intel open-source 0-Day Lab https://01.org/lp Web site. 



 
Sample Intel® 0-Day Lab results for a PHP workload on an Intel® Xeon® processor-based server 

Future work and collaborations 
To help identify performance issues for PHP and other languages with a large executed footprint, Intel has begun a 
deep analysis of the CPU execution pipeline. The analysis has already revealed that workloads like WordPress 
spend 40% to 50% of cycles stalled in the processor front-end (the part that fetches and decodes instructions).2 
The two main sources of these front-end stalls are ICACHE misses and branch miss-predictions.  
That is a very high percentage of stalls. For optimal workloads, front-end stall cycles should be less than 20%.2 This 
is a common problem specific to interpreted languages — such as PHP — because, again, they often have that 
large executed code footprint. 
The answer to these challenges has been an on-going effort by Intel to “tune” Intel microarchitecture to boost 
execution of interpreted languages: 

1. Reduce front-end stalls and latencies caused by ICACHE misses and branch miss-predictions. 
2. Improve overall memory management for interpreted languages, such as PHP, HHVM, Python, and 

Node.js. 
3. Reduce CPU cycles lost in speculative executions (instructions that are executed in advance, based on 

branch predictions which are later invalidated). 
4. Increase overall execution speed. 

Developer tools to enhance PHP code optimization 
In addition to collaborating with the community on PHP development, Intel works with the entire ecosystem to help 
support developer implementations for maximum benefit on Intel processors. Intel offers publicly available and/or 
open-source tools to help developers get the most out of PHP in terms of performance. These include: 
 VTune Amplifier. https://software.intel.com/en-us/intel-vtune-amplifier-xe A publicly available tool that is very 

useful for profiling software on IA. PHP-based setups are good candidates for profiling with VTune. 
 Branch Hinting Tool. https://github.com/01org/branch_hinting_tool An open-source analysis too.  The tool 

provides branch-hinting suggestions on C/C++ projects based on gcov statistics gathered during representative 
runs of instrumented binaries. The tool has been deployed in the context of a PHP engine, but could be 
deployed for other, unrelated C/C++ projects. 

 PHP PGO Training Scripts. https://github.com/01org/php_pgo_training_scripts  A set of open-source PHP 
scripts created by Intel. These scripts can be used as real-world training scenarios during a PGO build for Zend 
PHP. The scripts are expected to be adopted in the official PHP package. 

Intel collaboration delivers continual performance gains 
Intel continues to work closely with the community to identify ways to optimize code and enhance server 
architecture for runtime languages. This is a continuous effort to provide functional, practical, and agnostic solutions 
to reduce memory footprints, increase execution speed, and improve PHP performance in real-world workloads on 



Intel processors. In turn, this helps the community identify the optimal settings and methodologies that will deliver 
the best results to meet business needs.
 
For more information about PHP and Intel’s enabling efforts with PHP, visit the Intel 
Runtimes site: https://software.intel.com/runtimes 
 
For information about PHP, visit the PHP Web site: http://php.net 
 

 
 
1 Zeev Suraski — The PHP7 Story, https://www.youtube.com/watch?v=c5285TuNups by Zeev Barcelona. 
2 Intel Software | Article: High Performance PHP 7 https://01.org/lp/blog/high-performance-php-7 by David Stewart (Intel). 
3 Source: Intel Software | Article: Exposing Processor Features to Dynamic Languages https://software.intel.com/en-us/blogs/2015/08/27/exposing-processor-
features-to-dynamic-languages by David Stewart (Intel). 
4 Intel Open-Source Projects, https://01.org/lp April, 2016. 
 
 
Notice 
  
Software and workloads used in performance tests may have been optimized for performance only on Intel microprocessors. Performance tests, such as 
SYSmark* and MobileMark*, are measured using specific computer systems, components, software, operations and functions. Any change to any of those 
factors may cause the results to vary. You should consult other information and performance tests to assist you in fully evaluating your contemplated 
purchases, including the performance of that product when combined with other products. 
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Intel disclaims all express and implied warranties, including without limitation, the implied warranties of merchantability, fitness for a particular purpose, and 
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