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Open domain question answering system  
A deep learning based NLP solution on Intel® Xeon® scalable processors

Executive summary 
Natural language processing (NLP) systems based on 
deep neural networks have drastically improved the 
ability to gain the knowledge stored in text form from 
humongous amount of information stored on the web 
or on Wikipedia using search engines and QA systems. 
These systems are expected to extract the precise 
information corresponding to a query independent of 
the domain. Open domain question answering (ODQA) 
systems have gained prominence to extract genuine 
answers for queries in natural language form. 
Although ODQA systems are famous for web search, 
they can be used in many applications like gaining 
investment insights from financial documents, 
addressing queries from the internal enterprise wikis, 
customer support for newly launched services, among 
other uses. Chatbots, document classification systems 
and other applications use Machine Reading 
Comprehension (MRC) which is an integral part of 
ODQA systems. MRC is the critical processing 
bottleneck in the ODQA systems to process several 
documents with minimal latency.  

Intel® Math Kernel Library (MKL) is the fastest and 
most-used math library for Intel® based systems to 
speed up numerical application performance by 
providing highly optimized, vectorized and threaded 
math functions. Intel® VTune™ Profiler collects the key 
profiling data and presents a powerful interface to 
simplify the algorithm performance analysis. 

Intel® and Kakao Enterprise explored these Intel® 
technologies to improve the performance of MRC 
used in their NLP API service. Kakao Enterprise found 
that 1.14x speed-up in processing time after 
integrating their MRC network code with Intel® MKL 
library which utilizes the AVX-512 capabilities of 2nd 
generation of Intel® Xeon® Scalable processors§.
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§ Test configuration details are given in page 6
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Figure 1: Open domain question answering system

Business challenge 

Figure 1 shows the end-end pipeline of ODQA 
system in which random questions posed by 
users need to be answered through machine 
reading from multiple documents searched over 
the web. ODQA is a complicated system to 
handle the domain independent queries. In 
addition, handling local language (Korean) is 
entirely a different ballgame. 

Some of the primary challenges involved in 
ODQA systems are given below - 
1. Understanding the random question in 

natural or free style of native language.  
2. Reliability of search results 
3. Cost effective and latency critical machine 

reading systems 

Kakao Enterprise handled these challenges with 
a strong processing pipeline along with deep 
neural networks as shown in figure 2. When 
users submit questions to the system, Query 
Analyzer decides the type of questions among 
5W1H classes, deciding whether answers are to 
be simple sentences or more elaborate 
descriptions. These sorts of information and 
questions are delivered to Search Query 
Generator. Search Query Generator generates 
Search Query List to request Web Search Engine 
for document retrieval by selecting proper 
keywords based on the information from Query 
Analyzer. When result documents are retrieved 
by the search engine on the Search Query List, 
some of the documents may contain too long or 
duplicated contents for MRC (Machine Reading 
Comprehension) processing. It's the role of 

Result Refiner to extract the refined texts that 
are adequate for the MRC system to process. 
  
Candidate Extractor, aka MRC module plays the 
most important role in the system. It extracts the 
candidates of answers to user queries from the 
given text by a neural network structure that 
consist of convolutional neural networks, 
transformer and pointer networks.  

Candidates of answers generated by MRC are 
the input to Answer Selector at the final phase. 
Answer Selector decides the optimal answer by 
utilizing many heuristic algorithms. This selected 
answer is the final output of ODQA system to 
users. 

Candidate of answer can be more reliable as a 
final answer if it is extracted from several 
documents. So the MRC module needs to 
process a large number of  documents as fast as 
possible. Unfortunately, the MRC network is 
composed of several matrix multiplications and 
mathematical functions such as Tanh and 
Exponentials, becoming the bottleneck in the 
processing chain. MRC optimization is critical as 
it impacts the quality, latency and cost of the 
whole system.  

Hence Kakao Enterprise started their journey of 
optimizing the MRC network with the below 
optimization strategies -  

1. Implemented matrix multiplications through 
Eigen library 

2. Fused some of the neural network layers 
3. Used 1D convolution instead of generic 

convolution 
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Input Layer consists of words from the question 
and paragraph feeding to the embedding layer.  
Embedding layer converts all input words into 
tokens using contextual embedding based on 
Korean GloVe[1], similar to English Glove[2]. 
Embedding encoding layer learns question and 
paragraph embedding separately with encoding 
block from QANet[3] in which [convolution-layer 
× 4 + self-attention-layer + feed-forward-layer] 
is replaced with [convolution-layer × 4 + 
Transformer].   
Passage query alignment layer performs multi-
round alignments between question and context 
with the reattention mechanism using iterative 
aligner from Reinforced Mnemonic Reader[4].  
Model encoder layer is additional encoding 
block of [convolution-layer × 5 + Transformer] 
similar to the embedding encoder layer given   
above.  
Answer pointer layer predicts the answer span 
sequentially using pointer network like Ptr-
Nets[5]. 

This whole network consists of several matrix 
multiplications and complex mathematical 
operations which need a combination of 
powerful compute engines and libraries to build 
a low latency MRC solution. Here are the 
summary of Intel® technologies used in 
development and deployment of this solution -  

• Intel® Xeon® scalable processors to get 
accelerated performance with Intel® Advanced 
Vector Extensions 512 (Intel® AVX-512) 

Even then there was a need to improve the 
latency for a cost effective solution. So Kakao 
Enterprise collaborated with Intel® to integrate 
their MRC code with Intel® Performance Libraries 
for parallel processing and efficient core 
utilization. 

Solution overview 
  
Kakao Enterprise chose to use its own C++ 
framework rather than TensorFlow due to lower 
latency on its application. The MRC network 
model used in this solution is as shown in figure 
3, which consists of a combination of blocks 
from multiple neural network topologies. Each 
layer’s significance and implementation details 
are given below -  

Figure 3 MRC network used by Kakao Enterprise

Figure 2: Kakao Enterprise Implementation 
pipeline for ODQA system
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• Complex Algorithms integration with Intel® 
MKL API instead of Eigen library 

• Intel® VTune™ Profiler to debug and analyze 
utilization of cores in total workload. 

Intel® Xeon® scalable processors 

The Intel® Xeon® Scalable Processor 
family provides the foundation for a powerful 

data centre platform that 
creates an evolutionary 
leap in agility and 
scalability. Disruptive by 
design, this innovative 
processor sets a new level 
of platform convergence 
and capabilities across 

compute, storage, 
memory, network, and security. Foundational 
enhancements are -  

Intel® AVX-512:  With double the FLOPS per 
clock cycle compared to previous-generation 
Intel® Advanced Vector Extensions 2 (Intel® 
AVX2), Intel® AVX-512 boosts performance, 
and throughput for the most demanding 
computational tasks in applications, such as 
modelling and simulation, data analytics and 
machine learn ing , dat a compress ion , 
visualization, and digital content creation. 

Higher Per-Core Performance: Up to 56 cores 
(9200 series) and up to 28 cores (8200 series), 
delivering high-performance and scalability for 
compute-intensive workloads across compute, 
storage, and network usages. 

Greater Memory Bandwidth and Capacity: 
Support for  Intel® Optane™ DC persistent 
memory, supporting up-to 36 TB of system-
level memory capacity when combined with 
traditional DRAM. 50 percent increased 
memory bandwidth and capacity. Support for 
six memory channels and up-to 4 TB of DDR4 
memory, per socket, with speeds up-to 2933 
MT/s (1 DPC). 

Intel® Deep Learning Boost (Intel® DL Boost) 
with VNNI: New Intel® Deep Learning 
Boost  (Intel® DL Boost) with Vector Neural 
Network Instruction (VNNI) brings enhanced 

artificial intelligence inference performance, 
helping to deliver AI readiness across the data 
centre, to the edge and back. 

Kakao Enterprise used a two-socket 24 core, 
Intel® Xeon® Gold 6248R CPU @ 3.00 GHz 
processor without any DL accelerator card in 
this solution. 

Intel® MKL  

Intel® MKL is a product that accelerates math 
processing routines to increase the performance 
of applications including linear algebra, fast 
Fourier transforms (FFT), vector math, and 
statistics functions. Vector Mathematics (VM) 
computes elementary functions on vector 
arguments. VM includes a set of highly 
optimized implementations of computationally 
expensive core mathematical functions (power, 
trigonometric, exponential, hyperbolic, and 
others) that operate on vectors. 

MKL implements the support for the latest Intel 
Instruction sets for Intel® Xeon® scalable 
processors which brings users improved 
experience with cutting edge technologies. 

Kakao Enterprise replaced the BLAS functions 
such as sgemm, saxpy, sascal with Intel® MKL 
API. Tanh and Exp functions are also vectorized 
through VM functions. This has reduced not only 
the implementation of fusion layers but also the 
burden of customized algorithms development 
for future generations of CPUs to be deployed. 
For the ease of deployment, Intel® MKL is used in 
sequential mode. 

Intel® VTune Profiler 

Intel® VTune profiler locates performance 
bottlenecks fast with advanced sampling and 
profiling techniques. It quickly analyzes your 
code, isolates issues, and delivers insights for 
optimizing performance on modern processors. 

Kakao Enterprise utilized VTune to identity the 
algorithm bottlenecks in its processing chain to 
optimize them with MKL API.  

https://software.intel.com/content/www/us/en/develop/tools/math-kernel-library.html
https://software.intel.com/content/www/us/en/develop/tools/vtune-profiler.html
https://www.intel.sg/content/www/xa/en/products/docs/processors/xeon/2nd-gen-xeon-scalable-processors-brief.html
https://www.intel.sg/content/www/xa/en/products/docs/processors/xeon/2nd-gen-xeon-scalable-processors-brief.html
https://software.intel.com/content/www/us/en/develop/tools/math-kernel-library.html
https://software.intel.com/content/www/us/en/develop/tools/vtune-profiler.html
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Results 

Kakao Enterprise created a test dataset with 
paragraphs crawled from web search engines in 
the categories of “what, when, where, who”. 
Kakao Enterprise made a dataset of 800 
question-answer pairs with each question 
comprising of 100-200 paragraphs. They 
benchmarked the MRC network on their Eigen 
optimized code vs Intel® Performance Libraries. 
The first stage of optimization was replacement 
of BLAS functions with Intel® MKL API. Later MKL 
Vector mathematical functions were added for 
hyperbolic and exponential functions too. The 
benchmark results are shown in the figure 4. 
Here the relative latency can be seen with Intel® 
MKL optimizations. Benchmarking was done 
with a single batch size using Intel® MKL Library 
in sequential mode. 

Optimizing the MRC pipeline with Intel® MKL API 
improved the MRC processing time. 

Deployment 

Kakao Enterprise deployed this solution as part 
of NLP API service "machine learning applied 
search engine" hosted at ht tps : / /n lp-
api.kakao.com. Kakao Enterprise offers two 
services: One service returns answers from a 

given paragraph-question pair and another 
service returns the answer from the web for a 
question. Kakao Enterprise deployed the 
application with batch size 1 for flexible scaling 
with one core for each request. 

Conclusion 

Intel® Xeon® scalable processors along with 
Intel® MKL API are able to deliver cost efficient 
and lower latency deep learning solutions at 
scale. Kakao Enterprise deployed deep learning 
based NLP solutions on CPUs without any 
accelerator cards.  Kakao Enterprise is 
continuing to collaborate with Intel® on recent 
advancements in QA systems to build more 
optimized solutions with tools like Intel® 
Distribution of OpenVINO™ toolkit [6] and 
instruction level accelerations on CPU from 
Intel® DL Boost technologies [7].  

Normalized MRC Speedup on 2S Intel® Xeon® Gold 6248R Processor

Normalized Average Speed-up per core Normalized Maximum  Speed-up per core

1.141.14
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Figure 4: Normalized per core latency measurements in milli seconds on MRC system with 2S Intel® Xeon® 
Gold 6248R processor,  24 cores, 3.00 GHz

Higher is better
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Notices and Disclaimers 

Software and workloads used in performance tests may have been optimized for performance only on Intel microprocessors.  

Performance tests, such as SYSmark and MobileMark, are measured using specific computer systems, components, software, operations and 
functions. Any change to any of those factors may cause the results to vary. You should consult other information and performance tests to 
assist you in fully evaluating your contemplated purchases, including the performance of that product when combined with other products. For 
more complete information visit intel.com/benchmarks.  

Performance results are based on testing as of dates shown in configurations and may not reflect all publicly available updates. See backup for 
configuration details. No product or component can be absolutely secure.  

Intel’s compilers may or may not optimize to the same degree for non-Intel microprocessors for optimizations that are not unique to Intel 
microprocessors. These optimizations include SSE2, SSE3, and SSSE3 instruction sets and other optimizations. Intel does not guarantee the 
availability, functionality, or effectiveness of any optimization on microprocessors not manufactured by Intel. Microprocessor-dependent 
optimizations in this product are intended for use with Intel microprocessors. Certain optimizations not specific to Intel microarchitecture are 
reserved for Intel microprocessors. Please refer to the applicable product User and Reference Guides for more information regarding the 
specific instruction sets covered by this notice. 

Your costs and results may vary.  

Intel technologies may require enabled hardware, software or service activation. 

Intel does not control or audit third-party. You should consult other sources to evaluate accuracy. 

© Intel Corporation. Intel the Intel logo, and other Intel marks are trademarks of Intel Corporation or its subsidiaries. Other names and brands 
may be claimed as the property of others. 

Solution provided by:
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Hardware Configuration
Platform S2600WFD

# Nodes 1

# Sockets 2

CPU Intel® Xeon® Gold 6248R Processor

Cores/Socket 24

HT On

Turbo On

Microcode 5002F01

NIC 2x Intel® X722

Mem Config. 12 slots/16GB/2933

Total Memory 192GB

Storage Intel® 800GB SSD OS Drive

OS CentOS 7.8 core

Kernel 3.10.0-1127.13.1.el7.x86_64

Precision FP32

Compiler GCC 4.8.5

MKL 2020.1

Eigen 3.3.7

Test Configuration : Tested by Kakao Enterprise on 28th July 2020. Test scripts and dataset was internally generated by Kakao Enterprise with 
800 question-answer pairs comprising of 100-200 paragraphs per question. Inference latency measurements on each core were done on the 
MRC network given in figure 3 with batch size 1.

http://intel.com/benchmarks
http://koreascience.kr/article/CFKO201832073078664.page
https://nlp.stanford.edu/pubs/glove.pdf
https://arxiv.org/abs/1804.09541
https://arxiv.org/abs/1705.02798
https://arxiv.org/pdf/1506.03134.pdf
https://software.intel.com/content/www/us/en/develop/tools/openvino-toolkit.html
https://www.intel.com/content/www/us/en/artificial-intelligence/deep-learning-boost.html
http://intel.com/benchmarks
http://koreascience.kr/article/CFKO201832073078664.page
https://nlp.stanford.edu/pubs/glove.pdf
https://arxiv.org/abs/1804.09541
https://arxiv.org/abs/1705.02798
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https://software.intel.com/content/www/us/en/develop/tools/openvino-toolkit.html
https://www.intel.com/content/www/us/en/artificial-intelligence/deep-learning-boost.html
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