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Introduction

This paper discusses the issues that arise when implementing an FPGA design containing an SOPC 
Builder system with embedded PLLs.  Much of the advice and observations in this paper can be applied 
to any FPGA design with PLLs, but the focus of this paper is on SOPC Builder systems which embed 
them.  This paper only addresses the very typical PLL implementation which is a statically initialized PLL 
that is expected to run as configured for the entire runtime of the configuration.  For applications which 
use the more advanced features of the PLLs like clock switchover and dynamic reconfiguration, some of 
the advice in this paper may still apply, however, these operational modes require more planning and 
implementation consideration than the scope of this paper will involve.

Where do PLLs come from?

Most SOPC Builder system designers will implement a PLL in their SOPC system by instantiating a 
peripheral that incorporates one inside itself, like the HP DDRx controller core, or by directly instantiating 
the PLL peripheral as a standalone component in their SOPC system.  Since these are the two most 
common SOPC Builder peripherals that bring PLLs into the system, this paper will use them as the 
examples for further discussion.

What maintenance do PLLs require?

While PLLs in Altera FPGAs can be quite forgiving, and many short cuts can be taken when implementing 
a quick prototype design, or proof of concept, or even a design tutorial or example design, the 
commercial deployment of a design that incorporates PLLs should probably take care to maintain the PLL 
properly to ensure that it functions exactly as the designer expects, and is handled properly in the event 
of any runtime failure.  In simple terms what this means is that you should ensure that you reset the PLL 
at power-on, allow it to achieve lock, and then monitor the PLL during operation, and if lock is ever lost, 
you should probably reset the PLL and start the process all over again.

If you read the PLL documentation for any of the current Altera FPGA device families you will see that it 
is recommended to reset the PLL in order to ensure that it is initialized properly to the configuration 
state that is loaded into the FPGA.  After resetting the PLL you should allow it to obtain lock, this can 
take a non-deterministic amount of time, since you are waiting for analog circuitry to settle into its 
configured state and stabilize.  

Most Altera FPGA devices today specify the maximum lock time for a PLL at 1ms, and given the fact that 
there are no other specifications that you can use to short cut this lock period, the safest thing to do is 
to create a circuit that can determine when this maximum lock period has expired and then begin 
monitoring the locked status of the PLL for a loss of lock condition.  The reasoning behind manually 
waiting thru the lock period in some deterministic way that you have created is because the locked 
output from the PLL is allowed to stutter as PLL lock is achieved.  In other words if you simply monitor 
the locked output, you may see false premature assertions of locked followed by deassertions and 
reassertions as the PLL stutters into lock.  So since there’s no other specification made on the PLL that 
gives you a better indication that the PLL should remain locked beyond the final assertion of locked, you 
really have no better option than waiting thru the maximum lock duration before assuming that the 
locked output has settled and is stable enough to monitor.  

The PLL Megawizard in Quartus II gives you an option to have a counter built around the PLL to ensure 
that the locked output will remain deasserted for a number of counts that you specify, with the 
expectation that you will specify a duration that is as long as the maximum PLL lock time.  This 
capability in the PLL Megawizard can be used along with the suggestions made later in this paper, 
however, the suggestions in this paper do not assume that this capability is being deployed.



Once the PLL has obtained lock and you are beyond the maximum lock period specified for the PLL, you 
can monitor the locked output of the PLL to detect a loss of lock situation.  There are many reasons why 
a PLL may fall out of lock, however, in most production ready boards that have been checked out and 
verified that the FPGA and board design are implemented properly to expect nominal operation of the 
device, the general expectation is that once a PLL has obtained lock, it should never fall out of lock.  A 
loss of lock situation generally indicates some gross operational error for which the PLL cannot 
compensate for, or some extremely rare single event upset condition that is unlikely to occur again.

For whatever the reason, if your PLL ever winds up in a loss of lock state, you really need to consider 
what you should do at the system level to respond to that.  If the PLL is loosing lock due to a gross 
failure condition on the board, or a single event condition, it’s very likely that the PLL will be able to 
relock after some brief recovery period.  Since the only real indication that you have to tell when a loss 
of lock condition has occurred is the locked output of the PLL, you should create a circuit that can detect 
falling edges of the locked output to indicate to your monitor circuitry that a loss of lock has occurred, 
since locked is not guaranteed to stay deasserted for any particular amount of time as the PLL will 
constantly attempt to relock after a loss of lock.

The most significant issue with the loss of lock situation is that the PLL cannot guarantee that certain 
parameters will be achieved on any subsequent relock that is acquired.  For instance, if you have a PLL 
output that is being phase shifted for some purpose, the only way to know for certain that the PLL is 
locked and operating with your desired phase shift is to reset the PLL and allow it to obtain lock.  If the 
PLL ever falls out of lock, when it reacquires lock on its own without being reset, there is no guarantee 
that the phase shift you desire is actually being output anymore.  So since you cannot be guaranteed of 
the proper operating state of the PLL outputs in the event that it looses lock, the safest thing to do is to 
reset the PLL and allow it to reacquire lock following a proper reset.

System ramifications.

If you’re application falls into the category described by the previous section, where you should reset 
your PLL at power-on, then monitor it’s locked status during operation, and if a loss of lock is detected 
you should reset the PLL and start over, then there are some system level issues that you should 
consider when you think of the SOPC Builder system that may have instantiated this PLL.

The first issue to think about is are any of the PLL outputs driving clocks that your SOPC Builder system 
is interacting with or relying on.  Well, if you instantiate the PLL within the SOPC system, it’s hard to 
imagine a situation where this is not the case.  So now think about what it means to reset the PLL that 
your SOPC system is relying on or interacting with.  You can’t just have one or many of your clock 
domains go thru a PLL reset, where the PLL outputs will essentially become unpredictable during the 
reset and relock period.  The PLL outputs could start running significantly faster than the timing margin 
built into your logic, thus causing timing violations for that logic as the PLL stabilizes.  So if you are 
going to reset the PLL, you really have no choice but to reset the SOPC system as well.

The second issue you might think about is what if you have more than one PLL instantiated in the SOPC 
system?  If one PLL has just gone thru a loss of lock event, and you are about to reset that PLL and your 
SOPC system, what should you do about the other PLLs in the device?  Well, you could just leave them 
alone, and you could create logic in your design that deals with each PLL individually and only resets 
individual PLLs as required, but this starts to get complicated and requires thought to make sure you’ve 
considered all the side effects.  The approach that this paper will suggest is that all PLLs in the FPGA 
should be reset when we decide to reset any one of the PLLs, it’s not like this takes any longer to do, 
and it really simplifies the response that we have to a loss of lock condition.

A proposed solution.

This paper suggests that SOPC Builder system designers should implement logic within the FPGA that 
can generate resets for PLLs embedded in the SOPC system and monitor the locked status of those PLLs 
and react to loss of lock conditions by resetting the PLLs and the SOPC system whenever this condition 
may occur.  The specific reaction that an SOPC system should have in response to a loss of lock reset 
condition is not discussed here, but the suggested response should allow the design to recover from this 
event such that it is able to make some rational operational decision about how to proceed.



The SOPC system fabric will create a reset aggregator that looks something like the illustration above.  
All of the internal reset request sources are ORed together with the main system reset_n input to 
produce a single system wide reset condition within the fabric.

The single system wide reset signal that was create above is then passed into individual clock domain 
synchronizers like the one illustrated here.  So each clock domain in SOPC Builder will have it’s own 
unique, synchronized reset that is delivered to all of the logic within that clock domain.

SOPC RESET AGGREGATOR

SOPC RESET SYNCHRONIZER

What is SOPC Builder creating?

The illustrations below depict the basic reset structure that SOPC Builder will create for any system that 
it generates.
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HP DDRx

The HP DDRx core that gets instantiated within SOPC Builder has the characteristics shown above.  The 
reset_n input is used to reset the general logic inside the component.  The global_reset_n input is driven 
to assert the areset input to the PLL.  The reset_request_n output is asserted whenever the PLL is out of 
lock.  The reset_request_n output is defined as a resetrequest from this component within SOPC Builder, 
so when this signal is asserted, it will cause a total SOPC system reset to occur.  The reset_phy_clk_n 
output is asserted whenever reset_n is asserted or global_reset_n is asserted or whenever the PLL is out 
of lock.  During normal system operation, the reset_phy_clk_n output is useful as a PLL lock indication.

The PLL peripheral that gets instantiated within SOPC Builder has the characteristics shown above.  The 
reset_n input is used to reset the general logic inside the component.  The areset signal can be driven to 
assert the areset into the PLL itself.  When areset is asserted, the component will assert resetrequest 
and hold this asserted for a count of 64 clocks after areset deasserts.  The resetrequest output is defined 
as a resetrequest from this component within SOPC Builder, so when this signal is asserted, it will cause 
a total SOPC system reset to occur.  The locked output is provided directly from the PLL.

What do the PLL structures look like in SOPC Builder?

The illustrations below depict the basic reset structure that the HP DDRx controller implements as well as 
the PLL component inside an SOPC Builder system.
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The diagram above illustrates what happens from a reset perspective in an SOPC system.  You can read 
this flow from the top to the bottom.  First, all of the reset requests are aggregated together and used to 
trigger a synchronized reset into each clock domain in the SOPC system.  Each clock domain 
synchronized reset is delivered to logic that is implemented in that clock domain.  For components like 
the HP DDRx controller and the PLL peripheral, the PLL reset input and locked outputs should be 
managed by the user to appropriately reset the PLLs and monitor the locked state of the PLL.



Global System Reset Generator

The circuit above is intended to illustrate a viable solution for the system reset requirements in FPGA 
designs with SOPC systems that contain embedded PLLs.  The following pages describe the individual 
operations of each section of the circuit above.



Global System Reset Generator

This module begins with the detection of asynchronously asserted reset_n inputs.  A parameter can 
define how many reset_n inputs are required for any given system, then each input is detected using 
this asynchronous detection and synchronous assertion structure.  All of the detection inputs are ANDed 
together to pass a single signal on to the next stage of synchronization into the clock domain of this 
module.



Global System Reset Generator

The next stage of this module is a simple clock domain synchronization block to synchronize the 
combined reset_n detection signal into the clock domain of this module.  This circuit is here to provide 
metastability protection since the detection circuits will allow an asynchronous transition from HI to LO 
as the reset_n inputs are asserted.  When the reset_n inputs are deasserted the detection circuits will 
provide a synchronized transition from LO to HI, so there is no metastability concerns with that area of 
operation.



Global System Reset Generator

Once the detection signal is synchronized into this clock domain the next stage of this module performs 
a falling edge detection on the signal.  The global reset logic of this module is only triggered by falling 
edges on the reset_n inputs, so we detect that event at this stage.



Global System Reset Generator

The output from the falling edge detection block is qualified against the stutter detection counter to 
determine if we should consider the falling edge as a valid trigger for the global reset assertion.  When 
the reset_n inputs to this module are connected to PLL locked outputs, we have to make sure that we 
don’t trigger a global reset output on stuttering assertions of the PLL locked signal.  So this stutter filter 
counter provides us with a masking signal that we can use to qualify the reset_n assertions so that we 
can ignore stuttering assertions as the PLL obtains it’s locked state.

The stutter filter counter is reset with the assertion of the global reset and will begin counting when the 
global reset is deasserted.  The stutter filter counter should be configured to count for the entire 
duration of the worst case PLL lock period, for most Altera PLLs this is approximately 1ms.  For your 
particular design you may be able to qualify your implementation such that a 1ms delay is not required, 
but this is something you should derive from actual testing of your design in actual devices mounted on 
your actual board.



Global System Reset Generator

When a qualified falling edge is detected outside the masking period of the stutter filter count, the reset 
assertion counter is reset to allow the global reset to be asserted for the duration of the reset assertion 
counter.  The reset assertion counter should be configured to count for whatever duration is required for 
the longest reset duration that anything in the FPGA or external devices may require to see reset 
assertion.  Since most things in the FPGA will respond to an extremely brief reset pulse, the 
requirements for this counter will likely be driven by external devices that are reset during global reset 
of the FPGA.  When nothing specific is driving a timeframe for this count, you might consider setting the 
counter to a period of about 10us, just to have a nice long reset pulse to get everyone’s attention.



Global System Reset Generator

The global reset condition is registered and driven out of this module.



Global System Reset Generator

The SOPC system reset output is registered in this module before being driven out.  This condition is 
simply the logical AND of the synchronized reset detection signal, the stutter filter counter, and the reset 
assertion counter.  So this output will be asserted while any of the reset_n inputs are asserted, or while 
the global reset is asserted, or while the stutter filter counter is active.



Global System Reset Generator

A power-on reset circuit is used to reset the internal state of this module.  Alternatively a 
master_reset_n input can be driven to reset this module as well.  The master_reset_n is intended to be 
a singular event that is active once at the power-on event for instance.  There should be no need to 
reset this module after that initialization event.  This module does not require the master_reset_n input 
to be asserted ever, if you don’t wish to implement this functionality you can simply drive the 
master_reset_n to 1'b1 when you instantiate this module.



Global System Reset Generator

As a debug aid or for system status monitoring, there is a reset event counter provided in this module.  
This counter will be enabled to count each qualified falling edge detected by this module.  So each time 
the global reset is triggered, this counter will count that event.  You can parameterize this counter width 
so you can obtain whatever precision you are interested for debug or status purposes.  Under normal 
operation of an FPGA system, you would never expect this counter to capture a single event.
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The global system reset generator that was described on the previous pages can be implemented like 
this inside the FPGA, connected into the SOPC system as shown.  The global reset output can be used to 
drive the areset input to any PLLs in the system, and the SOPC system reset can be used to drive the 
system reset for the SOPC system.  The PLL locked indicators that exit the SOPC system top level can be 
fed back into the reset_n inputs of the global system reset generator module.
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The Global System Reset Generator circuit presented on the previous pages processes the system resets 
thru the 5 phases illustrated above:

Phase 1:  reset_n assertion detection.  During this phase, a reset_n input is asynchronously asserted to 
the module.  This active low input state is detected and synchronized inside the module.

Phase 2:  Once the reset_n assertion is detected and synchronized, it is qualified against the stutter filter 
counter, and if the stutter filter counter has expired then a global reset_n output is triggered.  The global 
reset_n output is asserted for the duration that it has been configured to drive active.

Phase 3:  After the global reset_n is deasserted the stutter filter begins counting and during this phase 
any stuttering assertions of the reset_n inputs will be ignored by this module, so you will not see a 
global reset_n trigger again during this stutter filter phase.

Phase 4:  The assertion of the SOPC system reset_n output begins immediately once a reset_n input has 
been detected and synchronized inside the module.  This should be a couple of clocks prior to the 
triggering of the global reset_n, and since this is a simply ANDed condition, a reset_n assertion could 
potentially hold the SOPC system reset_n output asserted longer than the Phase 3 duration of the stutter 
filter.  Since the SOPC system reset is a straight AND of the synchronized reset_n input, and the global 
reset_n assertion and the stutter filter counter execution, the Phase 4 will typically begin towards the 
end of Phase 1 and continue thru Phase 2, and Phase 3.  Normally you would expect Phase 4 to end at 
the end of Phase 3, however, if a reset_n input is still active at the end of Phase 3, then Phase 4 will be 
extended until the reset_n input is deasserted.

Phase 5:  At this point all resets are deasserted and the system should be allowed to execute in normal 
operation.

Global System Reset Generator Waveforms



Conclusion.

Hopefully this paper has provided some insights and guidance that you can apply to your own SOPC 
Builder system implementation.  A verilog source example of the Global System Reset Generator circuit 
described in this paper is being published with this document along with a TimeQuest SDC constraint file 
for the module. This should provide a realistic example of exactly how you might implement such a 
system reset strategy.


