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Distributed Direct Inter-FPGA Communication Framework
Multi-FPGA Deep Learning Inference Application and Model Parallelism 

Inter-Kernel Links for Direct Inter-FPGA 
Communication

The research in Artificial Intelligence (AI) and Deep Learning (DL) is trending 
towards deeper and deeper network models increasing the computational 
resources required to run the workloads thereby needing pools of distributed 
nodes and accelerators.

Direct inter-FPGA communication within a pool of distributed FPGAs enables the 
FPGAs to talk directly over a network or a high-speed serial link without the need 
to involve the CPU. Furthermore, the FPGAs can be clustered together to allow 
them to work on a single problem by forming device pipelines thereby scaling the 
application’s performance and functionality without the need for a larger FPGA. In 
this paper, we present Inter-Kernel Links (IKL), a low latency and high bandwidth 
streaming protocol and architecture with built-in reliability and control flow for 
direct inter-FPGA communication. Using IKL, developers can design applications 
in OpenCL™, high-level synthesis (HLS), or register transfer level (RTL) that use 
direct inter-FPGA communication using off-the-shelf Intel® FPGA Programmable 
Acceleration Cards (Intel® FPGA PACs) [1] available in the data center. Users can 
pipeline tasks within an application to run on multiple FPGAs as well as partition 
their designs between FPGAs thereby increasing their overall available resources. 
We demonstrate a prototype of the Intel® Deep Learning Inference Accelerator 
(DLA) engine that supports model parallelism across multiple FPGAs using IKL. The 
IKL-enabled DLA achieves near linear speed-up on ResNet152 [11, 12] at a batch-
size of one, allowing for higher throughput while maintaining low-latency execution.

In recent years, we have seen an explosion in AI and DL research thanks to the 
increase in computing capability generated by the availability of accelerators such 
as graphics processing units (GPUs) and FPGAs. AI and DL models are getting 
deeper each year requiring an increase in computational resources as well as 
storage for model parameters. Pools of nodes and accelerators are therefore a 
logical way forward to keep up with the research and trends. Microsoft pioneered 
the concept of large-scale global application FPGA offloading [2, 3] and deployed 
FPGAs into its data centers at scale to accelerate their services (Bing, Brainwave [2], 
etc.). 

Applications such as Genomics, Video Streaming, and DL inference can be pipelined 
and architected to decouple the FPGA kernel execution from the host CPU to allow 
the FPGA kernels to communicate directly with each other. Molecular Dynamics is 
also conducive to using direct FPGA-to-FPGA communication as the workload is 
mapped onto 2D or 3D Torus for efficiency between node communication [13, 14].   

Direct inter-FPGA communication allows for lower latency execution between 
FPGAs since it doesn’t communicate through the CPU software stack, PCI Express* 
(PCIe*), and does not use CPU resources. Furthermore, the FPGAs can be clustered 
together to allow them to work on a single problem by forming device pipelines or 
other topologies thereby scaling the application’s performance and functionality 
without the need for a larger FPGA.
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In this paper, we present Inter-Kernel Links (IKL), a low latency 
and high bandwidth streaming protocol and architecture 
with built-in reliability and control flow for direct inter-FPGA 
communication over a network switch. The IKL protocol 
is a light-weight communication layer between pairs of 
FPGAs over virtual channels using a peer-to-peer model 
for direct inter-FPGA communication. We show that IKL has 
straightforward interfaces for developers to use in their 
applications from OpenCL, HLS, and VHDL/Verilog to enable 
direct inter-FPGA communication using off-the-shelf Intel 
FPGA PACs. We simplified its programmability via straight-
forward interfaces, so that it is easy to take advantage of 
distributed and clustered FPGAs. Our performance results 
illustrate that IKL is a low latency and high bandwidth 
inter-FPGA protocol (< 2.36 µs for kernel to kernel round 
trip latency over a switch). Finally, we implemented a multi-
FPGA version of the Intel® FPGA Deep Learning Inference 
Accelerator (DLA) engine [4] using IKL, which supports model 
parallelism across any number of FPGAs resulting in near 
linear speed-up for ResNet152 [11, 12] for 2, 3 and 4 FPGAs.

Figure 1.   Four-nodes cluster with Intel FPGA PACs directly 
interconnected via an Ethernet switch 
(Star topology) .

Figure 2.   FPGAs setup in a Non-Star topology .

Our motivations behind IKL are to build an effective 
mechanism for moving data between kernels with high 
efficiency and low latency and to promote the adoption and 
utilization of secure distributed FPGA by enabling high-level 
programming frameworks through an efficient inter-FPGA 
communication architecture. 

In this section, we describe the design principals behind IKL, 
as well as give an overview of IKL as it does direct inter-FPGA 
kernel-to-kernel communication using a virtual tunneling 
peer-to-peer model over named I/O channels as illustrated 
in Figure 1. Figure 1 shows a cluster of four nodes with two 
FPGAs each, interconnected via an Ethernet switch. 

The "circles" illustrates the FPGA endpoint pairs associated 
with a given virtual I/O channels. The association between 
FPGA endpoints for a given I/O channel is configured through 
the IKL management tool or setup through API calls via the 
Datacenter orchestrator.

The "circle" illustrates the FPGA endpoint pairs associated 
with a given virtual I/O channels.

We designed the IKL inter-FPGA communication framework 
with the following use cases in mind:

• Support off-the-shelf FPGAs and platforms including 
Intel FPGA PACs.

• Support Star topology as illustrated in Figure 1 where 
all FPGAs can directly communicate with each other. 

• Support Non-Star topologies as illustrated in Figure 2 
where FPGAs are not directly connected to all FPGAs 
and have “hops” to reach a subset of the FPGAs. Non-
Star topologies can be created or by connected the 
FPGAs using cables via a high-speed links.

• Support communications over a network or high-speed 
link between neighboring FPGAs (0- hop) 

• Support communications between FPGAs that are one 
FPGA away from each other (1-hop)

• Support dynamic routing updates of inter-FPGA 
communication traffic when multiple paths are available 
while packets are being sent without losing packets.

• Support a streaming interface for OpenCL, HLS, and 
VHDL/Verilog developers

We adhered to the following design principles to ensure a 
high-performance and low-latency protocol architecture:

• Built-in resiliency to packet errors and dropped packets

• Does not consume significant FPGA resources

• Low latency between FPGAs

• Transport agnostic e.g. Ethernet, SerialLite, Interlaken

FPGA-to-FPGA Inter-Kernel Links

Intel® PACs

Intel PACs

Intel PACs

Intel PACs

Ethernet Switch

>_

FPGA FPGA FPGA

FPGA FPGA FPGA



3

User Kernel is written as Verilog/VHDL RTL module or as 
an OpenCL Kernel Module and is programmed in the FPGA 
as an Accelerator Functional Unit (AFU). Figure 3 shows the 
main interactions between the various components in the 
FPGA AFU when using IKL. The user data streams from the 
user kernel into the IKL I/O channel. The data is packetized, 
processed, and forwarded to the media access control 
(MAC) by the Inter-Kernel Logic IP ensuring that no packets 
are lost through its built-in reliability layer. IKL leverages 
available Ethernet MAC e.g. as a communication medium 
and exposes APIs to the host or orchestrator for setup and 
route configuration. Our current implementation uses a 40G 
Ethernet MAC with plans to move to 100G Ethernet MAC in 
the future.

The user interface between the user kernel and the Inter-
Kernel Logic IP as shown in Figure 3, is defined as an IKL 
I/O channel. We extended the OpenCL channel concept to 
support IKL inter-kernel communication between two FPGA 
endpoints as well as created straightforward user interfaces 
for HLS and RTL along with OpenCL. In general, the OpenCL 
I/O channels are used when accessing I/O resources outside 
the OpenCL kernel boundary. OpenCL supports data 
streaming directly between kernels and I/O via explicitly 
named channels. Typically, I/O Channels are connected to 
a network but can also communicate with any non-kernel 
resource that supports a generic streaming interface such as 
Avalon® Streaming interface [5]. By generalizing the concept 
of I/O Channel to HLS, RTL, and OpenCL we have created 
straightforward interfaces for all these languages at different 
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The IKL framework composed of three main components:  

• The Inter-Kernel Logic intellectual property (IP), an RTL 
subsystem which implements a low latency reliable 
streaming protocol for accelerator data to exit (egress 
traffic) or enter (ingress traffic) the FPGA. IKL implements 
credit-based flow control and reliability as well as multi-
channel QoS. 

• The custom OpenCL BSP required for OpenCL support 
as RTL and HLS are supported by integrating with the IKL 
IP directly.

• The IKL management tool and associated application 
programming interfaces (APIs) to configure the virtual 
I/O channels between FPGA endpoints.

IKL Overview

Figure 3.   User Kernel and IKL AFU in FPGA .

Figure 4.   OpenCL kernel reading from IKL I/O channel .

Figure 5.   OpenCL kernel writing to IKL I/O channel .

Ethernet
Switch

HSSI 40G MAC
Inter-Kernel

Logic RTL IP

IKL I/O Channel

Host Interface

User Kernel Mem

levels in the stack and increased the number of developers 
that can take advantage of IKL

Because of the need to support Star and Non-Star topologies 
as well as the requirement that the IKL IP must be small, we 
developed IKL to scale within a single switch e.g. 48-256 
FPGAs therefore performing L2 routing and ensuring low 
latency as the IKL packets are encapsulated into Ethernet 
Frames. In the rest of the paper, we focus on the Star 
topology over Ethernet.

Programming Framework Enablement

To make IKL callable from OpenCL using straightforward 
primitives, we extended the OpenCL I/O channel interface [5] 
from Intel to support this peer-to-peer communication model 
through named I/O channel interfaces i.e. ikl_iochan#_egr 
and ikl_iochan#_ing where _egr and _ing stand for the egress 
traffic channel  and ingress traffic channel respectively as 
well as integrated the Inter-Kernel Logic IP with our custom 
OpenCL BSP ([6, 7]). 
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Figure 4 and 5 show two simple OpenCL kernels writing and 
reading respectively from IKL I/O channel ikl_iochan0_egr 
and ikl_iochan0_ing. This simple OpenCL example illustrates 
how to write kernels that take advantage of the inter-FPGA 
communication between the two FPGA endpoints. 

The IKL I/O channel interface is a standard 256-bit Avalon 
Streaming interface. When writing into ikl_iochan0_egr on 
the first FPGA endpoint e.g. FPGA0, the user is guaranteed 
that the data will be received on the second FPGA endpoint 
e.g. FPGA 1 on ikl_iochan0_ing. The association between 
the two I/O channel interfaces is configured through our IKL 
management tool and APIs automatable by an orchestrator.

The current prototype allows for any one FPGA to talk to 
at most four other FPGAs in the network when used from 
OpenCL. This decision fits our use cases of interest and 
allowed us to keep the IKL IP small in the Intel® Arria® 10 
FPGA implementation but will disappear as IKL gets more 
closely integrated with the higher-level language compilers 
e.g. OpenCL. When called from RTL, the IKL IP that is 
parameterized can be recompiled to support any number of 
I/O channels. 

For Verilog and HLS, the IKL I/O channel interface is an 
Avalon streaming sink for egress traffic and an Avalon 
streaming source for egress traffic. Figure 6 and Figure 7 
show a simple HLS and VHDL/Verilog module respectively 
writing to an IKO I/O channel ikl_iochan_0_egr. 

We have achieved our goal of creating straightforward IKL 
interfaces for developers to use in their applications from 
OpenCL, HLS, and VHDL/Verilog. We have simplified its 
programmability and have made it easy for them to take 
advantage of the IKL framework for distributed and clustered 
FPGAs.
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Figure 6.   Simple HLS kernel writing to IKL I/O channel

Figure 7.   Simple Verilog/VHDL Component writing to IKL I/O 
channel

Configuration and Setup of I/O channels

The architecture enables a given FPGA to communicate 
with several remote FPGAs over independent channels. As 
mentioned earlier, the current prototype allows for any one 
FPGA to talk to at most four other FPGAs in the network. Our 
tooling configures the two endpoints assigned to a given I/O 
channel in the IKL Logic IP in each of the FPGA endpoints. 
Our framework enables a variety of virtual channel 
configurations. Each virtual IKL I/O channel is independent 
and has flow control enabled to ensure that congestion 
between the two endpoints is managed appropriately and 
ensures that data reliability is maintained.

As mentioned earlier in a data center, the configuration of the 
I/O IKL channels is configured through our IKL management 
tool or via APIs by an orchestrator e.g. in a composable data 
center such as RackScale by the POD Manager [8].

The next section describes in detail the architecture of the 
Inter-Kernel Logic IP.

Inter-Kernel Logic IP Architecture

We describe the Inter-Kernel Logic IP shown in Figure 8 and 
prototyped for Intel Arria 10 FPGA PACs [6]. As mentioned 
earlier, the Inter-Kernel Logic IP is an RTL subsystem that 
implements a low latency reliable streaming protocol for 
accelerator data to exit (egress traffic) or enter (ingress traffic) 
the FPGA and thereby provides a light-weight communication 
layer between IKL-enabled FPGA endpoints. IKL implements 
credit-based flow control and reliability as well as multi-
channel QoS.  
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From a user application the flow is as follows:

• The application kernel writes a stream of data into a 
named Egress I/O channel. 

• The Inter-Kernel Logic IP receives the stream of data, 
packetizes this data and routes the packets through the 
named virtual channel to the destination FPGA. 

• The packets are delivered to the destination FPGA where 
the Inter-Kernel Logic IP de-packetizes packets back into 
streamed data. 

Egress Channels

CITAS
Packetizer

CITAS
De-Packetizer

Application to
Application

Latency

Ingress Channels

Streaming Ingress

Streaming Engress

Credit
Return

Credit/ACK
Receiver

FIFO’s

ACK
Generation

MAC
Front-end

PHY

40G MAC

ACK
Latency

MAC
Front-end

Routing
Look-Up

Header
Generation

Transmit and
Replay
Buffers

Unload
Control

Dllp
Update

Generation

Packet
Sequence

Number
Generation

Free Up
Replay
Buffers

Credit
Calc

The Inter-Kernel Logic IP block diagram is shown in Figure 
8 and illustrates the egress path (data through the CITAS 
packetizer,  streaming egress agent, and to the MAC) and 
an ingress path  (through the MAC to the streaming ingress 
agent to the CITA de-packetizer). 

The Inter-Kernel Logic IP implements end-to-end flow 
control and packet sequence numbers that guarantee data 
reliability as illustrated in Figure 8. To deal with dropped 
packets and transmission errors, the Egress Streaming Logic 
in the Inter-kernel Logic IP in the source FPGA assigns a 
sequence number to each packet that is sent. Upon receiving 
the expected sequence number without a transmission error, 
the Ingress Logic in the destination FPGA acknowledges 
the packet. Upon receiving the acknowledgement, the 
Egress Logic in the source FPGA frees the packet from 
its buffers. In the event the Egress Logic does not receive 
the acknowledgement in a configurable time allotment, it 
re-transmits the packet. The Ingress Logic receiving the 
expected sequence number acknowledges the packet. Even 
though this re-transmission of packets is not desired, we 
made this trade-off as processing and buffering packets out 
of order on the destination FPGA is too expensive in FPGA 
resources. To deal with congestion and back-pressure, the 
Inter-Kernel Logic IP implements end-to-end credit-based 
flow control. If a channel begins experiencing back-pressure, 
this back-pressure is pushed to the application level by the 
use of credits ensuring that no loss of data can occur.

Figure 8   IKL IP Block Diagram

Table  1   Inter-Kernel Logic IP resource usage on an Intel Arria 
10 FPGA PAC1

• That data is then sent to the destination AFU and the 
user kernel via the named Ingress IO channel associated 
with the source named Egress I/O channel. 

• In the current implementation, routing over the switch is 
accomplished using standard MAC address L2 routing.

In the IKL implementation we use for our tests, we support 
four IKL I/O channels thereby allowing a given IKL-enabled 
FPGA to communicate with up to four FPGAs on the switch. 
We leverage a 40G Intel Ethernet MAC as a communication 
medium supported by the Intel Arria10 FPGA PAC shell/FIM 
[6].

As illustrated in Figure 8, the Inter-Kernel Logic IP is 
composed of three components: The Inter-Kernel Logic Core 
IP, the MAC front end and the 40Gb Ethernet MAC.

Table 1 shows the Inter-Kernel Logic IP resource 
consumption on an Intel Arria 10 FPGA PAC (Device 
10AX115N3F40E2SG [1]). We have accomplished our goal of 
not consuming significant FPGA resources i.e. ALMs ~ 6.2 % 
and M20Ks ~7.3%. As we move our design to D5005 S10 [9] 
and following generations of PACs, the Inter-Logic IP will use 
even less of the FPGA’s resources.

INTER-
KERNEL 

LOGIC CORE 
IP

MAC FRONT 
END

40G 
ETHERNET 

MAC
TOTAL

ALMs 11,384 (2 .7%) 3,214 (0 .8%) 11,614 (2 .7%) 26,212 
(6 .2%)

M20Ks 162 (6 .0%) 21 (0 .8%) 13 (0 .5%) 195 (7 .3%)

DSPs 0 0 0 0

1  Device 10AX115N3F40E2SG: Total M20Ks: 2,713, Total ALMs: 427,200 [1].
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We present Inter-Kernel Links latency and bandwidth 
numbers measured in our lab setup composed of servers 
with each having two Intel Arria 10 FPGA PACs (Device 
10AX115N3F40E2SG ). All the FPGAs are connected to a Dell* 
S6100-ON2 switch and can communicate directly with each 
other. Figure 1 illustrates our lab setup.

We measured two types of round-trip latencies for two 
payload sizes on an idle environment using a QSFP cable to 
connect the FPGAs as well as MAC routing through the Dell 
switch. The payload sizes are 32 bytes and 1,472 bytes which 
correspond to respectively the minimum (one 32-byte word), 
and the maximum (46 32-byte word) supported packet size 
by IKL.

The first round-trip latency is the application-to-application 
i.e. kernel-to-kernel round trip latency shown in Figure 9. 
We measured an average latency in µs of 2.365 for 32 bytes 
payload with a [min, max] range of [2.355, 2.378]. For the 
1,472 bytes payload, we measured an average latency in 
µs of 3.516 with a [min, max] range of [2.501, 3.530]. The 
results were obtained by a cycle level measurement at the 
application level. Two applications, one for each FPGA was 
required. In one FPGA, the application was responsible for 
the cycle-based latency measurement while the application 
in the other FPGA repeated the Ingress data to the Egress 
data. 

The second round-trip latency is the IKL packet 
acknowledgement (ACK) latency, which is measured from the 
packet header generation to the acknowledgement ACK is 
received as illustrated in Figure 8. The latter is comparable to 
the Microsoft’s LTL latency described in [3]. The IKL results 
are shown in Figure 10. We measured an average latency of 
2.22µs for 32 bytes payload with a [min, max] range of [2.20, 
2.23]. For the 1,472 bytes payload, we measured an average 
latency 2.61µs with a [min, max] range of [2.56, 2.61]. 
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Figure 9   Application round trip latency ACK round trip 
latency 

Figure 10   Application-ACK round trip latency

We measured the loopback latency shows as “same FPGA” in 
Figure 9 where the same FPGA sends and receives the data 
over the IKL I/O channel. FPGA 0 writes a number of words 
into its egress I/O channel and since it is also the destination 
I/O channel, the packets are routed directly from the 
Transmit and Replay buffer to the ingress FIFO and bypass 
the 40Gb Ethernet MAC as shown in Figure 8. The average 
round-trip latency for a 32-byte payload is less than 1µs 
which align with the results in Figure 9 showing respectively 
90 and 230 ns for 32 bytes and 1,475 bytes payloads 
respectively.

Figure 11, Figure 12, Figure 13, and Figure 14 show the 
measured bandwidth performance when one, two, three 
and four of the four I/O channels in the IKL prototype 
are demanding all available bandwidth resulting in the 
channel(s) performing at 38.5 Gbps, 19.25 Gbps, 12.83 Gbps, 
9.62 Gbps respectively. The total measured bandwidth 
asymptotically approaches 38.5 Gbps for large payloads 
i.e. 95% of maximum achievable bandwidth with the 40Gb 
Ethernet MAC.

The graphs for ikl_chan0_egr, ikl_iochan1_egr, ikl_iochan2_
egr, and ikl_iochan3_egr are equal and presented on top of 
each other. This is because the QoS built-in to the IKL IP uses 
fair arbitration and thus in this case, the same bandwidth is 
seen on each channel. The implemented QoS supports the 
case where; if one port becomes idle or stops demanding 
bandwidth either by back-pressure or the lack of transmitter 
pressure, the other port(s) will immediately take on the  
un-used bandwidth. The limiting factor in our results today is 
the bandwidth limitations of the 40Gb Ethernet MAC.
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Figure 11   Bandwidth for varying payload size with one I/O 
channel active
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Figure 12   Bandwidth for varying payload size with two I/O 
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1  Device 10AX115N3F40E2SG: Total M20Ks: 2,713, Total ALMs: 427,200 [1].
2  Dell Networking S6100-ON (SKU 210-AFWX) with Module, 16x 40GbE QSFP+ ports, S6100-ON (SKU 407-BBTD) [10].
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Figure 13   Bandwidth for varying payload size with three I/O 
channels active

Figure 14   Bandwidth for varying payload size with four I/O 
channels active

Figure 15   Example of split graph across four FPGAs
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The results presented in this section show that IKL is a low 
latency and high-bandwidth protocol. Our built-in QoS act 
fair by default as demonstrated in Figure 12, Figure 13, and 
Figure 14 but can be customized to ensure that one or more 
of the I/O channels can be allocated a custom assigned 
percent of the bandwidth.

We redesigned and prototyped the Intel® FPGA DLA inference 
engine to support model parallelism across multiple 
FPGAs with IKL. The multi-FPGA support in DLA is done by 
pipelining and chaining DLA OpenCL kernels. DLA calls the 
IKL primitives in its OpenCL kernels to stream data between 
FPGAs. 

DLA is written in OpenCL and consists of a host program 
and a set of kernels. The host program is written in C++ and 
uses a host- target model where the host program controls 
all memory transfers and execution of the kernels. Each DLA 
architecture consists of several tunable kernels with their 
parameters determined at compile time. 

DLA is designed to be inherently batch agnostic, fully 
processing an image before starting the next. Processing a 
graph like the one shown in Figure 15 involves partitioning 
the entire graph into smaller subgraphs. Each graph 
contains either a convolution or fully connected layer. The 
subgraphs are processed iteratively on the FPGA with the 
intermediate results between subgraphs stored on-chip. 
If the intermediate results are too large for the FPGA on-
chip memory, the data will instead be written off-chip and 
streamed back in when execution of the next subgraph 
begins. The weights are prefetched from off-chip memory 
and buffered locally until they are used.

The DLA host program computes the weights for the entire 
graph but has been modified to split the larger graph into 
subgraphs based on the values in the partitions’ vector and 
to only have its DLA kernel process the subgraphs in its own 
partition based on its assigned partition_number. A single 
DLA kernel can process multiple partitions if assigned in 
its vector of partition numbers. In the case of ResNet152 
and 4 FPGAs, we used the partitions shown in Figure 16 
with partition_numbers of 0, 1, 2, 3 respectively on each of 
the four FPGAs. We partition the model by estimating the 
numbers of flops and dividing it equally onto the number of 
FPGAs which doesn’t always guarantee an optimal partition. 
This approach can be improved by using approaches as 
described in [15]. [16] shows ~4.6x improvement in energy 
efficiency with scaling across 15 FPGAs using various 
fine-grained partition and mapping strategies to balance 
workloads among FPGAs. [16]. Future work can investigate 
performance improvements from larger FPGAs such as Intel® 
Stratix® 10 MX FPGAs or Intel Stratix 10 NX FPGAs and Intel® 
Agilex™ FPGAs.

Multi-FPGA DLA Inference Application and 
Model Parallelism

e.g processes subgraph a, b, c

e.g processes subgraph d, e, f

e.g processes subgraph g, h

e.g processes subgraph l, m, n, o

FPGA 0

iochan - IKL

iochan - IKL

FPGA 1

FPGA 2

iochan - IKL

FPGA 3

Conv ReLu Norm MaxPool FullyConn.
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Figure 16   Subgraph partitions mapping onto FPGAs

Figure 17   Pipeline of DLA kernels across n FPGAs with n host 
programs

Figure 18   DLA I/O channels on four FPGAs

Figure 19   Scaling of ResNet152 across multiple FPGAs 
compared to ideal linear scaling 

In this work, we focus specifically on exploiting model 
parallelism to improve inference throughput across 
multiple FPGAs. While batch parallelism provides a simple 
mechanism for scaling up DL inference throughput, 
depending on the application there may not be enough 
input streams to saturate a batch-parallel system while still 
achieving low latency. On the other hand, provided that a 
model is sufficiently deep, it can be partitioned such that 
each device processes a small portion of the graph and feeds 
it to the next in a pipelined manner. 

As illustrated in Figure 17 we redesigned DLA to execute on 
multiple FPGAs by splitting the graph and weights across 
multiple devices and enabled the transfer of intermediate 
results between DLA kernels over IKL links. The execution of 
the graph is pipelined and load-balanced across the multiple 
devices ensuring that each FPGA is kept busy. Our changes to 
DLA are generic and allow for pipelining across an arbitrary 
number of FPGAs. From a host program perspective, we split 
the CNN graph into n-partitions with each portion processed 
by a distinct DLA kernel on a distinct FPGA. The intermediate 
results from the first DLA kernel are pipelined into the 
second DLA kernel and so on. Figure 17 shows the pipelined 
DLA kernels across n FPGAs concept which is easily mapped 
into our lab setup of DLA IO channels setup on 4 FPGAs 
shown in Figure 18.  

Our redesign of DLA creates a generic scalable DLA not 
tied to a specific number of FPGAs as shown in Figure 17. 
By changing the values in the partitions vector and the 
partition_numbers vector we can use the same building 
block to scale the DLA application to any number of FPGAs. 
Changing the split and the graph in the host program, 
requires only a host program recompile that can be done 
quickly compared to the kernel recompile that takes hours. 

IKL I/O Channel IKL I/O Channel IKL I/O Channel

FPGA nFPGA 2FPGA 1FPGA 0

DLA 0 DLA 1 DLA 2 DLA n

DLA 0 host
program
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1
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1 2 3 4
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DLA Theoretical Linear Scaling

Intel® PACs

Intel PACsEthernet Switch

FPGA 3

IKL I/O channels 
between sets of 
two FPGAs

FPGA 2

FPGA 1

FPGA 0

Results

To evaluate the effectiveness of IKL integrated with DLA, we 
distributed ResNet152 across several FPGAs and measured 
the throughput of the system. Figure 19 details the results of 
scaling DLA across several different FPGAs, demonstrating 
near linear speed-up across 2 (1.94x), 3 (2.7x), and 4 (3.7x) 
FPGAs. In each case, the partition point changes depending 
on how many FPGAs are in use to allow for throughput 
balancing. However, more fine-grain throughput balancing 
could be performed by fine-tuning each DLA architecture 
for a given partition that would lead to linear or super-linear 
speed-up if the model is persistent. While the system does 
not achieve linear scaling, as discussed above it does allow 
for a means for higher throughput and lower latency, without 
requiring more than a single batch to process. Furthermore, 
with IKL the system can scale to suit the requirements of the 
DL workload without requiring a substantially larger device in 
a given data center.
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Conclusion
This paper described IKL,  an FPGA-to-FPGA communication 
framework that enables developers to write their 
applications from OpenCL, HLS, and VHDL/Verilog through 
straight-forward I/O channels interfaces with support 
from the existing compiler and tooling while also provides 
a low latency, high-bandwidth reliable protocol and 
communication framework ensuring that no packets are lost 
without requiring link reliability. The IKL IP’s modular design 
makes it straightforward to support other Ethernet MACs e.g. 
100Gb with minimal effort, keeping IKL relevant as higher 
Ethernet speeds are enabled in data centers. 

The measured end-to-end user kernel round trip latency 
over a Dell S6100-ON Ethernet switch is 2.36 µs and the 
measured user kernel to ACK end-to-end latency is 2.2 µs. 
We have designed and implemented IKL’s data flow control 
and reliability to ensure that it is resilient to packet errors as 
well as controls link congestions by leveling unique routing 
paths and QoS. 

Using IKL, developers can design applications that take 
advantage of direct FPGA-to-FPGA communication and 
pipeline their tasks within an application to run on multi-
FPGAs or split them across multiple FPGAs. With IKL they can 
also create pipelined topologies such as fan-out or fan-in of 
FPGAs.

With the multi-FPGA DLA, we show that by taking advantage 
of model parallelism ResNet152 we achieve near-linear 
speedup. In summary, distributing DLA across 2, 3 and 4 
FPGAs allows us to:

• Perform model parallelism beyond batch data 
parallelism 

• Reduce batch size 1 inference latency 

• Scale DLA performance without the need of larger 
devices

• Achieve more efficient use and higher utilization of the 
FPGAs.

Along with AI and DL workloads, applications such as 
genomics, financial services applications, video streaming 
applications, etc. can take advantage of distributed FPGAs 
as they can decouple the kernel execution from the host 
processor and allow the kernels to communicate directly with 
each other. As developers better understand the potential 
of FPGA acceleration and how to use multiple FPGAs in the 
same application, we notice a growing interest in direct 
FPGA-to-FPGA inter-kernel communication. 
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